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From Galileo to Higgs – A Detective Story in Symmetry.
Introduction
What am I trying to achieve in ‘From Galileo to Higgs ...’?
I‟m trying to explain to non-physicists what all the fuss over the Higgs boson is about. The Higgs is the
final piece of the jigsaw in the revolutionary structure in fundamental physics that has come to be known
as “The Standard Model”. This Model is said to be the greatest intellectual construction ever achieved by
mankind, so you can guess that it takes a little work to understand. To appreciate the Higgs boson
discovery one has to have some visibility of this great structure. It just can‟t be explained in single page
articles – they are inevitably uninformative or baffling, or both! Even the headline, that the Higgs boson is
the particle that gives everything else mass, is neither accurate nor the essence of the discoveries of the
Model. The Standard Model requires that all particles start out having no intrinsic mass and then, yes, the
Higgs mechanism makes some of them appear as if they do, but most of the mass we experience comes
from the behaviour of particles that get no mass from Higgs. The really interesting thing is why the
Standard Model demands that particles start out having no intrinsic mass at all, and why the Higgs
mechanism is needed to give it to some of them.
The success of the Model gives support to the idea that the workings of nature are governed, deep down,
by the demands of „symmetries‟. Some longer popular treatments do give an idea of the importance of
symmetry, but even there, I find that they fail to give an explanation detailed enough for the lay reader to
feel they have any grasp of the deep role that symmetry plays and how the Higgs mechanism helps out
where symmetry seems to fail. They also don‟t highlight what, in my view, is potentially a tectonic shift in
the relationship between mathematics and the nature of physics discovery.
Whilst my own work has been mainly in low energy quantum theory and in nuclear geophysics, I have
kept a distant watch on the development of the Standard Model ever since working in the same Department
as Peter Higgs 40+ years back. My hope is that this distance, whilst precluding the detailed knowledge of
the sort one acquires when actually working with the Model, may help give a simpler, and hopefully
thereby more accessible, perspective on the core logic. The text was originally written for amateur
astronomers of the Mansfield and Sutton Astronomical Society in the UK (readers may detect some
astronomy-directed references); their membership is characterised solely by their enthusiasm for
astronomy rather than qualifications in physics and maths, so it assumes no such prior knowledge.
Summary of what it covers:The text is in 3 parts:Part I covers the development of classical physics in the 17th Century by Galileo and Newton, the idea of
forces, and the experimental discovery of the great „conservation laws‟ of energy and momentum which
enabled us to understand how things moved. It introduces the concept of „symmetry‟ and illustrates how
we later we came to realise that these conservation laws were a consequence of everyday symmetries of
space and time that we all take for granted. Newton also gave us our first characterisation of a „law‟ for
one of the forces of nature – gravity. I sketch how, over the next 300 years, we found out about, and
attempted to characterise, several other forces of nature: those of electricity and magnetism, their
unification into „Electromagnetism‟ by Maxwell in the 19th century, and, during the 20th Century, the two
nuclear forces, rather unimaginatively called the „Weak‟ and the „Strong‟.
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Part II sketches electromagnetism in enough detail to show that it possesses what initially appeared as a
somewhat messy and unimportant little mathematical symmetry called „Gauge Invariance‟. It describes
how two 20th Century discoveries in mechanics, first Einstein‟s theory of Special Relativity and then,
profoundly, Quantum Mechanics, came to be seen to make this symmetry appear much less messy, and
then to make it much more important; indeed it seemed to offer, for the first time, a reason for
electromagnetism.
Part III tells how attempts to characterise the two nuclear forces in the 20th Century ran up against what
seemed insuperable problems. In the face of this impasse, a few physicists, taking seriously the idea that
the gauge symmetry idea might be all you need to characterise electromagnetism, began to try slightly
more complicated versions of this type of symmetry to see if they could characterise these highly
problematic nuclear forces. An ambitious programme was launched. It was thought that the first obvious
extension of the gauge symmetry might „explain‟ the Weak force, but this appeared to fail. However, when
the quark model was invented to describe the nature of the particles that experienced the Strong force, it
suggested that a higher extension still of the gauge symmetry would be able to describe the nature of the
Strong force itself – and lo – it did! Thus the most complicated of all forces, an order of magnitude more
complex than electromagnetism, was found to be explained by a straightforward extension of the gauge
symmetry property.
So was the Weak force an exception to this gauge idea? In the climax of Part III, I attempt to show how a
gauge symmetry does turn out to give an explanation of it - or rather a combined form of the Weak force
and Electromagnetism – but the symmetry itself gets hidden from view (so that it looks as if it doesn‟t
work). The thing that does the hiding is the Higgs mechanism, and the thing left over after the hiding is
done is the Higgs boson!
How to take it all in:The work is quite long. If this is mostly new to you, saturation will soon set in, and continue to do so on a
regular basis; hence there will be parts in which you may get lost. Part II, containing as it does the detail of
the gauge argument, is probably conceptually the most difficult, but Part III contains lots more information
on nuclear stuff that may well be totally new to you and so it is the most „saturating‟. It also has a
conceptual sting in the tail with the Higgs mechanism itself. Don‟t think that getting lost at various points
is a failing on your part, professional physicists, whether they admit it or not, find this stuff hard to get
their heads around at first reading. The trick is not to lose heart, but to stick with it, re-read, leave time for
the words to become familiar, re-read again.
The bullet points at the end of each sub-section should help refresh your memory whenever you need to go
back over something. I have put a number of internal hyperlinks to the glossary at the end for when you
have forgotten what something is, and sometimes these links take you back to previous parts of the text
where something was explained in more detail. If you are using the Word file then you should have the
back button enabled to take you back to exactly where you were after you have read the link; if reading the
PDF version then ALT and back arrow ← should return you to the page you were on.
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Part I Background
1. Classical Mechanics, Symmetries and Conservation Laws
1.1

Galilean Relativity – a Symmetry of Physics

I am going to start the climb to the Standard Model of Particle Physics a long way back with some of the
work of Galileo in mechanics. For many readers this will be teaching them to suck eggs, but the thread I
wish to try and spin has to start there.
Galileo rolled balls in asymmetric wedge-like arrangements of slopes; i.e. starting it at the top of a steep
incline, he would let a ball roll down to the bottom of the wedge, at which point it would start to roll up the
second, gentler, slope forming other side of the wedge. He found that the balls rolled up the second incline
almost to the height of the first; getting closer to the starting height the smoother he made the surfaces, i.e.
the lower the friction. This meant, as the second incline‟s slope got less and less, i.e. got nearer to being
horizontal, the balls had to roll further and further along it until they gained the original height, and this
indeed they did. He reckoned if you made the friction zero, then they would eventually come back up to
the same height they started from at the top of the first incline, however gentle the second (upward) slope.
This meant that if the second slope was zero, i.e. it was horizontal - the „wedge‟ now having the
appearance of a slide with a very long, flat second half - the ball would have to roll forever at the speed it
reached at the beginning, i.e. at the bottom of the first incline. Given the downward incline was just a
means of giving it some initial speed, he reasoned that this meant that, in frictionless conditions, any object
would just keep going forever at whatever speed it started with, unless something else intervened to stop it.
Later, Newton would generalise this to a property of all motion in his First Law of Motion:- A body will
keep moving with constant velocity in a straight line unless acted on by forces.
Galileo reasoned that if everything was happy just to keep going at the same speed and the same direction
it started in, this might be why, when all your surroundings are moving at the same velocity as you, you
feel at rest - as if you are not moving at all. He said imagine you are in a galley sailing along on a very
calm sea; if you are below deck, in a cabin without portholes, then it can be just as if you are tied up in
harbour; any experiment you do, e.g. bouncing a ball on the floor, has exactly the same result as if you
were moored up. After leaving your hand, the ball bounces, not „backwards‟ as you and the ship move on
whilst it's in the air, but straight back up into your hand, just as if you were not moving forward at all. If
all your surroundings are moving at a perfectly constant velocity Galileo guessed that all the physics that
governs your everyday behaviour was indistinguishable from the physics inside any other ship on a calm
sea, i.e. in any other reference frame moving with a different constant velocity.
When two different states are indistinguishable from each other then we say that they are symmetric under
whatever operation accounts for their difference. For example if we take a square and rotate it through 90
degrees it will look exactly the same as it did before we rotated it; if we did not witness the turning we
would not be able to tell that it had been turned – a square is symmetric under 900 rotation, or equivalently,
900 rotation is a symmetry operation on squares. Thus if you are tiling a bathroom with plain square tiles,
then you will not be able to tell if some of the tiles are rotated by 900 with respect to the others because
such a rotation is a symmetry of the tiles. The symmetry is a „discrete‟ one, by which we mean that only
certain angles can be chosen for the rotation, 900, 1800, etc.; if you rotated a tile by an arbitrary angle, say
400, it will instantly be distinguishable, a 400 rotation is not a symmetry of square tiles. If the tiles were
circular then we could choose any angle, and the symmetry would be a continuous one.
Galileo's Relativity symmetry states that the physics of a system is symmetric under the addition of any
constant velocity, provided that velocity is added to every part of the system. That we can do this with any
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velocity we like means that it is a continuous symmetry. That, once chosen, the added velocity must apply
everywhere throughout the system means it is a global symmetry. Thus Galilean Relativity is a global
continuous symmetry.
In everyday life we treat the surface of the earth as if it was stationary, but we know that, as well as
spinning around the earth‟s axis, it is travelling at over 66,000 mph around the sun. A bullet can be
travelling at over 66,000 mph around the sun but as long as it is just sitting in your pocket as you do
exactly the same motion, it does you no harm. If, however, it is fired at you from a rifle, then, depending
upon the direction it is fired in, its speed around the sun may actually be reduced, say to around 65,000
mph, but it‟s much more dangerous! It is now travelling at a 1000 mph relative to you and what Relativity
says is that only relative, not absolute velocities determine the physics; that‟s why it‟s called „Relativity‟.
The practical effect of this symmetry is such that if we take a closed physical system, i.e. one in which
interactions with objects outside the system can to all intents and purposes be neglected, then any constant
velocity has no effect on the physics of the system. Thus as far as bouncing our ball is concerned, the
actual velocity of the ship doesn‟t matter since that velocity applies globally throughout the cabin: the ball
has the cabin‟s horizontal velocity before it leaves our hand and it‟s perfectly happy to keep that going
whilst it‟s in the air, only the vertical velocity changes during the bounce. If, however, parts of the cabin,
e.g. the air, went at a different speed from the rest then clearly the physics would be significantly altered
(don‟t open a window on a flying plane).
Galileo discovered many wonderful things, but, when viewed in the light of much later theoretical
analysis, the greatest debt we have to him is probably this Relativity principle (many believe we had no
Relativity principle until Einstein - but that is not the case: Einstein‟s great contribution in his theory of
Special Relativity is to be the first to realise that Galileo‟s principle was the low relative velocity
approximation to a richer relativity principle).
{Some physicists, when they see a symmetry like this - and we will find more in all three Parts of this
journey - conclude that it is a sign that we are somehow being sloppy, that we have too many parameters in
our theory. In this current case the surplus parameter is absolute velocity and they would want to make
sure that we express our physics in such a way that this parameter is somehow banished from our thoughts
and descriptions completely. We will see that it is certainly necessary to ensure that our descriptions are
free from any dependence on such „surplus‟ parameters, since to do otherwise would be tantamount to
denying the symmetries, but I shall assume that until the time comes when we reach a deeper level of
understanding that explains why the symmetries we shall be discussing exist, we must acknowledge all
those parameters that we discover are symmetry parameters and treat them as helpful freedoms to be
exploited, not as simply surplus descriptors.}
So we have global symmetry in constant velocities; does that extend to global changing velocities, i.e.
acceleration? No, it turns out that acceleration is not a global symmetry of the physics! If Galileo‟s
smoothly travelling galleon actually changes its velocity, for example by speeding up, slowing down,
starting to move vertically up and down as the sea stops being flat calm, or simply when the captain
decides to change direction, then our beloved Pisan would notice a difference in the way things behaved
during such a change, even inside the completely closed cabin – he might find his Chianti spilling! Thus,
even though everything in the closed cabin accelerates in exactly the same way, i.e. the acceleration is
global as far as we are concerned so nothing we can actually see our touch is moving in anyway differently
relative to ourselves, the physics in the cabin does change and does feel different. Physics does depend on
the absolute value of acceleration.
The question of why we can‟t sense a constant velocity but can sense a constant acceleration is a profound
and, to some extent, still open one that we will not go into here, other than pointing out that it underlies the
property we call inertia. Inertia is a measure of how resistant to accelerations an object is; it is determined
by the mysterious property we call mass - an object with twice as much mass has double the inertia. A full
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definition of mass is quite complicated; Newton dodged defining it by just saying it was “the amount of
matter an object contains” – but he didn‟t define „matter‟! For the moment let‟s just leave it at that and find
out some other properties as we go along.








1.2

If different states of a system appear identical then the operation that created the difference, the
‘displacement’, is a symmetry operation. Thus displacing a square by a rotation of 900 is a
symmetry operation on a square and any rotation is a symmetry operation on a circle.
The square has only a discrete set of rotational symmetries, the circle a continuous set.
A ‘closed’ physical system is one in which interactions external to it can be neglected.
Galileo found that balls were just as able to keep rolling with a constant velocity, if subject to zero
friction, as they were of staying still. He reasoned that all constant velocities were equivalent.
Galileo’s Relativity Principle says that closed physical systems are unaffected by any global
velocity, i.e. any velocity that everything in the system has - only the relative velocities within the
system matter.
Thus velocity ‘displacement’ is a continuous global symmetry of physical systems.
If we apply a global acceleration to a closed system its effect on the physics is significant, thus
acceleration ‘displacement’ is not a global symmetry of closed systems.
The Newton Synthesis of Mechanics – Universality

Newton crystallised the Galilean concept of symmetry under constant motion in his formulation of the
mechanics of motion and his formalising of the idea of forces. His First Law of Motion said that everything
moved at a constant velocity (and, in its own frame of reference, stayed at rest, i.e. not moving at all – just
as we tend to view the earth's surface) unless a ‘force’ acted on it. The action of the force would be to
change the velocity of the object it acted on, i.e. cause acceleration. Furthermore in his Second Law of
Motion, he said the amount of acceleration caused would be equal to the force applied, divided by the
mass, „m‟, of the object: acceleration = force  mass. Thus a given force will produce the same
acceleration on all objects of the same mass whatever they are made of (and half the acceleration on an
object with double the mass).
This may seem strange at first – you know that if you „throw‟ a kilogram mass of water it will seem to
move very differently from a kilogram rock thrown with the same force. But when we look carefully at
these two as they start to arc through the air, before their very different air drags take a large hold,
something about their two trajectories does appear closely similar. Newton realised that this „something‟
was a sort of average position of the centre of the body of water and the centre of the rock: they always
moved in the same way for a given starting velocity and a given force. In the case of an irregularly shaped
rock, it will tend to spin and tumble and different parts of the rock will move in quite complicated ways however some point in the middle of the rock will always move on a simple, roughly parabolic, trajectory.
The water starts to spread in a manner that the rock doesn‟t; but, initially at least, a sort of middle position
of the water moves on exactly the same parabolic trajectory as the middle of the rock. We call this position
“the centre of mass” (often termed the centre of gravity) and we can precisely calculate where it is. Note
that there doesn‟t have to be any actual mass at the „centre of mass‟ – the centre of mass of a Polo Mint is
in the centre of the hole – there is no mint there: when you throw a Polo into the air the actual mint ring
may spin and tumble around as it flies along, but the centre of the hole just moves gracefully along the
same parabola as the centre of a ball-bearing of the same mass thrown in the same direction with the same
force.
Of course when we throw water we find that, although the centre of mass starts off following the same
path as the centre of mass of the rock, it very soon slows down much more than the rock and doesn‟t get
anything like as far. This is due to the fact that it is not just experiencing the force of our throw, but large
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forces of air drag – these are very different for the water and the rock. Thus, whilst still obeying Newton‟s
2nd Law, namely that acceleration is the force divided by the mass, the water and the rock do different
things since the forces on them are different. If we do this experiment in an airless chamber where each is
only acted on by the throwing force and gravity, the two centres of mass do exactly the same motion
throughout their trajectory for the same throwing force – the centre of the kilogram of water reaches as far
as the centre of the kilogram of rock, even though the water still spreads out and the rock doesn‟t.
Newton realised that for this to work, all the internal forces holding each bit of the object to other bits,
must, on average, cancel each other out, so that the motion of this average sort of point is unaffected by
them. This led him to think that when one part of the body exerts a force on another, then the other part
must exert a force on the first and, to cancel overall, these must be equal, but opposite. Each part of a body
reacts appropriately to the forces pulling it towards all the other parts of the body so that the object as a
whole tends to stay together if these forces are strong enough. If these forces aren‟t strong enough, as in
the case of water, then the body will spread apart. Thus when we throw the water, parts of it will move
much further from the centre than do any parts of the rock. However, the effect of all these internal forces
on the average position of the whole object, cancel each other out. Equally many parts are pulling this
average position in one direction as are pulling it the opposite direction. This average position is the centre
of mass; it thus reacts only to the external forces on it.
This works for any object of any shape and the only way this can happen is if the internal forces of each
part of the object on all the others always obey this „equal and opposite‟ rule, so that the internal forces
over the whole object average to nothing at this position and all we are left with is the external forces.
Newton then took the universalising leap of saying that this relationship of internal forces within one
object, applies to all forces within or between all objects. Thus when we exert a force on the rock to throw
it, it also exerts an equal sized but oppositely directed force back on our hand – indeed we can feel it doing
so (try firing a gun). This became known as his Third Law of Motion.
Now we‟ve seen that we need to have the 3rd Law if objects are to have the observed simple movements of
their centres of mass, but it might, at first sight, seem strange that it applies between different objects.
Consider two tremendously different objects, a grain of sand and the whole earth. If I hold the grain
between my fingers and then let it go, the mighty earth‟s gravitational force, provided by the whole six
billion trillion tons, exerts a downward force on it and so it starts to accelerate downwards. However the
3rd Law says that the grain is also exerting exactly the same size force on the earth, only now pointing
upwards instead of downwards. Can it really be the case that such a tiny thing exerts the same size of force
on the earth as the whole of the earth exerts on it? Doesn't that mean that the earth must also accelerate
upwards towards the grain! Surely that can‟t be right?
Of course the gravitational force exerted by a grain of sand on each atom of the earth is ludicrously tiny
compared to the force on each atom of the grain due to the whole of the earth, but the thing is that there are
vastly more atoms of the earth on which the grain pulls than there are atoms of the grain on which the earth
pulls! This is one of the remarkable things about forces contained in Newton‟s Laws – the forces don‟t get
„used up‟ by acting on particular objects or atoms, the sand grain can pull every single atom of the earth
with just the same strength as if that particular atom were the only one on which it was pulling! The net
effect is that the two overall pulls, that of the sand grain and that of the whole earth, do add up to exactly
the same - except one is towards the centre of the earth and the other is towards the centre of the grain.
So does that mean the earth really does accelerate upwards towards the sand grain? Yes, but remember the
inertia: the earth‟s mass is so vast compared to the grain that its acceleration is tiny compared to that of the
grain. How tiny? If we dropped the grain from a height of around 5 metres it takes approximately one
second to hit the ground, by which time it has accelerated to a speed of about 10 metres per second; over
this same time interval the earth has moved upwards by less than a ten millionth of a trillionth of a single
atom diameter!
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One of the changes Newton wrought upon how we thought the world behaved was his assertion of
universal principles. The movement of objects had previously been related to the nature of their supposed
constituents (earth, air, fire, and water, to name a favoured few), but he developed universal laws that
applied without direct reference to the nature of the constituents of bodies, just their mass and the size and
direction of the forces on them.




1.3

If not acted on by forces, bodies will move at constant velocity, i.e. constant speed in a straight line.
The mass of a body is a measure of its resistance to velocity change i.e. to its acceleration – it is a
measure of its inertia.
The force on a body is equal to its acceleration multiplied by its mass.
When two bodies interact, the force on one is equal and opposite to that on the other.
Conservation Laws

When objects interact with each other, e.g. bang into one another or in some other way exert a force on
each other, the positions, velocities, etc of the individual objects in general all change as a result. However
it came to be realised that some things about the overall system stay constant. When we find some feature
that stays constant we say that it is conserved. If it stays constant under all circumstances then we assume
it is subject to a Conservation Law.
1.3.1 Conservation of Mass
The first conservation law that was tacitly assumed was that of mass itself. Bodies may break up in
collision with other bodies but the mass of the broken pieces equals the mass of the original. Burning was
initially problematical - the ash had much less mass than the original object - but it soon seemed that the
smoke and gas that was emitted whilst it burnt, carried away an amount of mass in a fine particulate and
gaseous form just equal to the amount that was missing in the ash, and so the total mass was conserved.
Conservation of mass places great constraints upon the actual motion of interacting bodies, but mainly
when seen in conjunction with the other conservation laws we discuss below. Some felt it was of
philosophical and even religious significance - mass was taken as the core property defining matter and
that we could neither create nor destroy it was salutary.


Mass is subject to a conservation law.

1.3.2 Conservation of Momentum
A second conservation law that placed much greater constraints upon the motion of a system arose as a
consequence of Newton's Laws. The 3rd Law tells us that when two bodies interact there is an „antisymmetry‟ between the forces each exerts on the other; i.e. they look identical after turning one around by
1800. From this equal-and-opposite type of symmetry Newton was able to show that a particular feature of
their overall motion stays constant right throughout their interaction. This something is the total mass of
the two bodies multiplied by the velocity of their centre of mass; it is called the momentum of the bodies.
Whatever momentum the system has at the beginning of the interaction, it still has at the end.
If the mass of a body stays constant then the rate of change of momentum must be given by the rate of
change of the velocity, multiplied by the mass. But the rate of change of velocity is just the acceleration
and so the rate of change of momentum is just the mass times the acceleration, and Newton‟s 2nd Law tells
us that this is just the force acting on the body. Thus we can re-phrase the 2nd Law as stating that the rate of
change of momentum of a body is given by the force acting on it. When two objects are interacting on each
other, the 3rd Law then says the forces are “equal and opposite”. So, given the rephrased 2nd Law, this
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must mean that the rates of change of momentum of the two bodies must also be equal and opposite. Thus,
if the momentum of one goes up, the other must go down by exactly the same amount! Thus the total
momentum of the combined system formed by these two interacting bodies must stay constant. We can
easily extend this to any number of interacting bodies.
When physicists use the term „velocity‟, rather than „speed‟, they mean a 'vector' quantity, by which is
meant a quantity that, like an arrow, has both size and direction: for an arrow the size is its length, for
velocity the size is the speed and we can describe both with a single number. However, for the direction
the arrow is pointing, or direction the velocity is moving the object concerned, in general it takes several
numbers to describe. In 3-d space a velocity takes three numbers to fully specify it, usually the projections
of the overall velocity vector on three orthogonal axes, e.g. the north-south, east-west and up-down axes.
These three projections of a vector on the different dimensions of space are called its „components‟. In
„everyday-speak‟ you‟ll be used to hearing velocities described with just two numbers: that‟s when we‟re
talking of velocity over the ground, when the up-down component is ignored; also it is more common to
give these two numbers in the slightly disguised form of a speed and a direction. For example, “she was
travelling east at 30 mph”- here the implication is that her velocity was all in the easterly direction with a
zero component of speed in the north-south direction; “he was travelling north west at just over 14 mph” rather than the equivalent description “his northerly and westerly velocity components were both about 10
mph” {that these are basically the same thing can be seen using Pythagoras‟s theorem about the square on
the hypotenuse being the sum of the squares on the other two sides; 102 + 102 is just over 142}. For a bird
in flight we would need all three components, its north-south, east-west and up-down component speeds
and we need to add up the squares of all three to get the square of the overall speed.
Mass has no directional properties, it is what we term a 'scalar'; this means that you can represent it fully
with a single number which tells you its size, e.g. the number of kilograms. If we multiply a vector by a
scalar we simply change the size of the vector, we do not alter its direction. Since momentum is made up
of a scalar (mass) multiplying a vector (velocity), then momentum is itself a vector with the same direction
as the velocity. Let‟s look at an example:If we throw our rock upwards at 45 degrees in a north-westerly direction then we can look at the changes
in the northerly, westerly, and vertical components of momentum independently. To a first order of
approximation we can forget about the air drag on the rock and treat it as if, once it leaves our hand, there
is no horizontal force on the rock. This means that there is, to this approximation, no change in its two
horizontal momentum components after we've thrown it. Thus, if the mass of the rock stays constant then
so must its horizontal velocity components, so it just keeps moving along the north-westerly direction at
the horizontal speed that we gave it originally. However there is a sizeable downward force on the rock
due to the earth‟s gravity. The strength of the earth‟s gravity is such that the rock will be gaining a
downward speed of ~10 metres/second for each second it is in the air. At first the addition of downward
momentum will simply subtract from the initial upward momentum we gave it, but eventually this will be
all gone and the rock will reach the top of its trajectory and pause for an instant. Thus its vertical
momentum isn‟t conserved. But the „system‟ here is not just the rock but the rock and the earth, since it is
the earth that reduces the rock‟s upward momentum, and Newton‟s law of gravity also obeys the 3rd Law
and so an equal, but as we saw, unnoticeable, upward momentum gain by the earth, exactly compensates
this loss of upward momentum of the rock. {Note that when the rock actually hits the ground then a whole
load of other forces come into play which ultimately stop the rock moving altogether, by this time all the
rock‟s momentum has been transferred to the earth by these forces – but again this is generally
undetectable.




Momentum is the velocity multiplied by the mass. It has the directional properties of the velocity –
it is a ‘vector’.
The rate of change of momentum is given by the size and direction of the force causing the change.
Since the forces in an interaction are equal and opposite then so is the rate of change of momentum
and hence momentum is conserved in an interaction.
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1.3.3 Conservation of Energy
Energy can be thought of, for our current purposes, as the capacity to do work (taking „work‟ in its
colloquial physical sense). A fast moving body has the capacity to do work for us: suppose we want a wall
knocked down - we can get some fast moving heavy object to do this for us by allowing it to bash into the
wall; it must use some of its energy to do this work and it won't be travelling as quickly afterwards - so we
know it's energy has something to do with its speed. We also know that a heavy object with twice as much
mass will knock down twice as much wall when going at the same speed, so we know that, like
momentum, its energy is proportional to its mass. So is it the same thing as momentum? No - we find if we
double the speed, we can get four times as much work out of it - the energy of motion is proportional to the
mass multiplied by the square of the velocity; triple the speed and we get three times as much momentum
but nine times as much work.
Further investigation shows that, unlike momentum, energy is not a vector quantity but a scalar one; if an
object has one hundred joules of energy then it doesn't matter which way the object is moving, its energy is
just determined by its mass and its speed.
There seemed to be some situations in which the energy of a system was conserved, like the momentum.
But was it also subject to a general conservation law? Consider the following situations:Example 1:- A heavy block is sliding on perfectly smooth ice and hits, face on, another identical smooth
block that is stationary on the ice. What happens here is that the first block stops dead and the second
moves off with the same speed in the same direction that the first one had. {It is just a two-block version
of the Newton‟s Cradle toy you may have seen – the one with some ball-bearings hanging from a frame –
if we swing the ball-bearing at one end so that it hits the others hanging still from the frame, the first ballbearing stops dead and the ball-bearing at the other end swings out with the same speed that the first had
when it hit.} If we compare the total momentum and energy of the two blocks „before‟ and „after‟ their
interaction, we see that these overall quantities are unaltered – we have the same amount of mass moving
at the same velocity so the momentum [mass x velocity] and the energy [1/2 x mass x (velocity2)]
expressions have to stay the same. Thus both momentum and energy are conserved in such a „free‟
collision {by „free‟ I mean the objects are not constrained in any particular way}.
Example 2:- Suppose we first take the face of the stationary block that the moving one is going to hit, and
cover it with superglue, so that when they collide they are, individually, no longer free but are forced to
stick together. They are only now free to move in unison, and the mass that is moving has doubled. Thus,
to keep the same momentum as before the interaction, the velocity of the double block must be half that of
the initial velocity of the single block. Indeed this is what seems to happen. But what about the energy –
that is given by the square of the speed, so if the speed has halved, the square of the speed is now only a
quarter what it was at the start [for example if the speed drops from 10 to 5 the square of the speed drops
from 100 to 25] but the mass has only doubled – so half the energy seems to have disappeared!
In the first example energy was conserved but in the second it wasn‟t – so there can‟t be a law of
conservation of energy, can there?
Well – let‟s look closer at what is happening in the second case. What we see is that, at the instant of
collision, the blocks try to do what they did in the free case, i.e. the first stops dead and the second tries to
shoot off. However now the presence of the glue causes them to tug on each other and they become
stretched as the front face of the first block starts to move again as it is dragged by the back face of the
second block, which itself is slowed down by having to drag the first. The blocks continue to stretch each
other until they can‟t stretch each other anymore: at that point they are travelling at the same speed and
this is half the original speed. So at this point the total energy of motion, which has been dropping since
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they struck, reaches half the value it was at the start. But the two blocks are now both over-stretched and so
they start to un-stretch. This causes the first block to further speed up and the second to further slow down.
When they are both neither stretched nor compressed they have picked up a significant speed relative to
each other. If we look close enough (and if the blocks are nice and „elastic‟ - basically meaning they
stretch and compress without heating up or breaking) then we find that the front face of the first block is
now moving at the initial speed and the back face of the second block is instantaneously stationary again –
we have then recovered all the energy of motion we had at the beginning. This is all very hard to spot with
rigid blocks since all it happens extremely quickly (essentially at the speed of compressive sound waves in
the block) – it‟s more obvious with very soft objects like sponges. However the blocks now compress each
other, and the whole thing repeats, over and over. So it looks as if half the energy keeps disappearing into
work done stretching the blocks, and then re-appearing, and then disappearing into work done compressing
the blocks, and then re-appearing, etc. etc. It is as if the stretching and squashing act as temporary energy
stores. Indeed that is exactly what is happening. Such energy is called „potential‟ energy, initially because
we thought it wasn‟t quite as real as energy of motion but had „the potential‟ to become so. Nowadays we
know what is going on in such compression and extension and we treat this potential energy as being just
as real as the energy of motion; it simply resides in increased energy of the inter-atomic electromagnetic
fields {forgive me if I delay explaining the concept of „electromagnetic fields‟ until later}. We now call
energy of motion „kinetic energy‟ to distinguish it from potential energy.
We can see this temporary storage of energy very markedly when we throw a rock vertically upwards – it
momentarily pauses at the top of its trajectory, so at that point the kinetic energy we gave it by our throw
appears to have completely vanished; in fact it is stored in the increased energy of the gravitational field,
which will immediately start to return it as the rock accelerates downwards. We‟ll discuss the concept of
„field‟ later but for the moment you can take it that potential energy is the energy of fields in one form or
another. Thus when we look closely and do our bookkeeping carefully we find that, like momentum,
energy (once we take account of its different forms) is conserved.




1.4

Kinetic energy is energy of motion and potential energy is energy stored in ‘fields’.
The total energy, kinetic plus potential is conserved.
Unlike momentum, energy has no directional properties - it is a ‘scalar’.

Symmetries of Space and Time

As physics developed, the importance of symmetries began to be appreciated. What symmetries would
these be? Well we've talked about Galilean Relativity - the physics stays the same if I add any velocity as
long as I add it globally, i.e. equally to everything. But there are some even more basic symmetries of
space and time that we all take for granted - what are these? Well let's take a game of snooker as a 'toy'
universe upon which we God-like beings can play physics. What basic features of space and time do we
expect to not affect the physics of the game?
The first thing is that we don't expect the game to work differently if we play it in the Sheffield Crucible or
if we play it in the London Arena. Thus simply placing the table at some other place shouldn't, all else
being equal, alter the way we have to play the game. Of course it could depend upon where we are - if we
put the table deep down in the ocean then we would find that the physics of the game is very different, but
here we are thinking only of the change as far as space is concerned, not a change of environment. This
symmetry under simple changes of location I will call the homogeneity of space.
We also don't expect the way we play to be affected by turning the table to a different direction, e.g. from
north-south to east-west; this symmetry is known as the isotropy of space. On earth we find this symmetry
holds in the two horizontal dimensions, but is broken in the vertical dimension by the fact that gravity acts
in one particular direction (downwards), so tipping one end of the table upwards definitely alters the
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physics of the game. Far out in space, however, we don't expect that the physics to be affected by any
orientation or precise location.
Taken together, the homogeneity and isotropy symmetries of space mean that the absolute positions of
interacting bodies can't matter to their physics, only their positions relative to each other matters. Thus, as
all snooker players know, the physics of the game is governed only by the relative positions of the balls.
Another symmetry we take for granted is the homogeneity of time! This means that shouldn't matter
whether we play a game of snooker today or tomorrow, the physics of the game should be just the same.
Note that for the physics to be unaltered by the spatial or time displacements, i.e. for them to be
symmetries, they must, like the Relativity symmetry, be global, i.e. everything associated with the snooker
game must be displaced by the same amount.


1.5

Space appears to be homogeneous and isotropic – thus ‘global’ displacements in space do not
affect the physics. Such displacements are therefore symmetries of the physics.
Global displacements in time do not affect the physics and so are also symmetries.
The Least Action Principle

Using Newton's Laws and a type of mathematics of change he and Leibniz invented called the calculus;
the motion of a system of objects can be calculated if we know the forces acting on each object. Basically
the calculus lets you break down the motion into simplified tiny parts that are much easier to deal with than
the full complicated motion, and then it lets you see how these tiny changes all add up to give that motion.
If you know the positions and velocities of all the objects in the system at any one instant in time, the
differential calculus enables you to predict how the positions and velocities will change (by infinitesimal,
but usually not zero, amounts) over the next instant of time as a result of their current motion and the
forces on them. It then predicts the new positions and motions as a result of these changes and you can do
the calculations again for this slightly later situation. The integral calculus gives us a prescription for
avoiding having to directly calculate an infinite number of such instants, but shows how to smoothly add
up all these infinitesimal changes to see how the system moves over a finite interval of time and space. To
carry out such calculations we need to have formulae that tell us the size and direction of forces on each
particle at each of those positions and velocities:- these formulae are the force laws or interaction laws.
This is how many calculations are done every day using Newton‟s Laws.
However, when it came to fully seeing the role of the different symmetries, physicists found it easier to see
what was going on by using a different, though strictly equivalent, formulation of mechanics that was
developed sometime later for handling some problems that were proving difficult to solve by the above
approach. I shall try and describe this new method over the next few paragraphs; don‟t worry if it seems a
tortuous way of describing physics, you won‟t have to understand it in any detail to follow all I shall
subsequently use in later sections, just the gist of the general idea will suffice.
This method become known as the Least Action Principle for reasons you‟ll see. It was developed by
Joseph-Louis Lagrange at the end of the 18th Century. He found that all Newtonian physics could be reexpressed by saying that a system always moved along paths such that a quantity called the Action
evaluated along the full track of the path, took a value that was less than all other paths. What is this
„action‟? Well it‟s a little complicated, so bear with me („action‟ will turn out to play a crucial role later on
so you need to try and follow this bit).
It starts with defining a particular function of the energy at each point of the „path‟. For our purposes you
can consider this function as giving the difference between the kinetic energy of the system (i.e. the energy
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of the movements within the system) and the potential energy (which, as you will see mostly means the
energy stored in any force fields) at those points and times within the system. This function is called the
Lagrangian and is denoted by L. If you like, you can think of L as a measure of the interplay between
energy of movement and energy of the background force fields that supply or remove this energy. If we
have a system that at some particular time is in some configuration, A, of positions and velocities of all its
constituents, and at some different configuration, B, at some later time, then a path for the system between
A and B is a set of trajectories of all its constituents, i.e. the spatial tracks of its particles and their speeds
along these tracks, that the system might take between these two configurations. So what is the „action
along a path‟?
The „action‟, normally labelled S for some reason, is obtained for a given path, by adding up all the values
of the Lagrangian, L, along that path over the time interval of interest. Since you can think of L as just the
kinetic energy of movement, minus the potential energy in the system at each point then, overall, we get a
number that represents an energy multiplied by a time. (In general we do this using the integral calculus
mentioned above). We give this total value for the particular path in question the name action and the
label S. What this new way of dealing with mechanics then does is to say that, over all possible paths the
system might take, the one it actually does take is the one with the least action; i.e. the path that has the
least value of S over this time interval is the one that the system will actually follow. The problem of
solving the physics is now the problem of finding the path with the least S value.
I stress that when we talk of the system‟s „path‟ in this context we are being much more specific than
simply the set of spatial tracks each of its particles follows: if we want to describe what the system does
then we need to know not just these spatial tracks but the timing, i.e. what the locations of all the different
particles are on these tracks at any one time; this means knowing how each particle‟s speed varies along
the trajectories throughout the time of interest. Thus the same spatial path with a different speed variation
along it constitutes a different „path‟ as far as this Action Principle is concerned. Thus to find, among all
the infinitude of possible paths, the one that has the least value of S seems a truly enormous task!
However, magically, it turns out that we can use a mathematical technique called the calculus of variations
(developed from the original calculus) to solve it easily, and indeed Lagrange developed the whole
approach to make solving some problems that had proved very difficult to solve using Newton‟s forces
method, much easier to solve using this.
Using this fancy maths, Lagrange was able to show that the conditions that the „least action‟ path must
satisfy, at each point on it (a point in space and time), resulted in equations of motion that were just the
same as those one got using Newton‟s Laws, so people had to accept his approach as equivalent and indeed
it seemed to work very well on those more difficult problems. However, looking at the physics this way
did present a conceptual puzzle. How did the system „find‟, out of an infinity of possible „paths‟, which
was the least action one? Did it somehow „sniff out‟ all the other paths to find the least action one? Surely
the fact that it worked was just some curious artefact of the maths and didn‟t really represent what drove
the physics. The idea of the system responding to the pushes and pulls of forces at every point of its
trajectories, was surely much the better picture of reality?
The answer to this had to await the „path-integral‟ formulation of quantum mechanics in which it was
found that the sensing of all possible paths seemed to be exactly what quantum systems did! If one looked
carefully, tiny quantum systems could indeed be found on all these other non-least action paths, but the
way quantum mechanics worked, meant that that, as the system became large, these other paths became
less and less probable until, by the time we get to macroscopic system sizes, by and large, only the least
action paths stand any chance of being observed.
{I should mention here that, confusingly, sometimes the path chosen is actually the one along which the
action takes the maximum value – so strictly the term „extremum action‟ should be used, but mostly we
find it is a minimum so the name „least action principle‟ has stuck. Later you will see that quantum theory
shows why the action along the path taken by macroscopic systems takes either of these extreme values.}
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Ok that is Least Action physics (or sometimes called Lagrangian mechanics to differentiate it from the
Newtonian way of working); so let‟s see what the physicists found when they looked at the role of
symmetries using this formulation.

1.6

Where do Space, Time, and Velocity Symmetries Get Us?

Let‟s go back to the beginning as far as the physics is concerned.
We start out by not telling the mathematics anything other than that the physics will obey some Least
Action principle. That means we set up the formulation but don‟t say anything about what the form or
values of the Lagrangian, L, are; we say nothing about forces or masses – as far as we are concerned none
of that yet exists. So we start by saying that the physics of a system over a particular time interval is given
by the trajectory over which the value of some function L, integrated over the whole time interval, takes
the least value. However all we know of L at this point is that it will depend in some totally unknown way
on the positions and the velocities of all the constituents of the system at every time throughout our period
of interest.
As you might expect, since we‟ve not put any detailed information into the mathematics at all, what we get
back when we demand the conditions for the least action path is a set of equations of motion that tell us
virtually nothing. They describe very general system behaviour, essentially saying nothing other than I‟ve
just told, i.e. that the behaviour of a system will depend on the starting positions and velocities of the
objects in the system and these will evolve in time in some very general, but largely unknown, way. There
is certainly no sign of the system showing anything as coherent as having some constituent properties fixed
or conserved in any way! This seems like a pretty pointless exercise!
However suppose we now say “well I still don‟t know anything about physics, but I do know something
about some global space and time symmetries. Thus I constrain the Lagrangian to respect our global
symmetries of space, time and velocity. How do we do this? Well the general case is a bit technical and
you don‟t really need to know about it, but I‟ll try and give an idea of the sort of thing we do: Suppose we just start with a universe with two particles in it and we want to tell the Lagrangian that it
might depend upon their positions. One way to do this is to pick a particular place that we will use as a
reference point and then, for a given particle we need the length and direction of the vector (remember that
is basically an arrow) that stretches from that reference point to the place where the particle actually is at
some particular time. We need one for each particle at each time. However if the physics is to be
independent of global displacements, then L shouldn‟t include each of their absolute positions with respect
to this external reference, but rather only their relative position with respect to each other. For any two
particles this can be done with a single vector, the one that stretches from one particle to the other, and so
represents their separation. Similarly we make sure that L depends only on time intervals not absolute
times. Finally we impose Galilean Relativity which forces us to make L depend on just one relative
velocity between any two particles in the system, not the any absolute velocities of both those particles. All
this reduces the number of calculus terms that we get in the equation that determines the least action
conditions. The effect is to make more specific the conditions the least action principle places on the
system behaviour at each point. We find the following:The equations we get for the conditions on the least action path from imposing all three symmetry
requirements on the general Lagrangian function L, turn out to be of the same general mathematical form
as those we would get using Newton‟s Laws. Furthermore, the equations that we arrive at, from just
forcing them to respect these symmetries, contain a scalar constant of the system, i.e. the equations contain
a simple quantity that has no possibility of changing during the motion; furthermore this scalar constant,
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when multiplied by the rates of change of relative positions, i.e. the velocities, yields a conserved vector
quantity. So if we call the scalar constant „the mass‟ of the system, then the conserved vector quantity
becomes „the momentum‟ and we have derived the mass and momentum conservation laws! Thirdly we
get another combination of scalar quantities that gets conserved and, when we look closely, we can
identify this with the energy of the system. It is as if I had told the system all about mass, momentum,
forces, and action and re-action being equal an opposite – all that Newtonian jazz - but if you re-read the
previous paragraph you‟ll see that I haven‟t done any of that – all I‟ve told the system about is the space
and time homogeneities we all take for granted, and the Galilean Relativity symmetry in global velocities.
Furthermore if we drop each symmetry in turn and see what the least action principle condition now looks
like, we find that the conservation of momentum comes from the imposition of Galilean Relativity and the
global spatial displacement symmetry, and that of energy from Galilean Relativity and the global time
displacement symmetry! Thus the whole concept of mass and the three great conservation laws all come
from just telling the system about the space, time and velocity symmetries, nothing else!
I realise that I have had to be vague about the mathematical process of applying the least action conditions,
and so the results seem to come a bit out of nowhere, but going through the detail of the calculus of
variations would just be loading you with too big of an additional job, given the large amount of stuff you
are going to have to absorb to get to Standard Model. {Also I have to confess that even when one does the
full mathematics, the results, although perfectly clear in the maths, don‟t immediately become intuitively
obvious.} I promise to be far more explicit on how things work when we get to all the core issues of Gauge
theory and the Higgs mechanism, but here I‟d like you to accept that it turns out that these, far from
obvious, conservation laws are really just consequences of symmetry principles that are so obvious we take
them for granted every day.
However for the totally cynical, or the just plain bemused, I‟ll give some concrete examples of deriving
specific trajectory results that obey Newton‟s Laws by appealing only to symmetry, in the hope that they
will make the general results plausible:Let‟s return to the starting point of the two examples that I gave in Section 1.3.3 of blocks sliding on
perfectly smooth ice to illustrate features of the conservation of energy. I said that what happens in the first
case is that when the first block collides with the second identical stationary block, the first stops dead and
the second moves off with the same velocity as the first, like a two block version of Newton‟s cradle. How
did I know this is what happens? Well I got this from the conservation of momentum. The general results
above suggest it should therefore all just come from symmetry – those general results may involve some
maths I don‟t want to get into, but surely I can explain the actual process for such a simple situation? Well,
let‟s give it a go, using only our knowledge of the symmetry of spatial uniformity and Galilean Relativity.
Picture first a perfectly symmetrical starting situation: our two blocks are sliding directly towards each
other with equal and opposite velocities. Let‟s say in the left half of our picture, block 1 is sliding left-toright with speed +10 m/s (the plus sign indicates that the velocity is left-to-right), and in the right half,
block 2 is sliding right-to-left along the same line with a speed of -10 m/s (the minus sign indicates the
opposite, right-to-left, velocity). They duly have a head on collision in the middle. This starting situation
has perfect symmetry between the left and right side of the problem. Assuming the one dimensional
symmetry that all horizontal positions along the ice in the direction of motion, i.e. that the left- and righthand sides, are equivalent; then the outcome of the collision should show the same left-right symmetry that
we had before the collision (we assume no upward or downward asymmetry in the collision so do not
expect there to be any motion venturing into this vertical dimension). The only way that we can preserve
this left-right symmetry afterwards is if the blocks bounce back off each other with equal and opposite
velocities. So block 1 is now heading back to the left edge of our picture, moving right-to-left with a
velocity -10 m/s; block 2 is heading back with a left-to-right motion of +10 m/s. Thus the two blocks have
swapped velocities as a result of bouncing off each other.
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Now let‟s use our Galilean Relativity symmetry. It says that things should behave the same way if the icerink is actually on a flat-bed rail truck moving smoothly along at constant velocity of +10 m/s rightwards
through a station. Galilean Relativity symmetry tells us that the collisions won‟t be affected if we apply
this +10 m/s velocity globally: i.e. the truck and all the ice rink stuff is now moving at +10 m/s left-toright. To the person on the truck everything is just as above; the two blocks come in with equal and
opposite speeds and leave having simply exchanged velocities. But what about the situation as seen by
someone standing on the station platform as the truck rolls through? To get this we simply add the
+10m/s velocity of the truck to those of the blocks.
To us platform-dwellers, we first see the incoming block 1 as moving at +20 m/s left-to-right and block 2
is stationary – the latter‟s right-to-left movement on the ice having been exactly cancelled (as far as we‟re
concerned) by the truck-borne ice rink‟s left-to-right movement through the station, since 10-10 = 0. Thus
we have the situation of Example 1 in Section 1.3.3. After they bounce off each other, the situation on the
ice is that the left hand block 1 is now moving backwards at -10m/s, but the platform person sees it moving
with velocity +10m/s – 10 m/s = 0, i.e. it stops dead, and block 2 is now moving with +10 m/s + 10 m/s =
+20 m/s. The two blocks have simply swapped velocities, just as I said in Section 1.3.3, and we have only
used symmetry to get there!
Ah yes I hear some say, but aren‟t you cheating a little by having the symmetrical velocities afterwards the
same size as the initial ones? Your spatial symmetry doesn‟t force that to happen: the velocities could be
much less afterwards, e.g. 1 m/s, but as long as they were equal and opposite on both sides, you‟d still have
respected the left-right spatial symmetry of the initial situation. A good point – let‟s take it to the extreme
and say they have no velocity afterwards – that‟s still not breaking the left-right symmetry of the starting
condition. In fact this is what would happen when we superglue them –if they are identical and heading
towards each other with the same speed and then stick together, there is no reason why the stuck blocks
should favour left or right movement, so symmetry compels them to just stop in the middle! Well what
does our platform person see? The blocks are now just jointly moving left-to-right at the truck‟s own speed
of 10 m/s, i.e. they are moving off together with half the speed the incoming block had. Again this is
exactly what we said happened in Section 1.3.3, Example 2, and which we there took for confirmation that
the conservation law of momentum applied. But here we have arrived at the result purely from the
constraints of symmetry, without any knowledge of what the forces within and between the blocks actually
are.
Thus we have conserved momentum in apparently asymmetric initial collisions purely by applying spatial
symmetry and Galilean relativity. We can extend this to further by doing other „Galilean transformations‟
i.e. adding other velocities „globally‟; each will show momentum conservation as the result of the
application of these symmetries.




1.7

Our conservation laws of mechanics appear to be due to space and time symmetries.
Galilean Relativity plus global spatial displacement symmetry gives us conservation of momentum.
Relativity plus global time displacement symmetry gives us conservation of energy.
All three symmetries give us basically Newton’s Laws and the Conservation of mass.
Noether’s Generalisation of the Role of Symmetries

The role of symmetries was given much clarification by the early 20th century mathematician Emmy
Noether, a great mathematician who had to struggle against gender prejudice and who, in an all too brief
foray into physics, derived a generalisation of the link between symmetries and conservation laws that has
helped shape modern physics.
All of our conservation law symmetries discussed above are continuous global symmetries:- the amount
we move between symmetric states can be made any value we want: we can globally displace in space by
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any length; in time by any interval; we can add any velocity we like. Noether was able to show, using a
general form of the Lagrangian mechanics, that whenever we find a system that possesses a continuous
global symmetry, there must be a quantity that is conserved in that system. Independent symmetries will
generate independently conserved quantities. We saw that the symmetry in the 2-d horizontal plane for our
thrown rock yielded two horizontal components of the momentum vector that were conserved. In empty
space we expect to get three conserved quantities from the 3-d spatial displacement symmetry – they are
the 3 components of the momentum.
Furthermore, the conservation law must be a local one in the sense that there is local „continuity‟ of the
quantity: this means that if the amount of the conserved quantity decreases in any one part of the system
there must be a balancing flow or current of that same quantity out of that part into other parts of the
system, which thereby increase by a balancing amount. Such currents are called Noether, or symmetry,
currents. Her mathematics gave general expressions that allow you to calculate what quantity is conserved
for a given symmetry and what currents it demands, and we can apply them when looking at the
symmetries that appear to exist within the behaviour of specific types of force, rather than being directly
connected with space and time.
I have stated and illustrated, rather than fully explained, which of our space and time symmetries lie
beneath the classical conservation laws that had already been long discovered. However in the Parts II and
III, we shall use Noether‟s findings to crucially reverse this process in our attempts to actually understand
the forces of nature. We shall look for further symmetries and then ask what are their consequences.



1.8

Noether showed that whenever there is a global continuous symmetry in the physics, there is a
corresponding conservation law; this applies locally so any local change in the conserved property
results in currents of the property flowing to or from the locale to ensure the conservation.
It will turn out that this enables us to reverse the process of classical physics, wherein a
conservation law was first discovered and then eventually assigned to a symmetry, by now asking
what are the consequences of new symmetries we think may apply within any new mechanics and
force laws.
Hiding the Symmetries

The conservation law role of these space and time symmetries remained opaque for many years since their
consequences are not immediately obvious in everyday life. If we lived far from the earth in the vacuum of
deep space, the symmetries and their consequences would be much more apparent - toddlers would have to
understand Galilean Relativity, Newton's 3rd Law and the conservation laws, to successfully manipulate
everyday objects of their environment. What is it about living on the earth's surface that hid these things
from us? Basically two features do it.
The first is that, unlike the vacuum of deep space, the earth's surface is an extremely populous place. Many
features of this teeming environment serve to render all our everyday 'experiments' in living, highly 'open'
ones rather than „closed’. By „closed‟, as before I mean complete systems in which we can easily see the
results of the conservation laws‟ bookkeeping, i.e. things don‟t readily escape into „somewhere else‟. In
our everyday, „open‟, systems, the environment acts so as to take up energy and momentum from the
objects of our attention and dissipate them among a myriad of unnoticed carriers – bulk air movements,
sound-waves in air, compressional and shear waves in the ground, heat, etc., etc. In the presence of such
„leaks‟ any conservation law behaviour is lost to view. Astronauts in the Space Station are in a system that
is effectively closed as far as momentum is concerned – they have to be acutely aware of its conservation
even when performing the simplest tasks such as reaching for something.
The second thing hiding these from us is the earth itself. The great mass of the earth hides any Noether
momentum „currents‟ that our own actions cause to flow into it, as we saw with our falling grain of sand
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gaining downward momentum example in Section 1.2. It also fills our space with a force that, in everyday
living, appears to be a constant directional feature breaking the isotropy symmetry of space as far as
directions with a vertical component are concerned.




2

Most of our everyday life is conducted in highly ‘open’, not closed, systems so conserved quantities
easily ‘leak away’, thereby hiding the conservation laws.
The earth provides an enormous plughole down which many Noether currents effectively
disappear.
The earth’s gravity provides a constant symmetry breaking vertical force.

The Forces of Nature

We have now seen that our space, time and velocity symmetries have told us a lot about mechanics, the
constraints on how bodies move when they interact with each other– however they have not told us a great
deal about what the forces of these interactions actually are. The only direct constraint they placed upon
the forces themselves was via Newton‟s (equal and opposite) 3rd Law.
Specific knowledge of the forces i.e. what they actually are and how they behave in detail - the force laws
(or interaction laws) , is something we couldn't just derive from any space, time or velocity symmetries
alone. We had to figure them out by measuring the forces between objects and seeing how they changed
under changing separation, changing mass, changing velocities, and changing other properties, and then
trying to come up with theories about how they generally behaved.
2.1

Gravity

The data that enabled us to formulate a theory of the gravitational force came primarily from the motions
of the planets and for a long time it was not thought that the force at play in planetary motion had anything
to do with the forces that governed the movements of objects on the earth and kept them fairly secured to
its surface. Newton in his synthesising and universalising way, suggested that both planetary and earth
bound motions were governed by the same single type of force. He postulated that it existed between
every particle of mass, large or small, and took the same form everywhere. By analysing mathematically
what form of force would produce the observed orbits of the planets, he found that it was a very simple
one: it appeared to be always 'attractive', each body pulling all other bodies towards it with a force that was
proportional to their two masses multiplied together. It also depended on their separation, reducing as the
square of the distance between them increased. Thus, if you increased the separation of two bodies by a
factor 3, their gravitational attraction on each other was reduced by a factor 3x3 = 32 = 9. Expressed
mathematically if two particles have masses m1 and m2 and are separated by a distance r then the size of
the force on them is F = gg x m1x m2 / r2, where gg is a constant number that determines the overall strength
of the force for unit masses at unit distance – it is known as the coupling constant for gravity and basically
tells us how easily mass produces gravity – we shall come across coupling constants with all the other
forces as well {gg is more commonly referred to as G – “big gee”, the universal gravitational constant, but
here I‟m using symbolism that we can carry over to the other three forces that are our main concern}.
This fall off with distance-squared is just what you'd expect if the force was due to something spreading
out uniformly in all directions from the object doing the attracting – at a given distance from the object it
gets spread evenly over the surface of a sphere centred on the object (it could be more complicated than
this near an oddly shaped object, but this simple distance-squared rule works as soon as you get far enough
away from the object for its detailed shape not to be obvious, or for it to look tiny). Since the surface area
of a sphere increases with the square of its radius, i.e. the square of its distance from its centre, the
'something' getting spread out over this area is therefore being diluted by this same amount. Since the only
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other thing it depends on is the masses of the bodies, it appeared that, whatever this 'something' is, it is
produced by each mass. We can see the coupling constant, gg, as telling us how much of this „something‟
comes from a given amount of mass. When Newton was asked what he thought this „something‟ might be he said that he had no idea.
As we've said earlier on, it obeys the 3rd Law - being a product of both masses and the one distance of
separation of the two bodies involved and being always attractive (so the force on each points directly
towards the other) ensures this; spreading uniformly through space, it showed no conflict with the
homogeneity and isotropy symmetries of space; it appeared to be completely independent of time so
wasn‟t affected by displacements in time. Thus it satisfies our symmetry constraints. I shall very briefly
discuss the nature of Einstein‟s later General Relativity theory of gravity in Section 5.5.


2.2

Newton’s universal law of gravity has all bodies attracting each other with a force that respects all
the symmetries of space and time, taking the form of the product of the two masses divided by the
square of their spatial separation.
Electricity and Magnetism, the Electric and Magnetic fields

That gravity couldn't be the only force was clear from the fact that we could stay on the surface of the earth
and not keep accelerating down to the centre. Another force had to be stopping us. For a while it seemed as
if there were lots more forces - things like the forces that stopped us being able to freely compress solids,
hydrodynamic forces in liquids, friction, adhesion, biological muscle forces, etc., etc. These were down to
forces that did seem to be intimately involved with the detailed make up of objects. They had a variety of
curious properties and affected different materials in very different ways. Unlike gravity, they didn‟t
directly involve mass: Newton's 2nd Law still applied, so the mass governed how much a body accelerated
for a given size of force, but the size of the force itself didn't depend directly upon the mass. Eventually
they were found to be all related to just two types of force - an electric force and a magnetic force, and
even these seemed in some way connected but the full connection was, for quite
a while, not obvious.
Eventually it was discovered that both were produced by something that was termed 'electric charge' and,
unlike mass, this 'charge' came in two types. These two types of charge produced forces in the opposite
direction from each other; if you had an equal amount of both types of charge in an object then the electric
forces associated with each type cancelled those of the other type, and, from a distance at least, you saw no
overall effects. For this reason the two types were called positive and negative: if an object had a given
amount of positive charge and also the same amount of negative charge, you got an object with no overall
electric effects so we assumed it followed from simple charge arithmetic, i.e. (+N) + (-N) = N - N = 0.
Stationary, or slowly moving, electric charges produced a force that seemed to behave in the same sort of
way that Newton had found for gravity, but with the electric charge on each body playing the role of mass.
The force between two charged bodies would be proportional to the product of their two charges and
would decrease as the square of the distance between them; thus the size of the force between two static
charges, q1 and q2 was given by F = ge . q1 .q2 / r2, where ge is the electric coupling constant {I will usually
use the more compact dot „.‟ as the multiplication sign, instead of „x‟ from now on}. Again this is just in
the way you'd expect if something were spreading in all directions as it left the charges. Note also that the
force between a pair of static charges is such that it satisfies Newton's 3rd Law, so that the force
experienced by one is equal but opposite to that by the other.
Faraday came to view this 'something', that seemed to be spreading out from the charges, as what he called
a field, an all-pervading entity existing everywhere in space. Thus an electric charge produces an electric
field that spreads out uniformly all around it and the strength of that field is determined by how thinly it is
spread. Thus it falls off as the square of the distance from the charge. At a given distance from the charge
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the field strength is proportional to the size of the charge, thus the size of the charge determines how much
field it produces.
At any given point in space the field would be described a vector quantity, usually denoted by E, whose
size is the size of the force that the field would exert on a single unit-sized charge placed at that point, and
whose direction is the direction of that force. If at some point x in space we have an electric field E(x),
then, if we place an electric charge q2 at x, it will feel a force E(x).q2. If this field itself is coming from
another charge q1 a distance r away then the size of E will be E = ge.q1 / r2, and so the size of the force on
q2 in terms of q1 is F = E.q2 = [ge .q1/r2].q2 = ge . q1 .q2 / r2, just as we said in the previous paragraph, and
looking similar in form to Newton‟s gravitational force law with the two charges replacing the two masses.
The „coupling constant‟, ge, is a measure of how much field E is produced by a unit charge at unit distance;
if q1 = 1 and r = 1 then E = ge.
One thing that was different from gravity was that the force could be repulsive as well as attractive: a
positive charge would attract a negative charge and vice-versa, but it would repel another positive charge;
two negative charges would also repel each other. It looked like there existed an electric 'gravity' plus an
electric 'anti-gravity'. The electric force is also intrinsically much stronger than gravity, ge is hugely bigger
than gg, and yet we hardly notice it compared to gravity because, unlike gravity, it can be, and mostly is,
cancelled out. Most objects normally showed no electric effects so it was assumed they had equal numbers
of both charge types cancelling each other‟s effects out {Notice that if we change the sign of the charge q1
producing E then we get E changing sign, which means the vector points in the exactly opposite direction;
if we then have both q1 and –q1 situated very close together, as we will see that we get in a neutral atom,
then from some distance away the two fields will be of the same size, but point in opposite directions, and
so effectively cancel each other out, Etotal = E + (-E) = E - E =0.} Of course it could be that they just had
no charges at all, but this was contradicted by the fact that one could often rub one neutral object with
another of a different material and create an attractive electric force between them, suggesting that one
type of charge was being transferred from one object to the other, leaving them with opposite net charges.
Ok so we get a lot of cancelling so that‟s why the everyday presence of electric forces isn‟t obvious like
gravity, but what makes me think it is, in fact a lot stronger? Well we can rub one object on another and
produce what must be a tiny net charge transfer between them (the amount of material transfer is so tiny
it‟s impossible to see) and yet the result can be enough to allow the object to be held up by the other; thus
the electric force from this tiny amount of stuff that has changed hands is bigger than the gravitational
force from the six thousand billion billion tons of the earth trying to make it fall!
Another thing that was different was that a moving charge produced the second field - the magnetic field,
which for some reason we tend to label B. The magnetic field was not at all like gravity; it fell off much
more quickly with distance and seemed to act mainly on certain metals or on objects with electric charges
that were moving {eventually we would learn that metals are just materials in which the most movable
charged particles, electrons, move especially easily}. It also takes a very different „shape‟ to the electric
and gravitational fields. I think in order to help picture the difference between E and B we should use a
fluid flow analogy for fields, imagining that the „something‟ described by E and B is a fluid.
In terms of the electric vector field E felt by, say, the negative charge of an electron, the fluid analogy
would have a second negative charge appearing as a tap – or source - from which fluid emerges uniformly,
flowing in every radial direction away from the charge. We can imagine an electron as a little float in this
fluid, being pushed away from the source (the other negative charge) with a force that falls off as the fluid
spreads out in all directions, i.e. with the square of the distance from the source. A positive charge would
be represented (as far as the negative electron is concerned) by a plughole, or sink, down which fluid is
being sucked - in straight lines radially, not having to swirl about as water has to do down a plughole
because water can‟t be easily compressed as it crowds in. The field fluid happily compresses so it just
flows into the sinkhole in straight converging lines (a highly compressible fluid like air is a better
approximation than water - imagine a powerful vacuum nozzle sucking the electron towards it with a force
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that gets much bigger the closer it gets to the nozzle). In this flow our floating electron is pulled towards
the sink with a force that increases as the square of the distance to the hole reduces. The size of the charge
determines the size of the flow out of the source or into the sink. Of course a positively charged proton
would see such a fluid behaving in the opposite manner, being sucked towards the negative charge and
pushed away from the positive charge.
This idea of 3-dimensional flow down a 3-d plughole works just as well for Newtonian gravity –
everything with mass acts as a sink hole, drawing every other mass towards it.
So what is different about the magnetic force field B? I said only moving charges produced it. Let‟s
suppose we have just such a set of electrons moving at constant speed along a wire (i.e. a steady electric
current) what sort of B „flow‟ do they produce? It turns out that it doesn‟t actually emerge from, or go into,
the electrons; rather it flows around them when they move. Thus, outside the wire we will find that B
flows in a series of loops that are co-axial with the wire axis (i.e. the direction of motion of the electrons
runs along the common centre of all these „cylinders‟ of flowing B). Let‟s picture the flow outside any
particular point on the wire. If we imagine that the wire is sticking vertically out of a sea, and we use the
surface of the sea surrounding it to give us a picture of the B field (i.e. in the plane that intersects the wire
at the point it emerges from the sea), how would this B ‘sea‟ flow around on this surface? Well, it would
form a sort of vortex or whirlpool around the wire, with the wire sticking up at the very centre. The flow is
fastest nearest the wire and falls off quickly as we move out radially from the wire, somewhat like real
whirlpools tends to do (a whirlpool is not like a rotating disc of water, the further out we go the slower the
rotation, it can‟t keep up with the rate of rotation of the inner parts). Of course this is the case all along the
wire so what we get is a sort of infinite set of whirling cylinders of flow, co-axial with the wire, rotating
more slowly the further we get from the wire. (The electric field E of such a wire still just flows radially
out from it (or into it), crossing the circles of the B field at right angles.)
The liquid iron outer core of the earth gives a more complicated example. This contains electric charges
and, because it is spinning, this constitutes an electric charge flow, i.e. a sort of broad ring of electric
current circulating around the north pole-south pole axis deep down in the earth. Thus it‟s akin to having
bent our current carrying wire into a sort of circular band giving a ring of electric current around the polar
axis. The magnetic field loops thus get bent around with it. The net effect is that the loops circle around
this current ring of the core, going through the middle of the earth, roughly parallel to the North-South axis
of rotation, and then sweeping out through the earth near one pole and then looping back around outside
the earth only to plunge back down into it near the opposite pole and join up with itself through the ring in
the core. You‟ve probably seen pictures of this looking like a giant wispy doughnut with the N-S axis of
the earth‟s spin axis going down through the centre of the doughnut.
What exactly was this electric charge that it could produce these two very different fields? There wasn‟t
really any idea what it was. Neither was it clear whether electric charge was conserved like mass – in many
situations it seemed to be, but in others not.








Most forces other than gravity were eventually ascribed to just two, electricity and magnetism.
Both fields are produced by something called electric charges.
Electric charge comes in two versions, positive and negative; similar charges repel and opposite
types attract each other with a force similar to, but much stronger than, gravity.
Moving charges cause magnetic effects.
Faraday came to the conclusion that the electric and magnetic forces arise from the presence of
two all pervading vector ‘fields’, the electric field, labelled E, and the magnetic field, labelled B.
Using a fluid flow model of vector fields, E looks like a field that flows radially out of, or into,
charges (according to the sign of the charge).
B however flows in loops around the direction of motion of a moving charge.
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2.3

It wasn’t at all clear what ‘charge’ was, or how it could produce such differing fields, nor even
whether or not charge itself was subject to any conservation law.
Electromagnetism

Eventually, however, the great Scottish physicist, James Clerk Maxwell, was able to show how these two
fields were intimately connected, and also, startlingly, that they were what lay behind a completely
different phenomenon, that of light - something that had not really been associated with 'forces' at all.
Maxwell took the large number of equations governing electric and magnetic effects, which many other
scientists had worked out from experiments, and merged them into a clearer form that showed there were
situations in which electric charge seemed not to be conserved; he then added in extra terms so that the
equations would describe electric charge as always being conserved. At the time there was no
experimental evidence for these terms, he just felt they should be there. With Maxwell‟s new terms added,
the equations took on a beautiful unified form that directly linked the two forces.
Maxwell‟s equations also showed that if you produced an oscillating electric field (e.g. by waving an
electric charge up and down), it, in turn, produced an oscillating magnetic field. This oscillating magnetic
field, in turn, produced an oscillating electric field, and so on, the two linking together to form a wave of
electromagnetic field that travelled out from the charge. Maxwell found that such waves would travel at a
speed that he was able to calculate from a formula he derived involving intrinsic electric and magnetic
properties of space. These properties are speed independent and were already well known and measured.
Lo and behold, when their values are plugged into his formula, the speed came out as equal to the speed of
light, c! He conjectured that this was in fact just what light was - an oscillating electromagnetic field.
The frequency of a wave is how many times it wobbles up and down in one second; the wavelength is how
far it travels in one such up-down cycle time, e.g. the distance between neighbouring crests of the wave. If
the wave travels extremely quickly, as light does, then wavelengths for any reasonably frequency will tend
to be very long. However, light had been shown to have a very tiny wavelength, about 1% the diameter of
an average human hair and so the charge producing it must be oscillating at an enormously high frequency.
We didn‟t know then what caused such a hugely rapid oscillation (it turned out to be mostly down to
electrons in atoms), but it was suggested that if we oscillated charges, at more feasible lower frequencies,
then we would get electromagnetic fields that travelled just as quickly but which had very much longer
wavelengths and presumably non-luminous properties. Their existence was demonstrated exactly as
predicted and eventually this led to our control and exploitation of these „radio‟ waves.
Maxwell‟s equations are one of the great glories of physics; they‟re still used in their classical form in the
vast majority of electromagnetic applications: radio, tv, telecoms, wi-fi, X-rays, etc.
There were however two very curious features in Maxwell‟s equations that ultimately turned out to have
impacts way beyond electromagnetism. The first, and most shocking from our point of view, was that
there were situations in which the forces between charges moving in different directions from each other
did not obey Newton's 3rd Law; although the electric field of stationary charges did obey that Law, the
moving electromagnetic system didn't! Thus, if two charges are stationary relative to each other, the
charges exert equal and opposite forces on each other: finite, but oppositely directed, electric forces and
zero magnetic force. But if, for example, one charge is moving along a straight path and the second charge
crosses that path ahead of it, moving at right-angles to the first, then, although the electric force on each
will still be equal and opposite, the now finite magnetic forces won‟t be. The first charge, moving along
the path, will feel a magnetic force due to the second charge crossing the path, but, at the point the second
charge actually crosses the path of the first (so the first is, at that point, travelling directly towards it), it
will feel zero magnetic force due to the first. Thus the forces each exerts on the other are not equal.
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Actually people hardly seemed to notice this at the time, but you should be very surprised at it - since
Newton's 3rd Law follows from the homogeneity of space and Galilean Relativity, it suggests that at least
one of these very basic symmetries has to be invalid as far as electromagnetism is concerned. Eventually
Einstein would teach us that Maxwell's equations were revealing an immensely significant new geometry
of space and time, forcing a new Relativity symmetry - to which Galileo's was the low-relative velocity
(compared to c) approximation - albeit an extremely good approximation in everyday situations.
The second curious feature of Maxwell‟s equations was that they seemed to allow a certain freedom in
how we described the energy of the fields in the mathematics. I shall attempt to describe this in Part II,
Section 3 where, unfortunately, we shall have to go into some detail, but for the moment, just take it that
the maths was such that you could „fiddle about‟ within the energy fields associated with E and B a little,
without appearing to produce any change in the overall forces on the charges. You could add something of
more or less your own choosing to the magnetic part provided, at the same time you subtracted something
else {related by what you‟d done to the magnetic field, but not apparently directly determined by it} away
from the electric part, and the physics would remain unaffected! Since the physics is unaltered by these
coupled changes then, together, they constitute a symmetry. It became known as gauge symmetry, or
gauge invariance.
It was thought to be just a curious artefact of the maths, but it turns out to be possibly the most significant
property of all, as we shall gradually see.





2.4

By adding terms to conserve charge, Maxwell showed that the electric and magnetic fields were
different aspects of the one encompassing electromagnetic field.
Oscillations in this field travelled at the speed of light – this was the discovery of the nature of
light.
Maxwell’s equations didn’t always seem to obey Galilean Relativity.
There seemed to be a certain freedom in how we specified the energy fields, this was known as
‘gauge invariance’.
The Nuclear Forces

By the end of the first half of the 20th century, we had long discovered the existence of atoms and
developed a picture of them that had certain analogies with our picture of the solar system. In this picture
the 'planets' are the electrons: these are very light particles, each carrying a single unit of negative electric
charge, and orbiting the much heavier, positively charged, central nucleus that plays a role analogous to the
sun. Just as the sun is much smaller than the solar system, so the nucleus is much smaller than the atom typically a hundred thousandth the diameter of an electron orbit. The nucleus is made up of two types of
particle:- protons, which each carry a single unit of positive charge, and neutrons, which look very much
like protons, apart from having no electric charge at all.
The attraction of the protons‟ positive charges on the negative charges of the electrons plays a role
analogous to the sun's gravity holding the planets in orbit. The heavy nucleus attracts any light electrons
flying past until there‟s the same number of electrons circulating around it as there are protons within it;
the two sets of charges then balance and, from a distance of say 100 atom diameters away, the atom
appears to have no charge, so no more passing electrons find much need to join in. That is why, even
though electromagnetism is intrinsically immensely stronger than gravity, we don't tend to notice it in
everyday life - long-range effects are largely cancelled out by having balancing positive and negative
charges right down at the atomic level.
By the time we really began to study the forces acting within the nucleus, we'd already learnt that
chemistry all stemmed from the way the electrons of one atom interacted with those of other atoms, and
that this all depended upon the number of electrons circulating in each atom. When two atoms get close to
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each other, electrons on one atom can begin to feel the differences in the position of the two types of
charge in the other, and so some un-cancelled parts of the electromagnetic field of the other atom affect
their motion, and this leads to what we know as chemistry. Chemistry involves the joining together of
different atoms to form molecules and this is achieved in several ways: for example by having electrons
jump from one atom to another (so then there is an attractive force between the net negatively charged
atom and the net positively charged one); or by having one or more electrons do larger orbits that encircle
both the nuclei involved; or by having some of the electrons on one atom have their orbits distorted so that
they try and avoid the other atom, or lean towards it. This is primarily a feature of the outermost parts of
the atoms, where the electrons are less strongly bound to their own nucleus – they are farther away from
their nucleus so the attraction is basically weaker, and also they are screened from the full effect of all the
positive charges by the inner electrons whizzing around nearer the nucleus. The full strength electronnucleus interaction is only really felt by the innermost electrons and, for large nuclei with lots of protons
in, these are held so tightly by their own nucleus that they hardly ever take part in our everyday chemistry,
so electromagnetism‟s full strength and range is largely hidden in everyday life.
When two neutral atoms have the same number of electrons they have identical chemical properties. Since
the number of electrons required to make any atom neutral is always equal to the number of protons in the
nucleus, this means that it is the number of protons that determines the chemical properties. Since we'd
long known that chemistry involved classes of substance we called elements, each of which had specific
chemical properties, we now see that the atoms of a given element are all ones with the same number of
protons in the nucleus. The simplest element of all is hydrogen, with just a single proton; after that we
build up; helium with 2 protons, all the way up to uranium with 92. As the elements build up in this way,
we find that their nuclei also tend to have a similar number of neutrons in with the protons.
We said that like charges, such as on the protons, repel each other and, just as with the attractive force
between opposite charges, this repulsion reduces in strength as the square of the distance between the
charges increases. Conversely this means that it increases quickly when we reduce the distance. Thus,
when we have a bunch of positive charges as close to each other as the protons are in the tiny nucleus, the
electromagnetic repulsion between them must be really enormous.
Having no electric charge, the neutrons don‟t have any electric forces making them fly apart, but for the
neutrons to be what‟s keeping the protons so close together there must be some other, extremely attractive
force, between them and the protons. It seems to be very strong over nuclear distances but falls very
sharply much beyond that, since it seems to have no long-range effects. This would explain why there were
always neutrons in every nucleus of every type of atom except hydrogen (with only one proton, the
hydrogen nucleus wasn't being forced apart by electromagnetic repulsion); the neutrons add this nuclear
attraction without any additional electromagnetic repulsion and so can act like a glue keeping the nucleus
together. On the whole, two neutrons suffice to keep two protons together so we end up with roughly equal
numbers of neutrons as protons in each nucleus, especially in the smaller nuclei. As the nuclei get bigger,
the short-range attractive force starts to lose out to the longer-range electromagnetic repulsion of the
protons, and more neutrons than protons are needed to keep the whole thing bound together.
This attractive force became known as the Strong Force because of its enormous strength over these short
distances – it was suggested that the basic coupling constant gS was over one hundred times bigger than ge,
the electromagnetic coupling constant. Unlike gravity and the electric field, it reduced much faster than
1/r2 outside the nucleus, indeed it fell even faster with separation than the magnetic field, it was rather as if
the 1/r2 factor had an additional exponential reduction with distance. If we were to picture the Strong field
as a fluid flow into a plughole it is as if the further from the hole we are the less overall amount of fluid
there is, as if something is actually mopping up the fluid as we move further from the sink. {In detail, the
size of the nucleus – i.e. how close the protons and neutrons settle on being – is not exactly governed by
the point at which the electric repulsion equals the strong attraction, since for most nuclei, another
repulsion effect also comes into play. This is not another force field but a feature of the quantum
mechanical constraints upon the particles as a result of deep symmetry constraints; we can ignore this for
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the moment, but we will cover it briefly in Section 4.5 when we discuss Fermions and the Spin-Statistics
theorem. }
Although the nuclei of most of the atoms about us are extremely stable, we know that some are not. One
reason that some nuclei aren't stable is simple to understand. When the number of protons gets very high for example there are 92 in uranium - then the nucleus has grown so large that some of the neutrons are too
far from some of the protons for the short range attraction of the Strong force to compensate for the much
longer range repulsion of the electromagnetic force between two protons at that separation. So, the larger
nuclei are not in general bound together as tightly as the smaller nuclei. Sooner or later the particles of the
nucleus, which are constantly jiggling about under the interplay of the various forces, break apart. This
often occurs by the ejection of a tightly bound little group made up of 2 protons and 2 neutrons, called an
alpha particle (from a time when we didn't know exactly what it was – now we might be tempted to call it
a helium nucleus). This looks like a consequence of the clash between the strong attraction and the
electromagnetic repulsion, so there is no need to postulate any further new forces to explain this form of
break up.
However we find that some small nuclei can also be unstable. A nucleus of carbon in which there are 6
protons and 6 neutrons is perfectly stable - most of the carbon atoms in our bodies have these carbon-12
nuclei; they were made many billions of years ago and haven't shown any instability yet! However, a tiny
fraction of carbon nuclei have 2 extra neutrons, which, on the basis of the electromagnetic-versus-strong
force 'fight', we might reasonably expect to be even more stable than the carbon-12; we have additional
strong force attraction from the two extra neutrons but no more electromagnetic repulsion. And yet this
carbon-14 is not stable: after a few thousand years it „decays‟ to a nitrogen nucleus: one of the neutrons
changes into a proton, and a new electron „appears‟, shooting out at high speed and gets called a beta
particle (from the same time when we weren't sure what it was). Thus at long last we had seen alchemy
occurring – remember if we change the number of protons in a nucleus then we change the element – here
carbon changes to nitrogen! {Alchemy was long driven by attempts to change one element into another –
in particular to turn common metal elements, such as lead and iron, into gold by using what were
effectively chemical reactions. However once the limits of chemistry were realised, it was thought that
such alchemy was impossible; indeed it is impossible by chemical means since chemistry leaves the nuclei,
and hence the elemental property, unaltered – but now we see that it happens spontaneously by nuclear
rather than chemical effects.}
It also turns out that when we knock neutrons out of nuclei, so that they are free to travel about on their
own, these 'free' neutrons spontaneously undergo this beta decay – so a neutron changes into the
constituents of a hydrogen atom. This process in such a free, isolated, neutron doesn‟t take thousands of
years – it happens in about a quarter of an hour on average! Note that charge is still conserved in this
transformation - the charge on the proton and electron are equal and opposite, so the whole system was
neutral before and is still neutral afterwards.
When we fired things at atoms and found that protons, neutrons and electrons fly out, this was because
they were what the atoms were actually made of. However, all attempts to show that a neutron was
actually made up of a proton and an electron failed! It really just seemed to change from being a neutron
into being a proton and an electron. The reverse process also occurs: if we have a nucleus with too many
protons then one of the protons can undergo 'beta plus decay'. In this the proton changes into a neutron and
emits a positively charged positron, the anti-particle of the electron; we‟ll talk about anti-particles later.
Again all attempts to show that a proton was made up of a neutron and a positron failed. If we have free
protons (which constitutes most of the visible mass of the universe), unlike the neutron it never seems to
decay.
It was eventually realised that both beta „decay‟ processes were down to an extremely strange force, which
became known as the Weak interaction since it didn‟t seem to be able to affect the movements of the
particles comprising the nucleus, apart from this change process – it was extremely short–ranged, indeed
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the early theories of the Weak force described it as a „contact force‟ i.e. having no external influence. Thus
we had no fluid flow picture analogy at all! It was deemed to be extremely weak since such „decays‟ in
general took a long time to happen, although it was so short ranged that its true coupling constant, gw, was
difficult to determine.
As well as having this amazing alchemical power to change one type of particle into a completely different
one, and hence a nucleus of one element into that of another, the Weak force also seemed to break our
conservation laws. Some energy and momentum seemed to be lost in this 'beta decay' process! To account
for this, a third, missing, decay product was predicted and, to great relief it was soon found. This had no
charge and apparently no mass – which made it very easy to „miss‟ - but was carrying exactly the missing
quantities of energy and momentum away from the decay: Enrico Fermi, arguably the greatest of all
nuclear physicists, called it the „little neutral one‟ – in Italian, the neutrino. The Weak interaction still
appeared very mysterious (and I am leaving one important very „weird‟ aspect unmentioned until much
later, towards the end of Part III), but at least it respected these conservation laws. I should point out that
although the Weak interaction is most self-evidently distinct from the Strong nuclear force in light nuclei,
it is by no means confined to this domain; we get beta decays in heavy nuclei as well.





Matter is made up of atoms in which light negatively charged electrons orbit a heavy positive
nucleus.
Chemistry is largely the work of the outer electrons in an atom, acting under the influence of the
electromagnetic interaction.
The nucleus is made of positive protons and neutral neutrons - the neutrons exert an attractive
force that counteracts the huge electric repulsion between the protons that are so close together.
This force is the Strong force or interaction.
Radioactive decay in small nuclei is the result of another force known as the Weak Interaction; this
force has alchemical properties, i.e. it is able to change one particle into others, for example
change a neutron into a proton, electron, and the rather ghostly neutrino.
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Part II Finding Gauge Theory By Analysis
In Part I we saw that much of the important findings of classical mechanics – the laws of motion and the
conservation laws of mass, momentum and energy - were found to be the result of symmetries arising from
uniformities of space and time that we take for granted every day, and from the velocity symmetry of
Galilean Relativity that we have all experienced when travelling on smooth trains and planes. Mechanics
told us how forces will affect the motion of things but did not tell us what those forces are. For that we had
to rely on painstaking experimentation to yield patterns of behaviour we could then summarise in „force
laws‟ or „interaction theories‟. I summarised these in describing the general features of Gravity,
Electromagnetism, the Strong and the Weak nuclear forces. In this second part we will examine a
particular geometric feature of electromagnetism and how our appreciation of its significance blossomed
over the 100 years after its discovery.
Part II will be an examination of the nature of the symmetries that are associated with Electromagnetism.
This will, in places, be tough going, and at the end of Section 3 it will look messy, but it will look much
more elegant and profound by the end of Section 4. By then, you may think I could have made this Part
much shorter and just given you the „gist‟ of the elegant final version. However experience has taught me
that you only really grasp the gist when you‟ve been exposed to the bones of the messy detail: the nice
thing is this „grasp‟ often is achieved even if in places you don’t follow the detail! So if you get lost, keep
calm and carry on - it‟s doing you good! Also you‟ll wonder what it all has to do with Higgs – well it has
everything to do with it – the whole Standard Model is built on the idea of gauge fields and this is where
we learnt what one was.

3

Electromagnetism’s Curious Local Symmetry

One thing I would like to make sure of before we get into the nitty-gritty, is what exactly is the difference
between a scalar field and a vector field? A field is in fact anything that exists at every point of some
space or other and to which we can assign some numerical description at each point. A scalar field needs
only a single number at each point; a vector field needs a number (a „component‟) for each dimension of
the space involved in order to show which way it is pointing in that space, and then the squares of each of
these numbers can be added to give the square of its size (this is just Pythagoras‟ Theorem, we will look at
an example to give you more familiarity later).
Thus the temperature of the earth‟s atmosphere is a scalar field – every point in the atmosphere has a
temperature, which only takes a single number to describe. The number is likely to be lower for points near
the poles than for points near the equator, and higher near the ground than 10 miles up. It is meaningless to
ask “Where is the temperature pointing?”
The wind velocity, however, forms a vector field in the atmosphere: every point has some wind velocity or
other and at any point we need the three components, N-S, E-W, Up-Down, of that velocity to specify it. It
is very meaningful to ask which way the wind velocity is pointing. Of course both these fields also vary in
time as well as place. In what follows we shall find that we are dealing with both scalar and vector fields. I
will label any vector fields in bold typeface.
3.1

A Global Symmetry within Electric Potential Fields

We saw in Section 2.3 that the crucial discovery of Maxwell arose from the imposition of a conservation
law on electric charge. Noether‟s generalisation came many years later, but after her we could turn the
situation around and ask the question:- What symmetry leads to the conservation law of electric charge?
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Well, we need a bit more background first.
We said that electromagnetism was the combination of electric and magnetic fields – normally denoted by
E and B respectively; both are vector force fields - the magnitude of the force exerted on a charge is
directly proportional to the strength of the force field at the position of the charge, and its direction is the
direction of the field in the case of E {in the case of B, it‟s more complicated with the size and direction of
the force, depending on the velocity of the charge as well as on the direction of the field, but we won‟t
need to worry about that}. Forces are always vectors, they always point in some direction.
We saw in Section 1.3.3 that energy is not a vector but a scalar. Thus the vector fields E and B are not
where the energy is directly stored. When energy is in a field, rather than in some moving body, it was
initially referred to as „potential energy‟, as we briefly discussed in Section 1.3.3. There we mentioned that
potential energy of compression and tension of blocks turned out to be an energy stored in the inter-atomic
electromagnetic potential fields of the blocks. For an object thrown in the air and losing kinetic energy as it
rose, we said that the potential energy was being stored in the earth‟s gravitational potential field (we can
view mass as a measure of gravitational charge so moving our „charge‟ up the earth‟s field increases the
overall field energy). The slight air of unreality of the term „potential‟ unfortunately stuck, but nowadays
we tend to see the potential fields as real, since they are where the energy lies.
However we usually only become aware of the presence of energy when we get it to do some work. To do
work we have to use some of the energy and this is what is happening when the field exerts a force to
cause some movement. Thus the important thing for us is how energy is put into and taken out of fields.
The forces are determined by the rate at which the potential fields change over some space or time interval
and this is always a vector quantity. As an example, at the earth‟s surface the gravitational potential field is
proportional to the height: when looking at the force down a slope it is the change in height, i.e. the
steepness of the slope, which determines how big the force down the slope will be. The gradient is the term
for the rate of change of height; since the gravitational potential energy is proportional to the height then
this actual slope gradient is proportional to the gradient of the potential field.
If you are wondering why the force is given by the gradient of the potential field, it comes from Newton‟s
2nd Law and the conservation of energy. If over a small enough distance a force acting in a given direction
on an object is roughly constant then one can easily show from the 2nd Law (by applying a bit of integral
calculus to add up the accelerations over the distance moved) that the kinetic energy gained by the object
as the force accelerates it in that direction, grows in direct proportion to the distance moved; indeed the
kinetic energy gained is just the size of the force multiplied by that distance. Given that energy is
conserved, this energy gain must be equal to the amount of energy lost by the field over that same distance,
and thus the actual distance moved multiplied by the change of energy per unit distance, i.e. the overall
distance multiplied by the gradient of the potential energy field. Thus we have that, for energy
conservation, the force times the distance must equal the potential gradient times the distance – and, given
this applies to any arbitrary distances, it can only always be true if the force is equal to the gradient of the
potential field.
Let‟s illustrate this with a few examples. First, consider a simple gravitational example using a children‟s
slide. Suppose the slide is very smooth with an 8-foot height difference, top to bottom. If the gradient is
high, for example if the slide extends only 3 feet horizontally, then you will accelerate very rapidly down
the slide; if you accelerate very rapidly then the force on you must be big, from Newton‟s 2nd Law. If,
however, the slide extends 20 feet horizontally, a much gentler gradient, you will not accelerate nearly as
rapidly, so the force is smaller. Thus, as we‟ve said, the force is determined by the potential field gradient
and on the earth‟s surface this just equals the height gradient {this is because the gravitational force field
close to the earth‟s surface is very nearly constant over normal height variations; however if we go very
high, enough that our overall distance from the centre of the earth begins to change appreciably, then the
force will start to fall appreciably, and the potential energy will no longer directly increase in proportion to
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the height but will increase progressively more slowly}. Even though the acceleration is different for the
different gradients, the speed at the bottom will be the same in both cases; the only thing that matters for
that final speed is the overall height difference, not the gradient, since the final speed is a measure of the
energy gained from the field and that measures the overall energy difference of the field. It all works out
since one spends longer on the gently sloped slide, so the lower acceleration lasts for longer and one ends
up reaching the same speed as with the shorter but larger acceleration. Usually we arrange slides so that the
force is large at the beginning, to get you up to some speed fairly rapidly, and then reduces towards zero as
we slide along the bottom at a fairly steady speed. This means the gradient of the slide is large at the start
and then eases off, with the last section close to zero gradient.
Thus the rate at which energy is taken from the gravitational field, i.e. the gradient, determines the force;
but the overall energy gain of the body is equal to the overall energy taken from the field, i.e. the overall
height difference.
In what follows it will be helpful, as far electric charges are concerned, to see the electric potential field,
which I will call V (since it‟s measured in volts), as being akin to height for objects falling under gravity.
Suppose we have two large flat metal plates placed opposite each other like the two slices of bread in a
sandwich, and we place some positive electric charges on one and negative electric charges on the other. If
we place an electron between them, it will feel a force. If we place it near the negative plate it will be
repelled by that plate (remember the electron has a negative charge and like charges repel each other) and
attracted towards the positive plate (opposite charges attract). If the plates are large and reasonably close
together, the electric field E between the plates (and not too close to the edges) will be fairly constant in
size and point directly from one plate to the other – thus a bit like the earth‟s gravitational field at its
surface. The electron has lots of potential energy at the negative plate, so V is high there. It will convert
this into kinetic energy as it accelerates towards the positive plate. The net effect is that between the plates,
V will drop steadily from a high value to a low value. As far as the electron is concerned the negative plate
is „high up‟ and the positive „low down‟ – it therefore falls from one to the other – as on a slide with a
steady slope. We can think of it as very like falling, since the electric field from the positive plate is pulling
the electron towards it, just like the earth does with us; we also must see the negative plate as helping the
process by pushing the electron away from it. {In terms of the fluid flow analogy of fields, as far as the
electron is concerned the negative plate is a source of fluid and the positive plate a sink, so the fluid is
streaming from the negative plate to the positive plate.} The final speed the electron gains in „falling‟
down the potential field from one plate to the other is just determined by the difference in potential, i.e. the
difference in V value, between the two plates. But the rapidity with which it gains this speed, i.e. its
acceleration, is governed by this voltage drop divided by the length over which this occurs (the plate
separation, i.e. the thickness of the sandwich), i.e. by the spatial gradient of V. If the plates are far apart,
the gradient of V is small and the acceleration is very gradual, and hence the force field – which in this
case is E - is small; if, however, the plates are close together the gradient of V is large, the acceleration is
large and so the force must be large, i.e. the electric field E is large.
Instead of saying “the spatial gradient of the potential field V” all the time, I will use the shorthand
expression „grad V‟. I use bold type for grad because, as we‟ll see, the gradient is defined as a vector and
I use bold-type for vectors. The potential field V has no intrinsic directional properties: in gravity all you
need to know to work out your potential is a single number, your height; in electricity all you need is a
single number – your volts, so V is a scalar field like temperature.
But how do we actually define the gradient of V at any point? When you‟re standing on a hillside, the
slope at any given point varies according to which direction you are looking in; you can contour along the
hillside and experience zero slope, or turn and go down the steepest slope direction. If you lose your
footing the chances are you will accelerate down the steepest slope, this is because the force we feel
actually points down the steepest slope. So what I mean by the spatial gradient of the potential field V at
any point, i.e. grad V, is a vector whose „length‟ is the magnitude of the steepest slope of V at that point
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(measured as the rate of volts change per metre travelled down the slope), and whose direction points
directly down that steepest slope. Thus with our two charged plates grad V points directly from one plate
to the other. Since this gradient gives the electric force then we have that our electric force field E is given
by E = grad V.
After all this talk of force and gradients, energy and potential differences, we are now ready to look again
at the question:- What symmetry leads to the conservation law of electric charge?
Consider our slide analogy again. It makes no difference what absolute height the slide is at, only the
difference in height between the two ends and the gradient of the slide are needed to completely determine
what is going on. Thus if I simply move the slide from Derby to Denver – a gain of maybe 1500 metres in
height , i.e. in gravitational potential - I don‟t expect the acceleration and final speed down the slide to be
any different.
It is the same with the electric potential field V - for the electron accelerating between the two plates it is
only grad V that determines the acceleration between the plates and the overall voltage difference that
determines the final speed attained. Now adding a fixed voltage to both plates doesn‟t alter the voltage
difference between the two plates, and so it doesn‟t alter grad V, and it doesn‟t alter the potential
difference, so it can‟t alter the electron behaviour between the plates. Thus the physics of the field is
unaffected by any change I make in the absolute voltage, as long as the change applies everywhere. A
global change of V is a thus continuous global symmetry of the electric field. Applying Noether‟s analysis,
we expect there must be some conserved quantity corresponding to this global symmetry in V
displacement and, when we do the maths, it turns out to be – you‟ve guessed it – electric charge! Thus the
symmetry under global displacements of voltage results in the conservation of charge. Maxwell was right
to make the equations conserve it. The Noether currents that flow to ensure this are what we normally call
electric currents!





3.2

The energy of fields is mapped by the potential fields, rather than by the force fields themselves.
The force the field exerts at any point will depend on how rapidly the field energy changes there.
The gradient of the electric potential field, grad V, gives the electric force field E.
That grad V is unaffected by global displacements of V, i.e. only potential differences affect the
physics not absolute values, leads, via Noether, to the conservation of electric charge postulated by
Maxwell.
The Magnetic Vector Potential Field

We have discussed the electric potential V and how its gradient, grad V, determines the electric force field
E at that point. However in electromagnetism we also have a magnetic force field, B, and sure enough, like
the electric field, we assume it can be derived from a potential field. Does this mean that the magnetic
force field B is derived from a scalar potential field, let‟s call it A, such that B = grad A?
Well, it turns out that this can‟t be right. Why not? Well, remember what we said in Section 2.2 when I
gave the fluid analogy of the electric and magnetic fields – the magnetic field of a moving charge is not
like a radial flow into or out of the charge, but rather swirls around the line of motion, in loops, like hula
hoops around a dancer. Suppose we sit on one of these magnetic force loops – around any one loop the
field strength doesn’t vary in size, just direction. If the force is due to the gradient of A then we must have
A itself decreasing (or increasing if grad A is positive) at a constant rate to give this constant force size;
this must apply all the way around the force loop. But eventually, because the loop is a loop and therefore
joins up on itself like a ring, we must get back to where we started. Yet all this time we have been „falling
down‟, or „climbing up‟ the gradient of A, („down‟ if we are going with the field vector direction, „up‟ if
against it). This is impossible – if we plotted our scalar magnetic potential A as a height and drew a
stairway rising at the constant slope of grad A, then it would be like one of those impossible Escher
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drawings of lines of monks forever climbing or descending the stairs of a tower always arriving back at the
same height they started. Thus the energy must be stored and withdrawn in some other way than how it is
with electric and gravitational fields. When we can take energy out of a force field which forms loops of
constant strength then we cannot use the height analogy, and hence the force can have nothing to do with
the gradient.
The B field is rather special, it is only produced by motion of an electric charge – if an electric charge is
stationary it produces no magnetism, we only get E – and since motion is described by a velocity, a vector,
then it‟s not surprising that the potential field needs somehow to reflect this motion. In fact it turns out that
we do have to lend the magnetic potential field some special vector properties, and we term it the
„magnetic vector potential field‟, normally labelled A. But I‟ve claimed that energy is a scalar yet here I‟m
claiming it is stored in a vector field? In fact this another of the properties of electromagnetism that only
ends up making sense in the context of Special Relativity, which we will come to in Sections 4.1 & 4.2, so
until then please just grin and bear it, accepting that the magnetic potential field is some sort of a vector,
which I‟ll now try and describe.
Remember that potential fields have to change to produce a force field – what sort of change will produce
force loops like we see in B? What shape is A, and how does it form B? Well it turns out that the potential
field A must also be of the looping type. Now there is in fact a well known geometric property of change
in such vector looping energy fields that enables us to derive a force in a slightly analogous manner to the
way we use the gradient of a scalar field. It is a vector property that is given the somewhat appropriate
name of curl. To get a picture of what curl is, let‟s go back to our flowing fluid analogy for a vector field.
Suppose that the little ball that we float in the flow to represent our charged particle now has tiny paddles
sticking out all over its surface. When the field has curl, the flow on one side of the ball will be different,
in velocity over the surface, to that on the other side, no matter how tiny the ball. This in turn means that
the flow will exert a turning force via these paddles and the ball will begin to spin about itself. The axis of
this resultant spin is in the direction of the curl. It may be that the ball will try to spin by different amounts
in different directions – like the slope of a surface is different in different directions, but, just as the grad
direction is that of the steepest slope, the curl direction is the axis of the greatest turning force, i.e. the
fastest spin, and this fastest axis is the one the ball ends up spinning around. The rate of spin gives the size
of the curl. One can view the presence of finite curl in a field at any point as indicating the presence of a
shear in the flow; it is not just that the flow is very „loopy‟ it is that neighbouring loops of the flow are
trying to rub past each other rather than flow nicely around together (if I spin a rigid structure like a
turntable I don‟t produce any curl in it).
The magnetic vector potential field, A, has curl; it would make our tiny ball spin. In fact this is the way the
magnetic energy is stored and removed - the size and direction of curl A at any point gives the magnetic
force field B at that point. Thus, as we had E = grad V, we have B = curl A. We could thus use the spin
axis of our little ball in the A field to act as a compass needle. For this to work the overall shape of the A
field has to form (shearing) loops around the loops of the B field, so you have to picture loops around
loops! {Don‟t worry too much about trying to picture A and B at the same time – it has made certain
people‟s undergarments get in a „twist‟ before now!}
If we try our little paddle-ball curl measurer in the radial flow from a stationary charge. i.e. a pure E field
source, then we find our little ball just accelerates away radially and doesn‟t pick up any spin – the flow on
either side produces counterbalancing turning forces on the ball so it doesn‟t spin at all; the same happens
with the sinkhole flow from the opposite charge – thus the E field has no curl anywhere. By now you can
see why – the E field is given by grad V and, as we‟ve explained earlier in this section, no gradient field
can ever form loops, so we must have curl (grad V) = 0 everywhere. Thus, whereas we might imagine V
itself could have some curl - we can imagine some topography with circular ridges in it for example, the
field formed by the gradient of this topography, grad V, never can have any curl.
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3.3

The magnetic field B forms loops of constant field strength around the line of motion of a charge.
This means that it cannot be formed from the gradient of a scalar potential field grad A, since you
can’t go around a loop and always be going downhill.
It turns out that the potential energy must be stored in another looping vector field A and the force
is obtained from the curl of A.
Curl is measured, in our flowing fluid model of a vector field, by the spin of a tiny paddle wheel (or
strictly speaking a paddle-ball) floating in the flow, and it will only spin if the flow is different on
one side to that of another; the size of the curl is given by the speed of the spin and the direction by
the spin axis.
The magnetic force field B is given by curl A.
Floating a little paddlewheel in a flow representing the E field will show that although it moves, it
never picks up any spin about itself. That is because E = grad V and grad V can never have any
curl.

Gauge Invariance - A Local Symmetry within Electromagnetism

{This section develops the first half of the argument that leads to a profound change in the way we
understand why force fields occur as they do (and hence ultimately why we need Higgs), but it won’t seem
that way until you get through the second half of the argument way on in Section 4.6. You may find it hard
going especially if you are new to the two geometrical concepts of grad V and curl A, so I suggest you reread the last two sections if you feel adrift. At one point in this section you may think it begins to look
dangerously like actual mathematics, fear not – it’s only this bit and Section 4.6 - we don’t get so
mathematical again. Above all don’t worry, at the end you only really need the gist of what we are doing we won’t need the detail later.}
We have seen how adding any fixed distance, any fixed time interval, and any fixed velocity to all parts of
a physical system produces no observable change to the behaviour of that system, and that these
symmetries lead to conservation of momentum, energy and mass. Furthermore, I‟ve said that Noether‟s
analysis can be used to show that the symmetry which allows us to add any global electric potential to an
electromagnetic system without altering the physics, leads to charge conservation. In all these I have been
careful to ensure the condition that the continuous symmetry transformation is a global one – we must do
the same displacement to every single part of the whole system. Although our snooker game obeys the
same physics whether we play it in Derby or Nottingham, we must make sure that all parts of the game are
identically displaced when making the transition from Derby to Nottingham. If we displace the red balls 14
miles but the other balls only 13.99 miles then the game looks very different! Raising the top of the slide
by 110 metres whilst the bottom by only 10 metres, drastically alters our speed when we slide down it.
Raising the voltage on one plate by a different amount to that on the other alters the electron‟s motion
between them. Such different displacements are termed local since they are allowed to vary with the exact
locality, i.e. from place to place in the system under consideration. Thus if we raise the top of the slide by a
different amount to the middle of the slide, which is different again from the bottom of the slide, we have
made a height displacement that has varied locally along the length of the slide; this alters both the local
gradient and the overall height drop on the slide so it completely changes our acceleration down it and our
final speed.
On the whole we would expect that anything that displaced some physical quantity (e.g. height or electric
potential) locally within a system would be bound to affect the physics within that system, so we wouldn‟t
expect there to be any general local symmetries in anything physically significant. However it turns out
that electromagnetism does have a local symmetry! We can make certain changes to the fields, changes
that vary from place to place, without affecting the physics. It is a rather tricky symmetry to grasp initially;
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it looks very contrived and seems to be just a complicated geometrical trick of the mathematics.
Curiously, when we learn about Special Relativity it takes on a neater and simpler form, suggesting some
deeper significance, but it is only when we come to Quantum Mechanics that the deeper significance is
revealed.
We saw in the last section that the B field was derived from the curl of a vector potential field A, and that
this meant that A was a field that formed loops around the direction of B. We also saw that a gradient field
like grad V could not form loops – you can‟t follow a steady slope around a loop and get back to the same
value. Thus the curl of any field of the form grad V is zero.
It was soon realised that this seemed to suggest that we had a certain freedom in how exactly we defined
the magnetic vector potential A, namely that we could choose any scalar function F (by a „function‟ here I
mean something that can take different values at different points in space and time, i.e. something that can
vary locally) and change A by adding grad F to it, without being in any danger of changing the magnetic
force field B itself. When we take the curl of A to give us B, the contribution from grad F will be zero,
since curl (grad F) = 0, and so we get exactly the same magnetic field B that we got with our original A.
For those who like the argument summarised symbolically we have:If

A  A + grad F

then

B  B’ where B’ = curl [A + grad F],

but

B’ = curl A + curl [grad F]= curl A + 0 = Curl A = B;

so when

A  A + grad F, then B  B so no change in the magnetic forces.

So we can change A by adding anything of the form grad f to it and B won’t be affected.
But since F can be any scalar function we like and can vary widely from place to place (it could look like
the topography of the Himalayas if we wanted), so grad F can also vary from place to place (and if F
looked liked the Himalayas it certainly would!). What the above is saying is that we can allow A to change
from place to place, and yet we won‟t affect the magnetic force field B, as long as those changes are
gradients of a scalar function. Essentially we can alter A as much as we like as long as we don‟t alter its
curl properties. This means that this action of adding the gradient of any scalar field to A has just as little
effect on the physics as adding a constant height to all parts of our slide, or adding a constant V to every
point of our electric potential field. In other words isn‟t it another continuous symmetry for the physics, but
this time not just a global one, but also a local one? Well, possibly!
Why “possibly” – haven‟t I just shown that it is? Well, before we can claim that this as a symmetry of the
physics of electromagnetism there is another complication we have yet to consider.
I did say that Maxwell had linked the two fields E and B. I somewhat glossed over this, but one of the
links is that if things are changing in time then the rate of change of A in time also contributes to the
electric field E! Thus although it is called the magnetic potential it can also affect the electric field, albeit
only when it is changing in time. Thus when A itself is static, like the field around a permanent magnet
then the physics is unaltered by adding any grad F to it, but if the field is changing, like the magnetic field
around an electric wire carrying an oscillating current (AC), then any time rate of change of this grad F
will cause a change in E. Thus all the magnetic forces in the physics are unaltered by these local changes in
A, but the electric forces may get changed.
Let me introduce a shorthand for “the rate at which A is changing in time”, namely „∂t A‟. This quantity
tells us how much A is changing per second. We now actually have that the electric field E is given by the
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sum of contributions from both potentials: namely that it is the sum of the gradient of V and ∂t A, thus we
have E = grad V + ∂t A.
Thus when we alter A, by adding grad F to it, we don‟t change B, but we do change E by an amount given
by the time rate of change of our alteration, i.e. by ∂t grad F, i.e. by how much the gradient of F is
changing per second. Now if F itself is static, so that we have ∂t grad F = 0 then everything is hunky dory,
we don‟t mess up E. But to claim an overall symmetry we really need to consider the possibility that it can
also be changing in time along with A, especially as it turns out that for F to be useful in simplifying
problems it always needs to change if A changes.
Thus our electric field gets altered according to E  E + ∂t grad F.
So the physics does change when we add grad F to A, since even though B doesn‟t change, E does.
However – are we downhearted at the loss of our possibility of an actual local symmetry? – no – because
we can easily regain it with a little extra fiddle!
Now „the rate of change in time of the gradient of F‟, is the same thing as „the gradient of the rate of
change in time of F‟; thus we can write ∂t grad F the other way around, i.e. as grad ∂t F. {If you need to
think about this a little don‟t worry, most of us have to think about it before we‟re convinced: think of a
specific example – I have a straight slide 3 metres high and 5 metres long, so its gradient is 3/5; suppose
now that in one second I add one metre to the height at the top of the slide, the gradient is now 4/5 so the
change in gradient over the second, is 4/5 – 3/5 = 1/5. So if F is the function that gives the height of my
slide then ∂t grad F = 1/5. Now the amount of height that has changed in one second, i.e. ∂t F, is 1 metre
and the gradient of this over the 5 metre length of the slide is 1/5. Thus grad ∂t F = 1/5, thus it is just the
same as ∂t grad F.}
Since the main part of E is grad V, then all we have to do is make sure that when we add grad F to A, we
also subtract ∂t F from V, and then, when we take the gradient of V, it will have an extra term,
- grad ∂tF, which cancels the +∂t grad F = +grad ∂t F term that gets added to E by the change we made in
A.
All a bit tortuous and underhand? Yes – I‟m afraid so, but read it again and, for those who like it more
symbolically, I summarise all that we‟re doing in it below:If we add grad F to A, then
E = grad V +∂tA becomes E’ = grad V + ∂t A+ grad ∂t F
But, if we also subtract ∂tF from V, then overall we get
E’ = grad (V-∂tF) + ∂t A + grad ∂tF
and so

E’ = grad V – grad ∂tF + ∂tA + grad ∂tF

giving us

E’ = grad V + ∂tA = E,

and so

E’ = E,

and so when A  A + grad F, and V  V - ∂tF, then E & B are both unchanged!
{Remember B doesn‟t notice any grad F, so it still doesn‟t change if grad F is changing in time as well as
from place to place.}
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Thus we have a set of linked local changes to A and to V that leave E and B, and hence all the forces and
hence the motion of the charged particles in the system, unaffected.
When A  A + grad F, and V  V - ∂tF, both force fields B and E are unaltered.
If the force fields don‟t change then the physics doesn‟t change. If the physics doesn‟t change this means
that electromagnetism is symmetric under this pair of two simultaneous local changes to the potential
fields. This is a local continuous symmetry – in particular it is known as a gauge symmetry or equivalently
we refer to the property of having such a symmetry as gauge invariance.
{Sorry this bit has been so messy and tricky – but you won’t have to get any closer to doing any real maths
than this, so if you can manage to follow the above argument you should be able to master everything else
I throw at you.}
If we do the whole physics using the Least Action Principle instead of using the force picture, the fields
appearing directly in the Lagrangian form of Maxwell‟s equations are just the energy fields, V and A, that
we have been messing about with, rather than E and B. So does this the trick still work there? Yes, the
results are the same: altering A and V by adding a gradient of some function F to the A and subtracting the
time rate of change of F from the V in the Lagrangian expressions, produces no change in the least action
paths yielded by the altered Lagrangian!
{I introduced the Lagrangian form of mechanics back in Part I, Section 1.5 because I said it was easier to
examine what role given symmetries play using it, and then went on to do just that in Section 1.6. When
we have finished discovering just what the gauge symmetry of electromagnetism really looks like in
Section 4, we will, in Part III be taking more general gauge symmetries and be back asking what their role
might be in. In this case we will be looking to see if they can give us some new conservation laws and, if
possible, help us find just what the nuclear forces actually are. So then when I refer to „the equations‟ I
will usually be talking, not of the forces, but of the Lagrangians of the fields. Back then I said you could
think of L as a measure of the interchange of energy between moving particles, in the form of kinetic
energy, and relatively static fields, in the form of potential energy. So what do I mean when I‟m only
talking of fields? Well, very loosely, you can think of it as describing the interchange of energy between
the freely moving excitations of the field, in the case of electromagnetism the light waves, the „kinetic
energy‟ of the field, and the more static background bits of the field themselves, the potentials. In the
Lagrangian mathematics the former will be associated with movement, i.e. with derivative operators
measuring rates of change of the field, whereas the latter will just appear as the field terms themselves.}
If you re-read all this section again so that it starts to seem less strange, then familiarity may start to breed
contempt. You might start wanting to say to me “Ok Johnny – I think the bit about being able to add
different things in different places to the magnetic potential field without messing up the physics does look
curious and neat; but once you have confessed that it can in fact mess up the physics, and we then have to
subtract out that mess-up somewhere else – it looks a lot more „iffy‟! We could all be great accountants if
any mess we‟d made by „allowing some bits of the money-sums to go wrong‟ could be cleared up at the
end, when we found that as a result of our messing, the books didn‟t balance! We could apply our magic
„gauge invariance adjustment‟ - just subtract out the imbalance - lo & behold, everything balances!‟” Reread it again and I hope you might manage to convince yourself that it‟s a tad less cavalier than that, but
don‟t worry if you can‟t – by the end I‟ll have shown you enough for you to be impressed by it (promise).
As I said at the start, with just this information, people didn‟t see this „trick‟ as being of any worldshattering significance.
OK, so let‟s admit that in electromagnetism we seem to have found that we have a degree of freedom in
how we specify the potential fields – and that this constitutes a local continuous symmetry - so what? We
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know that global continuous symmetries lead to conservation laws and Noetherian currents to maintain
them, but what does a local continuous symmetry lead to?
At the time of this discovery the general opinion was – not much! It gave some help in making the maths
of particular problems less cumbersome by allowing convenient choices of „gauge‟ – i.e. choosing F so
that particular properties of the situation you were interested in were most economically handled by the
resulting maths. But other than that, it seemed to be just a curiosity, an artefact of the maths. However, I
haven‟t made you wade through all that for something that‟s just a curiosity. As we go on, as other
discoveries are made, we will first see it emerge as much less artificial and fiddly, and then finally as
deeply important.








Since a gradient can have no curl, the field B – which is just curl A - is unaffected by the addition
of the gradient of any function, grad F, to A.
E is however affected by ∂t grad F, the rate of change in time of any such additional gradient.
But, if, when add grad F to A, we also subtract ∂tF from V, we cancel the effect on E so that both E
and B are unaffected.
The trick also works if we make these changes to the V and A in the Lagrangian; the new
Lagrangian still picks out the same least-action path as the original.
Thus electromagnetism is unaffected by this form of local change to the two potential fields.
This local continuous symmetry is known as a gauge symmetry or gauge invariance.
Gauge invariance was initially thought to be just a useful mathematical curiosity.

4

From Curiosity to Cornerstone – the Birth of Gauge Theory

4.1

Special Relativity

As mentioned in Part I, Section 2.3, electromagnetism appeared to break Newton‟s Third Law and,
assuming that the homogeneities of space and time held true, this meant that that it was not obeying
Galilean Relativity. The full significance of this was not appreciated until Einstein began to think about it
and arrived at the need to modify the Galilean symmetry to yield the theory of Special Relativity (SR).
Maxwell‟s equations of electromagnetism said that, in empty space, light always appears to move with a
constant speed c. Thus suppose you point a laser at the moon, switch on the beam and measure the speed
of the front of the beam as it speeds away from you into space, you‟ll find it‟s flying away from you at a
speed c, where c is approximately 300,000 kilometres per second. The light should reach the moon in
something over a second (and indeed it does). Now suppose a super-fast rocket is also heading away from
earth at 100,000 kilometres per second towards the moon, and is halfway there when the laser beam
reaches it. The spacemen now measure the speed of the laser light as it passes them. According to Galilean
Relativity they should get a speed of around 200,000 kilometres/second, since their frame of reference is
the same as ours if we globally subtract a velocity 100,000 km/s in that direction. But Maxwell‟s equations
don‟t allow for any speed change – the spacemen just see it as an oscillating electromagnetic wave in space
whose speed is determined purely by speed-independent properties of empty space, so that they calculate
and conclude that any such wave travels at c – and sure enough, when they measure it they find it is
travelling at 300,000 km/s! Thus although they are chasing after it at 1/3 of its speed it seems to be getting
away from them just as quickly as if they hadn‟t bothered! Weird or what?! Nonetheless that‟s what
happens: whenever you see an oscillating electromagnetic field in space, it is going at 300 thousand km/s
whatever the speed of the source that launched it, or however hard you try to catch it up. So don‟t be
surprised if the way we make sense of this puzzling fact of real life is something that itself must seem a bit
puzzling at first.
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Einstein decided that he must put this extra condition that Galileo didn‟t know about, into the Relativity
principle, i.e. still saying that the physics is unaltered in all reference frames when you add a constant
global velocity, just as Galileo said, but adding now that the speed of light is part of that unaltered physics.
The mathematical symmetry transformation that emerges looks very much the same as Galileo‟s when we
are dealing with everyday relative speeds of trains, planes and even present day rockets - but it gives very
different behaviour at relative speeds that are a substantial fraction of the speed c. This means that the
basic geometry of space and time has to be somewhat different to what we‟d always assumed. Time has
always been seen on a completely separate footing to the three space dimensions; but now space and time
must form a unified four dimensional whole which we call spacetime. Why does it mean that?
We can get a vague idea of this as follows - what might explain the spacemen still finding the speed to be
c? Well, their kilometres may have got shorter -so they can fit 300,000 into a length we'd see as only
200,000; alternatively their seconds may have got longer, so the light gets to travel further during their
second. The actual transformation treats time and space on an equal footing, so what we get is a bit of
each. When we look at the spaceship shooting by us it looks to us as if both their time intervals are longer
and their lengths are shorter. Be warned though - we can see that it's not as trivial as I make it sound when
we remember the basic Relativity principle which still says that the people on the spaceship, as they calmly
eat dinner in their apparently stationary cabin, think that it's us who are travelling at 100,000 km/s past
them, in the opposite direction, and they see us as having the longer seconds and the shorter kilometres
(they have to try and explain why we don‟t see the light going at 400,000 km/s since, as far as they are
concerned we are shooting in the opposite direction to the light at 100,000 km/s)!
This is not quite so paradoxical when seen as being not too different from the perspective effect we see
every day when we change our angle with respect to a particular spatial dimension. Think about being on a
train when another train is briefly travelling on a parallel track alongside you; you‟re both travelling along
the same single spatial dimension at the same speed. Suppose the other train now changes direction - i.e. it
exploits the fact that the ground is actually a 2-dimensional surface and it alters its angle of travel with
respect to the original dimension of travel, without changing its speed. On your train, before you realise the
true 2-d nature of what‟s happening, it just appears as if the other train starts to fall behind, i.e. to slow
down. If you look carefully it also seems to be getting slightly shorter! Soon, you will realise that it is
simply moving away, having changed its angle with respect to your direction. It is only able to do this
because it can rotate between the two dimensions that span the ground. But suppose you‟d always assumed
it couldn‟t do such a rotation, you‟d lived your life on a twin track rail that never swung apart. If you now
found out that the other train still measured its speed as the same as yours, you'd have to conclude that
either its measurement of length had got shorter, or its seconds were longer, or a bit of both! And note that
in this case – it doesn’t matter which train you are actually on – you still see the same; the other one is
always the one falling behind, because they are not making as much pace in your direction. Thus both
trains conclude that the other train‟s rulers and clocks are longer and slower than theirs.
What happens in spacetime, that can‟t happen in Galilean space and time, is that we can now change the
„angle‟ of our time dimension with respect to someone else‟s. That can only happen if the time dimension
behaves somewhat like another spatial dimension – hence, instead of living in a 3-d space with time as a
completely unrelated single dimension that we are all nailed to, we must being living in a four-dimensional
arena in which we can change our angle with respect to the time dimension as well as the spatial ones.
How do we do this crazy sounding thing, and why had we not noticed that we could before? Well first we
must note that to talk meaningfully about „angles‟ when one of the dimensions is time, we must first be
able to compare time intervals and space intervals. This requires us to multiply the time interval by a
conversion factor that turns a time interval into a spatial length, i.e. this conversion factor tells us how
many metres are equal to a second. “Metres per second”, sound just like a speed? Well, that is exactly
what it is: the conversion factor relating the time dimension to the spatial ones is a speed!
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To change the „angle‟ of your time axis with respect to someone else‟s, i.e. to do the equivalent of the
angle change of the two trains, you need to change your speed relative to theirs. The size of „angle‟ change
is given by the fraction of the conversion speed you change your relative speed by.
Einstein found that the geometry was such that if an object‟s speed relative to you is the actual conversion
speed, then everyone, no matter what their velocity, sees such an object as travelling at that same speed
relative to them as well. And what have we just seen does that? Yes, light - good old electromagnetic
waves. So the conversion speed is c! No wonder we didn‟t notice these space-time angle change effects
before - all our everyday relative speeds were so extremely tiny compared to c, and so they only produced
extremely tiny changes in the „angle‟ of our time dimension with respect to others. So we spend all our
daily lives dealing with others whose time angle is, for all practical purposes, exactly the same as ours.
Even if some people spent their whole lives on a 1000 mph supersonic plane and you remained stationary
on the ground, the relative speed is a negligible fraction of c; at the end of their lives they would still
appear only a couple of milliseconds younger (as you would to them). All of us are like trains on time
tracks that stay parallel to a very high degree.
The conversion speed is a characteristic of the geometry of the spacetime rather than a feature of
electromagnetism. So we can now ask why does an electromagnetic wave go at precisely this conversion
speed? What's so special about electromagnetism? Before we can find out what this is we need to consider
a little more about the geometry of this 4-d spacetime and how mass is defined in it.
We learnt in Part I Section 1.6 that mass was a scalar conserved quantity that was a consequence of
imposing the Galilean Relativity symmetry and our previously independent uniformities of space and time.
Einstein had now found that this symmetry had to be modified to take account of the newly discovered
geometry of spacetime, so this changes the nature of that conserved scalar quantity.
The essence of this new geometry is that we have to treat time and space displacements on basically the
same footing (after using the conversion factor c). There is one curious but important difference and for
this we need to consider a little geometry:When we look at the distance between any two points in two spatial dimensions, like on a piece of graph
paper, we can treat the line joining them as a vector that forms the hypotenuse of a right-angled triangle,
whose other two sides are the components of the vector along the two dimensions of our space, i.e. along
two lines at right angles to each other (e.g. the two grid line directions on the graph), such that they, and
the hypotenuse between the two points, form a right angled triangle. Pythagoras‟ Theorem tells us that the
square of the length of this 2-d hypotenuse vector drawn from one point to the other is given by the sum of
the squares of the lengths of the other two sides, i.e. the sum of the squares of the components of the vector
in these two orthogonal directions. This totally familiar school theorem generalises very easily to give us
the lengths of vectors in Euclidean spaces of any dimension. Thus the square of a vector‟s length in 3-d
space is given by the sum of the squares of its three components along the three axes of our three
dimensions.
As an exercise in length and components in 3-d space, consider my own feeble attempt to see how much
taller the Leaning Tower of Pisa would be if it was pushed back to being vertical:- the central axis of the
tower is leaning over at around 40 on average. When I was there I estimated its horizontal components (by
pacing out what I guessed was the overhang in the north-south and east-west directions) – I got roughly 10
feet South and 10 feet West. A guide told me that the vertical height of the top of the tower above the
ground was approximately 55 metres (i.e. ~ 180 feet). From our 3-d version of Pythagoras, the total length
L of the tower (its sloping length, not its height above the ground) in feet is given by L2 = 102 + 102 + 1802
= 32,600 and so L  32,600 = 180.6 feet. So now I know its length, L, and I know that simply turning it
won‟t change it length, so this must be the height it will reach if it was straightened up. {Both the
horizontal components of its length would then be zero so L2 = H2 where H is the vertical component, i.e.
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the height.} I was quite disappointed to see that if was fully straightened up it would only be around 7
inches higher than it is now!
In a 4-d space we would have 4 squared lengths to add up in just this same way. However, in 4-d
spacetime, it turns we can‟t treat the time component in exactly the same way, even after converting it to
spatial length via c; you‟ll probably not be too surprised to learn that there is a more to the difference
between the single time dimension and the other three space dimensions that just a conversion factor. The
geometry of spacetime is not just a larger version of 3-d Euclidean space, but slightly different. The
difference is that when we apply Pythagoras‟s theorem, the square of the (converted) time component has
to be added in with the opposite sign to that of the squared space components. It turns out that it doesn‟t
matter which way round you do this as long as you do it consistently:- you can make the square of the
space components positive and that of the converted time squared negative, or give the time component
squared the positive sign and subtract the spatial squares – indeed this latter convention is the more
common and is the one I will use below. This is the only difference to the geometry than if all four
dimensions were simply spatial, but its impact is profound and some strange things do happen as a result
when we are dealing with high relative speeds. {Before we look at some of them, let me stress once more
that at low relative speeds we can forget all about this spacetime geometry and go back to ordinary 3-d
space and 1-d time that Galileo thought he was dealing with – if all we can do is travel at relative speeds
that are much slower than c, then we all have the same angle of our time dimension, just as he assumed.}
When we use Noether's theorem and apply the symmetry that the physics is unaltered by any constant
global displacement in this 4-d spacetime geometry, we find that what is now conserved is the total four
dimensional vector (4-vector) formed from the 3 spatial components of momentum plus a time component
that turns out to be the energy (divided by c – remember that energy has units that includes a velocity
squared factor whereas momentum has a simple velocity factor so we need to divide energy by a velocity
to get compatible units). We generally call this 4-vector the 4-momentum but I‟ll use the more explicit
phrase energy-momentum vector, to remind you what‟s in it. Its conservation gives us the previous
momentum and energy conservation laws all rolled into one.
The only scalar that stays constant is the magnitude of the „length‟ of this energy-momentum vector - the
length of an arrow doesn't change when we change its direction (remember I made that same assumption in
working out how high the Tower of Pisa would stand if rotated into the upright position), so it‟s a
direction-independent number, i.e. a scalar, and since the energy-momentum vector is conserved, its length
is a scalar constant. When we found there was a constant scalar quantity arising when we forced the
Lagrangian to obey Galilean Relativity before, we identified it with mass - so this is what we do now:- the
mass of a system is now seen as the ‘length’ of the energy-momentum vector. Since the energy-momentum
vector has a velocity factor, what this actually gives is the mass multiplied by c. For some reason spatial
momentum is usually given the label „p‟ so what we get is the expression
(m.c)2 = (E/c)2 - (px2 + py2 + pz2) = E2/c2 - p2,
where p2 is the square of the total spatial momentum formed by adding the squares of the three orthogonal
spatial components px, py and pz – as I did with lengths to get the length of the Tower.
Suppose now that the system is at rest, i.e. spatial momentum components are all zero, so p is zero. In this
case Pythogoras gives (m.c)2 = (E/c)2 , i.e. m2.c4 = E2, which, on taking the square root, gives the famous
equation E = m.c2, thus this most famous equation actually applies only when we are in the reference
frame in which the centre of mass of the system is at rest!
What happens when the mass of the system is zero? Well, then the length of the energy-momentum vector
has to be zero and this means that the squares of the spatial momentum components have to be exactly
equal to the square of the time component, i.e. we need (E/c)2 = p2. So can a particle with zero mass ever
be at rest, i.e. ever have zero spatial momentum? Only if its total energy is also zero. But there would be
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no way of sensing the presence of such zero momentum, zero energy particles – the universe could be full
of them but we‟d never know since having no momentum and no energy they can never affect us! A
particle must have some momentum, or the ability to acquire some when it alters our momentum in some
interaction, if it is to make its presence felt. So the spatial momentum p must have the same magnitude as
this time component E/c if the mass is to be zero. It turns out that the only way the square of the spatial
momentum can equal E/c is for the velocity factor in the spatial momentum to also be c [if you don‟t see
why this is, it‟s because I haven‟t told you enough about the momentum of zero mass particles to allow
you to see it – don‟t worry, there‟s nothing mysterious, we just don‟t need to get into that detail]. This
means that, whatever the reference frame, all massless objects always appear to travel at speed c (we
would be unable to find any that didn‟t). An electromagnetic wave is a massless object, so it always travels
at the speed c, and you will see later that there are other massless particles that have nothing to do with
electromagnetism and they also travel at c. So c is not really about electromagnetism, it is about the
geometry of spacetime which forces us to see all massless particles as travelling at this speed relative to us.
The attentive reader might now be saying "But surely electromagnetic waves carry energy and so surely,
by E = m.c2, they must have mass?" However remember that famous equation only applies to a system at
rest, i.e. when the spatial momentum is zero. But we‟ve just seen that this can never be the case for an
energetic zero mass particle. Thus, despite what plenty of popular books imply, we can‟t apply this
equation to a zero mass particle, and, as we shall see, we consider electromagnetic waves as being formed
of the zero mass particles we call photons.
However it is important to point out that a collection of zero mass particles can, collectively, have mass!
How?? Well suppose we have two light waves each of energy e, travelling in exactly opposite directions.
This means that if one light wave has momentum p, the other must have the opposite momentum (- p).
Thus when we work out the length of the energy-momentum vector a system made up of the combined
pair, we have (M.c)2 = (2e/c)2 – (p – p)2, so the spatial component contributions cancel and we are left
with M = 2e/c2, i.e. the overall system of the two oppositely travelling light waves does have mass. This
may seem weird, that a system of light waves each of which has no mass, produces a system that does have
mass; and given that the total energy of the system is E = 2.e and so for the system the famous equation
does apply, i.e. E = 2.e = M.c2. If the two light waves were parallel then we‟d get (M.c)2 = (2e/c)2 – (2p)2 =
0, since p = e/c for the massless particles. Thus parallel light has no mass, but light going every which way
does have mass. This is particularly important in the radiation-dominated stage of the early universe, and
we shall, see when we come to consider the gluons in Section 5, that it is actually this form of mass that we
mostly experience everyday!
If this seems just too weird for words you can think of it as arising a bit like the following: suppose we had
trapped two light waves between two mirrors such that when one was travelling in one direction the other
was going in the opposite direction and they bounce of each mirror to keep going backwards and forwards.
When we attempt to push the system in one of those directions by pushing on one of the end mirrors, we
shall feel a resistance to that motion, not just from the mass of the mirrors and their holder, but also from
the radiation pressure of the wave that is hitting the mirror we are pushing (the light does have momentum
and exerts pressure on the mirror as it bounces off it). The system also shows this extra resistance if we
push it in the other direction by the effect of the other wave on the other mirror. This means the container
exhibits extra inertia and hence extra mass. You can thus think of mass in this instance as arising from
confining zero mass particles and forcing them to keep travelling to and fro.




Maxwell’s equations implied that the speed, c, of an electromagnetic wave is the same for all
observers, regardless of their own velocity relative to the source of the wave.
This leads to the failure of Galilean Relativity at relative speeds that are a significant fraction of c,
and thereby alters our view of the geometric relationship of time and space.
Time and space form a joint 4-dimensional spacetime – the time measures being converted to
spatial measures by multiplying the former by c; but in the Pythagorean calculation of the ‘length’
of spacetime intervals, the squared spatial and time components take the opposite sign.
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4.2

We don’t notice this in everyday life since our relative speeds are so tiny that our relationship to
the time direction is effectively ‘frozen’, so we can never change our perspective on the time axis.
Applying the new Relativity symmetry we now find that mass is determined by the length of a new
‘energy-momentum’ vector in this 4-d spacetime.
Energy is now seen as just the time component of the ‘energy-momentum’ 4-dimensional vector;
spatial momentum forms the other three components; the length of this vector is the mass
(multiplied by the space-time conversion factor, c).
A system with no net spatial momentum therefore has a mass which is just equal to the energy
divided by the square of the conversion speed, c, so that E = M.c2.
A particle with no mass has spatial momentum equal to the energy/c; this means the speed of a
massless particle must always be c.
E = M.c2 applies only in a particle’s or system’s ‘rest frame’ (that frame in which its spatial
momentum is zero). Massless particles have no rest frame and so E = M.c2 does not apply to them,
they can indeed have energy E even though M = 0.
However a system of two massless particles with equal and opposite spatial momenta does have a
rest frame and the length of the energy-momentum vector is M = E/c2, where E is the energy of the
two particles combined. A system comprising a group of massless particles travelling in different
directions does have mass.
Electromagnetism in Spacetime - a Single Gauge Field

It turns out that electromagnetism was telling us about Special Relativity 50 years before Einstein
discovered it. The curious magnetic field, with its breaking of Newton‟s 3rd Law and its „vector‟ potential,
was in fact just the correction one must make to the electric field when high relative velocities are
concerned. Where are these high relative velocities, surely we can get magnetic fields from stationary bar
magnets – where are the high relative velocities there? The high relative velocities are the orbits of the
electrons whizzing around the iron nuclei within the magnet – unbeknown to us, these were going so
quickly that Special Relativistic effects on their electric fields became important and the symmetries of
pre-Special Relativity space and time were modified.
We saw that electromagnetism possessed a curious symmetry that was a local continuous symmetry we
termed gauge symmetry. This symmetry arose from an extra degree of freedom in our choice of potential
fields, wherein we could keep the same physical behaviour whilst making different changes at different
places in the two potential fields, V and A, provided that in each place we made the first change a time rate
of change of an arbitrary scalar function, and the second change the gradient of that same function, and
that we subtracted one and added the other. This curious, tortuous relationship, of being able to add one
thing to one potential field, but then having to subtract something quite different from the other, gave the
whole thing an air of fortuitous mathematical curiosity.
Let‟s look at these two changes again. What we did was add grad F (where F was any function of time and
space that we liked) to A. Now grad F is the vector gradient of F, i.e. at any given place it points down the
direction of the steepest slope of F at that locality. Being a vector, we can express it terms of its three
components along orthogonal spatial directions. In the past I‟ve taken E-W, N-S and Up-Down as the three
orthogonal directions. Let me just refer to these as the x, y and z directions, for short. Now the component
of the gradient in the x-direction is just the rate of change of F with movement along the (east-west) x
direction. Let me denote this by the shorthand ∂xF. This is in-line with my previous use of the ∂ symbol to
mean „rate of change of‟ – with ∂t meaning rate of change with time; in general I will use ∂p symbols as
indicating the rate at which something changes with changes in the property „p‟ – so ∂x F means the rate at
which F changes as we change position in the x direction. Thus, satisfy yourself that, in general, the
gradient of F, grad F, is made up of all three „component slopes‟, (∂xF, ∂yF, ∂zF) in each of the three
directions .
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Now, when we move to four dimensional spacetime, we also must take into account the rate of change of F
along the time dimension, i.e. ∂tF, and the 4-dimensional gradient, which I shall now just write as ∂ F, turns
out to be just ∂F = grad F - ∂tF.
Furthermore, when we re-analyse Maxwell‟s equations in the light of 4-d spacetime and look at how the
different field geometries look in this new arena, we find that the relationship of each potential is such that
the two apparently different potential fields, V and A, are seen to form the four components of a single 4vector field A: the electric potential V is basically the time component of the A field, and the magnetic
vector potential A forms the 3 spatial components! Also we can see why the magnetic potential „energy‟
had a vector nature – it was trying to tell us that the whole field is a store of energy-momentum; A is really
an energy-momentum 4-vector field. Einstein makes Maxwell‟s unification complete, we just have one
field, A, in 4-d spacetime.
Our modifications are thus now seen as being the single addition of a 4-vector gradient to a single 4-vector
potential energy-momentum field: we have to add the spatial components of ∂ F to the spatial components
of A, and the time component of ∂F to the time component of A. Thus what looked as if we were adding
two different functions of F, grad F and ∂tF, to two totally different potential fields, A and V, is now seen
to be adding just one thing, the 4-gradient ∂ F, to a single 4-vector potential field, A .
So our gauge symmetry is now one where we can say the electromagnetic field is symmetric under local
changes to its potential , A , as long as the change is of the form A  A + ∂F(X) where F(X) is any scalar
function that varies from one spacetime point, X, to another, where X stands for any location in both space
and time, i.e. X = (x, y, z, t), and ∂F(X) is the 4-vector gradient of F at X.
It now looks like a very self-contained property; we are no longer just fiddling about in two different ways
with two different fields such that the effect of one type of local change cancels that of a different type of
change in the other field. Rather, we are finding that the single 4-vector potential field A, from which all
properties of electromagnetism can be derived, allows us to add to it the 4-gradient ∂F(X) of any scalar
space-time function F(X) that we are free to vary from spacetime point to spacetime point, without
changing any of the physics of the field.
Thus, in our 4-dimensional theatre of spacetime with its Special Relativistic global symmetry, the
apparently distinct electric and magnetic potentials are seen as a single electromagnetic potential 4-vector
field. As a result, what was originally an inelegant and complicated set of apparently very local changes to
the magnetic and electric potential fields is now shown by Special Relativity to be a single, more elegant,
local symmetry property of the unified field. – it only looked messy because we didn‟t understand about
spacetime!
Ok – I‟ve done all this work on Special Relativity and the end result, as far as we are currently concerned,
is that the gauge symmetry looks a lot neater – but again, so what?
Well, we have found that when things look „neat‟ in physics it usually means that they are the result of
something more profound and beautiful at some deeper level. This turns out to be the case here, but the
JCB excavator of quantum theory is required to allow us to dig down and expose this „deeper level‟.




The electromagnetic potential fields are now unified into a single 4-d vector field, A, and the gauge
transformation is now the addition of a single 4-gradient ∂F(X).
Thus electromagnetism is invariant under the local gauge symmetry A  A + ∂F(X).
This looks a lot more elegant and hence possibly indicates some deeper truth.

42

4.3

Quantum Mechanics

During the first half of the 20th century we got much better at studying behaviour on the tiny scale of the
atoms and learned much more about it. It became clear that it was very different from that of the
macroscopic sized objects we were used to (and designed by evolution and experience to readily
understand). It seemed as if 'objects', by which I mean bodies travelling through the world on well-defined
trajectories as little self-contained parcels of their own specific properties, are concepts that only work at
scales significantly larger than the atomic world. At the atomic scale, general behaviour is immensely more
interlinked: - properties are essentially possessed by whole systems rather than directly possessed by their
individual parts.
This complete interlinking results in various behaviours that we see as „weird‟ when we try to picture
individual particles as self-contained 'objects', but is well described by assigning to complete physical
systems a single descriptor known as the state vector that encapsulates all the information on the properties
of the system as a whole.
The way the maths handles this is to have this „state vector‟ turn to point in different directions in a big
space of properties, called the state space. Each dimension or axis (like our north-south and east-west
axes) of this state space represents a single value of some property or other. When the state vector points
near to any particular axis then the system as a whole is likely to have that particular property value. Don’t
try and fully picture this space – nobody can - it has a huge number of dimensions, one for each value a
property can have, and then a whole different set of dimensions for a different property and all of its
values. Thus each property gets assigned its own „subspace‟ and each subspace has as many dimensions as
that property can have different values. All you need to picture of this is that when a state vector „rotates‟ it
can alter its angle with respect to a one, several, or all values of all its properties, depending on how
general the rotation. The equations of motion of quantum mechanics and the Lagrangians of quantum
fields can be thought of as being made up of mathematical „operators‟ that rotate the state vector in the
appropriate subspaces of the properties affected by that operator. Where the state vector points at any
instant tells you all there is to know about the system at that instant.
The state vector, as well as rotating about in the property value „state space‟ of the system, also performs
another very important rotation that is not directly related to its rotation in this property space. This other
rotation is in a mathematical two-dimensional number space we call the „complex number plane‟. To
anyone who is not familiar with the concept of a complex number this will sound weirder than its rotation
in the huge space of all the system‟s possible property values. Well, don‟t worry – I‟ll try now, in the next
four paragraphs, to explain what complex numbers are, how they exists in two dimensions rather than the
single dimension of „real‟ numbers, and how we use them to describe rotating quantities. However, if you
find this rather abstract number stuff confusing, you can stop worrying about these next four paragraphs
and just picture it as meaning that the state vector carries with it a sort of clock with a single clock hand
(say the hour hand) that turns around the clock face at a rate that is basically proportional to the energy of
the system at that point – which means that the amount of rotation in a given time is a measure of the
energy times the time, i.e. of the action over that interval. This rotating „clock hand‟ factor will be denoted
by the function U(), the length of the clock-hand, i.e. the size of U, will always be just equal to one in any
single state, and the direction of the clock hand is represented by the angle, , that it makes with what we
might call the 12-o‟clock direction. I shall, especially in this initial discussion, refer to the function U()
as the clock-hand function to remind you what it looks like, but later on I shall refer to it as the quantum
phase function, since that describes its role. Often I shall call the angle  the phase of the clock hand.
Why you need to know about U() will be explained after the next four paragraphs {start concentrating
again at the line containing the sentence “What is this U() feature of the state vector used for?”}, but for
those who want to more background on it, so they have a rough idea of what I mean by a complex number,
by the complex number plane, and what U() basically looks like, I offer the following:-
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If we look for a geometrical interpretation of multiplying vector lengths by numbers we can see it as a
shorthand way of adding the lengths in a line – thus if we multiply a vector of length 2 by 3 we can think
of it as adding three arrows, each of length two, by placing them, tip-to-tail, in a straight line. This gives us
an overall arrow of length of 2 x 3 = 6. What about if we then did the same again but this time multiplied
the result by minus one? This would seem to give us an arrow of length –6. What does this mean? Well if I
add 6 and -6 together I normally expect to get zero: 6 +(-6) = 6 – 6 = 0. Given the tip-to-tail method of
adding arrows, we see that this will only yield an arrow of overall length zero if the negative length arrow
was pointed in exactly the opposite direction to the positive length arrow. Thus we can picture the act of
multiplying an arrow by minus one as an act of rotating it through 1800. This fits nicely with the
arithmetic rule that (-1) x (-1) = +1, since we have then taken a positive arrow of length 1 and rotated
through 1800 twice and therefore it has come back in the original (positive) direction.
Now when we multiply by the square root of some number, say the square root of 2, i.e. √2, we know that
this is something that, if we do it twice, it is the same as multiplying by the number itself. Thus we have
that √2 x √2 = (√2)2 = 2. So if multiplying by (-1) can be thought of as rotating our arrow by 1800 then,
multiplying by the square root of (-1), i.e. by √(-1), a number normally denoted by the letter „i‟ to save
squiggle, can be seen as rotating the arrow by 900. Why? Well if multiplying twice by i gives us i2 and,
since i2 = (√-1)2 = -1, then multiplying by i twice rotates the arrow through 1800; hence, multiplying by i
once must be equivalent to rotating by 900.
Consider now a unit length arrow (vector) that we want to represent the hour hand of a clock. The tail of
the arrow is held at the centre of the clock face but the arrow is free to rotate so the arrow tip can trace out
a circle on the clock face, If we take the 12 o‟clock direction as the positive one, then (+1) represents our
hour hand pointing at 12 o‟clock. Multiplying by „i‟ four times will turn this hand successively though 900
so that we get (+i) representing the 3 o‟clock position; then i.i = i2 = -1 representing 6 o‟clock; then
another multiplication by i gives i3= i.i2 = i.(-1) = -i at 9 o‟clock; and finally i4 = i.(-i) = -(i2) = -(-1) = +1,
thereby bringing us back to 12 o‟clock again. To represent any position around the clock face we can add
two arrows, the first being the projection the hour hand would have at that time along the „vertical‟, (–1 to
+1) axis, i.e. the 6 o‟clock to 12 o‟clock axis; and the second being the projection it would have on the
„horizontal‟, (–i to +i) axis, i.e. the 9 o‟clock to 3 o‟clock axis. Effectively these are the two components of
the 2-dimensional hour-hand vector. Thus we can represent any direction around the clock face by adding
these „vertical‟ and „horizontal‟ components together to give us any time, T, we like. Symbolically we can
represent this as the addition of two lengths L1 (the projection along the vertical axis, i.e. the vertical
component) and L2 (the projection along the horizontal axis, i.e. the horizontal component) as long as we
remember to multiply L2 by „i‟(which ensures the two components are at right angles to each other), so that
our clock hand at time T is described by the number T = L1 + i.L2. Such a number, formed from the
addition of two numbers, one of which is multiplied by i, the square root of minus one, is known as a
complex number. We can see how such numbers can represent all the different directions around the circle
of the clock face. For example if L2 = L1, then T = L1 + i.L1 and (if L1 is positive) then T is pointing
exactly half-way between 12 and 3, i.e. the time is 1:30. Similarly we get T pointing in the 4:30, 7:30 and
10:30 directions when T = -L1 + i.L1, T = -L1 – i.L1, and T = +L1 – i.L1, respectively. At some general time
L1 and L2 will differ in length but, if it is a clock hand we are describing, then the overall length of T stays
the same, whatever direction it is pointing in. This latter property means that we must have, by
Pythagoras‟s theorem, T2 = L12 + L22, staying constant always. In particular if our clock hand is to have
length 1 then we must have L12 + L22 = 12 = 1 always.
Those familiar with the circular trigonometric functions, sine and cosine, will see that, if the clock hand is
at an angle  to the vertical (12 o‟clock) direction, then L1 is just the cosine of this angle, i.e. L1 = cos(),
and L2 is just the sine of this angle, L2 = sin(). Thus T is given by T = cos() + i. sin(). Those even more
mathematical readers who are also familiar with complex functions, may recognise this as the well known
complex exponential function, exp{i.}. It is this function, which I shall refer to by the simpler label
U(), that occurs as a factor in every state vector, i.e. U() = exp{i.}. In the state vector the value of 
increases with time, so U() rotates, like a clock hand, but with a rate that varies with the energy of the
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system {the energy will be determined by the overall direction of the state vector in the big property-value
space, i.e. the main bit „outside‟ this 2-d complex number space}. I should really be a little more precise
when talking of „time‟ and „energy‟ in systems with high relative velocities, but you don‟t need to worry
about the detail - you can just picture that U() is a feature of the state vector that spins around in its own
2-d complex plane, without directly affecting the vector‟s direction in the property-value space, and that it
spins at a rate which is governed by the energy-momentum property values the state vector has at each
point, so that the amount of rotation in a given time is actually given by the action of the system over that
interval.
So – how do we know the state vector carries its own little variable speed clock U()? What is this U()
feature of the state vector used for in the physics?
Unlike the macroscopic world of „objects‟ that follow single definite paths in space-time, there are
typically many „paths‟ a tiny quantum system can take between any two given states A and B. In going
from A to B it acts as if it follows all of these possible paths at the same time! Yes I know this is so weird
and hard to get your head round, but there it is - that definitely appears to be how systems behave at this
tiny scale.
To keep things simple let‟s begin by considering a system in which there are just two possible paths, path 1
and path 2, for the system to go from state A to state B (like in the famous two-slit experiment, if you
know it, wherein a particle can only get from A to B by going through a barrier between the two that has
only two slits in it through which the particle can squeeze). Along each of these two paths from a given
state A to a new state B, the U() clock hand function will rotate the phase  by a given amount from its
starting position at state A. The amount of rotation is determined by two features of the path: the energy
that the system will have along each part of the path (remember energy basically determines the speed of
rotation of ), and the overall length of the path, i.e. how long it rotates for. The overall rotation, i.e. how
much the angle  changes between two positions A and B of a system, will be proportional to the action
along the path, which, if you remember from our discussion of the Least Action Principle way back in
Section 1.5, is basically the product of the energy on the path and the time taken covering the path, when
moving between these two positions. {I‟m simplifying to slow relative velocity situations here, but the
basics carry over to high energy situations as long as you think more in terms of energy-momentum
multiplied by spacetime intervals, but for our purposes, thinking of the action along the path as simply the
average energy multiplied by the time spent on the path will do.} The constant of proportionality, i.e. the
amount of action required for a given phase change, is described by the well known Planck‟s Constant,
normally denoted, for some reason, by h. Thus if we set  = 0 at A then the values it will reach at B along
the two paths are given by 1 = h.S1 and 2 = h.S2, where S1 and S2 are the actions along paths 1 and 2
respectively.
So, when we look at the directions of the clock-hand when the particle arrives at B via the two different
paths, we will, in general, find that they have rotated by different amounts and so are now the two U() are
pointing in different directions. Now the rules of quantum theory require us to add the two clock-hands
together to find the overall „length‟ of the state vector at B. As we‟ve said, we always work out the overall
length of a set of arrows by placing them tip-to-tail, at their respective angles, and seeing how far the end
tip finishes away from the starting tail. Obviously the largest length is obtained when they are both
pointing exactly the same way, i.e. they are parallel to each other – so for our two paths we would then get
a final length twice that of the individual clock-hand. The smallest will be when they point in exactly
opposite direction, i.e. when 2 = - 1, exactly half a complete circle turn apart, since then the final tip will
be exactly at the starting tail and the total length will be zero (remember each U is always of length 1
whatever path it is following) . This is very important because:-
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The probability of finding the system in a given state B, after being in a state A, is related to the
overall ‘length’ of the composite clock hand made up by adding all the individual clock hands
relating to each possible path from A to B, in the tip-to-tail manner of vector addition.

Thus if the U clock-hands turn by the same amount along both paths then the probability that the system
will get to B is high, but if one path produces an extra 1800 turn compared to the other, then the two clockhands will cancel each other out and the system will have zero probability of getting to B. When the two
are at some intermediate angle with respect to each other then the probability of getting to B takes an
intermediate value. So to find out the likelihood of going from A to B we look at the overall phase rotation
around the first path and compare it with that around the second path.
If you think about this you will see that what really matters is the phase difference or relative phase
between the two paths when you get to B. By relative phase we simply mean the difference in how much
the phase angle has rotated after reaching B by the two different paths. If there is no difference in the
relative phase, that is if 1 and 2 appear to be equal when we reach B, i.e. they have rotated by exactly the
same amount on the two paths, then the two clock hands will look parallel when they arrive at B. This
would mean that the chance of getting to B is high. If however one phase rotates overall by 1800 more than
the other, then the two arrows end up pointing in exactly opposite directions and so, when added together,
the end point of the second is back at the tail of the first, and, effectively, they completely cancel each
other out so the overall length is zero, which means that the chance of getting to B by these two paths is
zero. If you further think about it then you will see that the number of complete circles the clock hand
makes on the way is not relevant either, one complete rotation has exactly the same effect as 100 complete
rotations, it is only the differences in final angles that matter. Thus if one path rotates the phase by just a
quarter turn and the other by ten and three quarter turns, then it is only the half turn apparent difference
that counts, not the ten whole turns; thus they arrive at B pointing in opposite directions and so their
overall length is zero, and there is no chance that the system will be found in state B.
Thus U is such that U() = U( + n.3600) for any whole number n. If the two paths, 1 and 2, from A to B
result in clock-hands at B such that U(1) = U(2), for example if 1 = 2, or if 1 = 2 + n.3600, then
U(1 ) + U(2) = 2.U(1 ) and the probability the system goes from A to B is high (certain if these are the
only paths anywhere from A). However, if U(1 ) = - U(2), for example if 1 = 2 + 1800, or 1 = 2 +
5400, then U(1 ) + U(2) = 0, and the probability vanishes. For any phase differences in between these
two extremes, we get intermediate probabilities.
In general there will be very many possible paths for the system to take between any two states but the
results just generalise straightforwardly. Thus when the phases of all routes are not many degrees apart
their contributions all add up fairly well in line, so the overall length is nearly just the sum of their
individual lengths. In such a case there is a very high probability of the system reaching that final state.
However if all the routes end up with their phases pointing in very different directions then their
contributions do a lot of cancelling each other out with the final tip ending up not very far from the first
tail, hence the overall length is not great and the probability of finding the system in that state is small.
{To be a measure of actual probability the length has to lie between the values 0 and 1, we get this by
finding the „normalised‟ length – this is the overall length divided by the number of U arrows contributing
to it. Thus if we have, say, 157 possible paths, then we get the overall length of these 157 differently
angled U() by our tip-to-tail addition and then simply divide this length by 157: so if all 157 arrive in
phase we get an overall length of 157 and a probability of 157 ÷157 = 1, however if they have tended to
point every which way and the resulting total length is just, say, 16 then our chance of getting there is
16/157 ~ 10%.}
Thus the quantum phase is a very important determiner of what the system actually does, i.e. of the actual
physics, and, just as with many things we found in the macroscopic world, it is relative values that count!
Only the relative phase angles of the different paths are physically important. We could make a global shift
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of all the phase angles of all possible paths by a constant amount (i.e. like changing all our clock-hands to
British Summer Time from GMT,) and it would make absolutely no difference to what happened, since it
would not alter any relative phase angles. Of course for such a change to have no effect it has to be a
global change, all quantum phases have to be changed by the same angle throughout any closed system.
Thus quantum mechanics has a new continuous global symmetry - that of displacement of the quantum
phase. By now you will know that this is likely to be highly significant, but I am going to leave our
discussion of that until Section 4.6 after we have said something about how electromagnetism appears in
quantum mechanics in Section 4.5.
For many people, the most distinguishing feature they have heard about with quantum mechanics is its
essential discreteness; specifically they have heard of „quantum jumps‟ whereby things such as energy
changes in atoms, only take place in discrete amounts, rather than the continuous range of values we
expect in the classical mechanics of macroscopic objects. In fact this discreteness only appears in the
specific circumstances of confined systems; I will describe how this comes about in Section 4.4. We will
need it to give some idea of why we get the discreteness in circular paths and in the orientations of
spinning particles that will feature heavily in Part III. We will also see in Section 4.4.1 how the Least
Action Principle that macroscopic objects (those much bigger than atoms) obey, is explained by quantum
mechanics.
However, before we leave the generalities of quantum mechanics I should describe how we are beginning
to understand the role of symmetry in explaining how the very different motion of our familiar large scale
objects actually emerges from this very strange multiple path motion of quantum systems. It is not
necessary for you to know or understand this for anything that follows, but I supply it for a general up-todate background on what Quantum Mechanics seems to be telling us about the world and to give further
reinforcement to the vital role that symmetry plays in the determining the world we see. In fact it seems
that it is the space-time symmetries of Section 1 that are vital in creating, from this strange quantum world,
the type of everyday macroscopic world we are used to and understand. Bear with me whilst I try and give
you a rough idea of what I mean by this in what remains of this Section:When a teapot sits on a table there is an interaction between the two of them, for example the table stops
the teapot falling to the ground and the teapot slightly compresses and also warms (if it‟s got hot tea in it)
the part of the table it interacts with. I can remove the teapot and it is still basically the same teapot with all
of its teapot properties, and the table still has all its functionality as a table. If I take the teapot to another
room and then drop it, so that it smashes to smithereens, the table is completely unaffected. However if I
make a table and teapot that were 10 billion times smaller (out of some wonderful sub-atomic materials I‟d
just discovered that emulated the macroscopic properties of wood and china), I find that they each have a
far richer interlinked set of properties than my full scale versions. For example, they have the property of
being able to be in many places at the same time (like the system as it goes from A to B above, by two or
more different paths at once). I also find that they have an almost total ability to interlink their properties
with each other - not surprising you might think when they can both be where the other is. The effect of all
this is that the two become inexorably „entangled‟ and form something that is not two independent systems
but one combined teapot-table system. What‟s more this system, once created, is not destroyed by simple
separation of its two subsystem parts; when I take the teapot away again some of the information required
to encapsulate these richer properties stay „mixed up‟ between the two; the teapot carries away properties
from the table and vice versa, indeed they still form a single teapot-table system which I need a state vector
to describe.
If, once separated, I start to do different things to each part, I find that some properties of both are affected
by whatever I do to just one of them. If I now drop the tiny teapot I strongly affect those properties of the
table that are part of, or were affected by, its previous „entanglement‟ with the teapot. The global nature of
the single state vector describing the complete teapot-table system ensures that, once entangled by some
close interaction, the subsequent correlation of behaviour, e.g. the table being affected by the breaking of
the teapot, occurs irrespective of how far the teapot is from the table when I drop it. The same goes for any
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oxygen atom that bumps into my table – its gets entangled – and when it flies off, it leaves some
information about itself with the table and carries some information on the table away with it. If I carefully
isolate my table and teapot from all such external events in say, some highly controlled and sheltered lab
experiment, I will find that this microscopically „closed system‟ of teapot-table retains all its rich
interlinking no matter how far I separate the two parts of it. If however I put the system in a normal
environment so that it becomes, microscopically an „open system‟, e.g. available to the open air, then these
other entangling interactions (collisions with oxygen and nitrogen atoms, visible light, infra red photons
from the ambient temperature, etc) rapidly re-distribute lots of these richer „quantum‟ properties in a
highly complicated manner over everything the teapot-table interacts with. Each entangling collision
leaves the system itself different, since some of its properties have been entangled with the colliding
object, so each new collision sees a slightly different system and gets entangled both with it and indeed
with the previous colliding object, since some of its properties have become entangled with the system.
Confusing? You bet it is! The result is a highly confused situation in which many of the original quantum
properties of the teapot-table are very difficult to spot. If I make larger and larger versions of my tiny table
and teapot, then, being larger, they get banged by many more oxygen atoms, light photons etc., and the
confusion quickly becomes so huge that those properties that are affected by entanglement become
irrecoverably dissipated amongst this „environment‟ surrounding the table and teapot. The result is that
most of these richer quantum properties completely vanish from view. We say the teapot and the table
have become „decohered‟ from each other by this environmental dissipation of their once joint properties.
However it turns out that some values, of some of the quantum properties, of each different part of the
system, whilst taking part in the entangling collisions with environmental particles are left unaltered by
these collisions. Being unaltered then each subsequent collision sees these same property values in the
teapot and the table, and so the effect on the environment is the same in each case. This means that
information on these values of these properties is clearly imprinted upon the environment for our
inspection. If you think about it, you‟ll soon see that we are only aware of the system through its impact
on the environment – for example we only see it by having some of the light photons that interacted with it
interact with our retinas. Thus what we see when we examine the system is that the two subsystems each
have these particular property values and they tend to hang onto them. Effectively the two parts of the
system have become independent „objects‟.
Which are these magically preserved properties and why are they unaltered?
Well it would take me too far into quantum entanglement processes and symmetry to show how it seems to
work, but basically it turns out that they are unaltered because they are preserved by the very space, time
and velocity symmetries we have discussed in Section 1.6, so they are the properties we associate with
classical physics. This is why classical physics works; it deals only in those properties that emerge
unscathed from the quantum confusion all macroscopic systems interacting with the environment around
them are subject to. It treats different parts of our world as constituting independent ‘objects’ with their
own properties, because that is the only coherent information left available for us to deal with. The
information that linked these symmetry-preserved ‘objects’ to each other, ensuring that they were just
parts of the closed quantum system, gets completely dissipated into the environment, and so they are to
now, to all intents and purposes, the isolated independent objects that populate our macroscopic world.
I also said only some values of these properties are preserved; in fact it is only the real number values of
those space and time symmetry respecting properties that can be unaffected by successive entangling
collisions – so our quantum phase U(φ) effectively disappears from view (which is why we didn‟t know
about it until we could examine behaviour at atomic scales).
Thus, when these properties are all that still reside in my table and teapot then we find we now have two
effectively independent entities, a table and a teapot, that don‟t appear to interlink at all, and that can no
longer be everywhere but have just a single specific location value and specific momentum and energy
values at any one instant. By the time I am making teapots ten thousand times larger (still a millionth of
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normal size), they have become completely independent objects with their own self-contained parcels of
these properties. The fact that these „objects‟ now also move in a highly constrained way according to the
principle of Least Action is down to another consequence of their size, as we shall see in Section 4.4.1.
Because of our own size, such large „objects‟ are the types of entity we have always noticed, lived with
and moved amongst, these remaining properties do not look at all weird to us. In fact we don‟t even
question why the world seems to be full of such independent precisely located objects moving as they do;
it just seems the natural order of things. The difficult thing for us large objects to comprehend is that this
is only the natural order of things because we are large open systems, but the microscopic world from
which we stem has a very different, much more unified, natural order.
{I keep thinking of writing a story of inhabitants of the miniscule planet Quantum, where everyone is
raised in a world in which they are elements of the unified „Whole‟. On planet Quantum, questions like
“Where is John going?” would never be asked “As if everyone isn‟t everywhere and everyone, duh!”
However Quantum astronomers are discovering that a very different behaviour starts to happen when you
go to unimaginably large size scales. The „Whole‟ there exhibits baffling properties in which it seems to
be strangely fragmenting out into separate bits for which the astronomers have invented a strange new
name „objects‟. What‟s worse is that these „objects‟ are getting prevented from properly inhabiting the
Whole, but forced to occupy just a particular part of it at any one instant, and to move in the most weirdly
constrained ways. Many of the rich properties of the Whole appear to have been dissipated away and what
properties remain seem to have been parcelled out and somehow trapped in each separate „object‟ as they
move in their strangely confined paths. The astronomers have invented a highly sophisticated theory called
„Macro Mechanics‟ to describe this giant world involving incomprehensible concepts like „independent
objects‟ moving on „individual paths‟ – but of course most people can‟t get begin to their heads around
such really bizarre ideas!
Back on macroscopic earth, some of you may have been baffled at tales some people like to tell wherein
full quantum richness is assigned to independent macroscopic objects just to show how baffling it is. Well,
of course its baffling because it is essentially a contradiction in terms – any cat, Schrödinger‟s included, is
an independent „object‟ and therefore cannot be neatly entangled with the lethal object that is supposed to
put it in the nice quantum state of both alive and dead. Even a single cell of a cat is way large enough to be
completely decohered from all other „objects‟ in the box. }








The world of the very small behaves in a thoroughly interlinked manner; a single ‘state vector’
rotating in a huge space of property values can describe the properties of a whole system. The
length projection of the vector on a particular value axis of this space determines the probability of
that value being ‘observed’.
The state vector also possesses a quantum phase – in the form of a complex, ‘clock-hand’ type
number that rotates in any given state at a rate governed by the energy-momentum of the state.
Any system can be considered as following all possible paths between any two states A and B, and
the probability of reaching B is the sum of all the ‘clock-hands’ from each path to B from A, added
tip-to-tail, using their respective phases.
The relative quantum phases of all paths leading to a given state thereby determine the size of the
probability of reaching that state: small phase differences give high probability; large phase
differences give low probability. Quantum phase is thus critical to what actually happens in the
physics.
Quantum Mechanics exhibits a new continuous global symmetry, that of quantum phase change;
provided all phases are displaced by the same amount the physics is unaltered.

{The remaining three bullet points are not necessary to the discussion we are mainly engaged in, but are
given to highlight that symmetry is also responsible for the emergence of our familiar macroscopic,
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classical physics and engineering, from the very different quantum physics that governs the behaviour of
all matter down at the atomic level and below.}






4.4

The emergence of the type of physics we are used to in the large-scale world seems to be down to
those quantum properties of a system that are not changed and dissipated by quantum
entanglement with the myriad of individual particles of the surrounding environment; these few
properties adhere intact to the system and remain available for repeated consistent imprinting on
that environment.
It is these properties that give us the sort of self-contained ‘objects’ we are used to in the large
scale world; they appear to possess only those properties that can be repeatedly and coherently
imprinted onto any environment being used to observe the system. Only real number values of these
properties are repeatedly imprinted on the environment so we lose all sight of the quantum phase.
These ‘self-contained’ properties, such as location and trajectory, arise because they are preserved
by our space-time symmetries.
Quantum Mechanics of Circular Motion

Here we shall consider the implications of the rule about quantum phase arrows being added together, tip
to tail, to give the probability that a system goes from A to B, for systems which are confined to move in a
circle or similarly closed loop. Similar discussions will also apply to any system which is confined to cycle
through a confined track, such as a particle trapped inside a box, but the most important cases are rotating
systems, of which motion around a circle is the simplest. I include this sub-section, not because it is
necessary to understand the basics of the gauge theory argument, indeed I shall not need to refer to it again
in the remainder of Section 4, but rather because it will help you find plausible the existence of discrete
families of symmetries when we come to higher dimensional rotational symmetries, such as those of 3-d
rotations. We shall need to consider these when discussing how the concept of explaining forces by the
gauge principle that we shall develop in the rest of Section 4, can be applied to explain the nuclear forces,
in Part III. It will also explain how quantum jumps arise.
Suppose our quantum system is a particle that is being pulled into a circular-type motion, such as an
electron orbiting a nucleus - the confining force being supplied by the electric attraction of the positively
charged protons, rather like the sun‟s gravitational attraction keeping the earth in orbit around the sun.
For simplicity we consider the orbit as a simple circle, but the basic results will apply to any closed loop
orbit. When the particle goes around one complete circle the system has effectively gone from position A
to return to position A. Suppose that at the start we let the quantum phase have angle zero, i.e. U() =
U(0) (which using the mathematical form of U(), turns out to just equal the real number +1 – in my
clock-hand analogy, the hand is at 12 o‟clock). As the particle moves around its orbit the phase angle
changes at a rate determined by the energy so that by the time it returns to A the phase will have changed
by some particular angle governed by the energy and the length of time the orbit took, i.e. the action
around the orbit {note that although we will have gone around by an angle of 360 degrees in actual 3-d
space, this is not the angle of the amount of rotation in the internal space of the quantum phase – that is
determined by the size of the action experienced around the complete path}.
Let us suppose that in going once around the orbit the quantum phase rotates by some angle φ which is
equal to N complete rotations plus an extra angle θ, i.e. φ = N.3600 + θ, where θ is some angle bigger than
zero but less than 3600. Thus U, after one circuit, points in the direction at an angle θ from where it
pointed at the start of the orbit (as previously mentioned we can effectively ignore complete turns of 3600
when it comes to working out the effect of different phase angles since they have no effect on the ultimate
direction). The next time round it will point in the 2.φ direction, which is 2.N.3600 + 2.θ , which is
effectively just 2.θ. The orbit after that produces a phase direction 3θ, and so on. Suppose after n complete
circular orbits, this angle, now nθ, becomes bigger than 3600. At which point the phase direction at A is no
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longer a straight multiple of θ, but rather is the new angle α = n.θ – 3600. The next time around it will now
be at α + θ. Then, m circuits later, α + m.θ will exceed 3600 again and so will start a new series of angles β
= α + m.θ - 2π, and so on, and so on. The net effect is that after a large number of circuits it looks as if we
are adding all the U(φ) with virtually every possible phase angle between 0 and 3600.
Now the probability of the particle ever getting back to A is effectively given by adding up all the clockhands U(φ) at this vast range of angles using our tip to tail rule for addition of vectors. It shouldn‟t be too
hard to see that for every U pointing in some particular direction ψ, there will be a U pointing in the
exactly opposite direction ψ + 1800. This means that they will all tend to cancel each other out and the net
effect is that the overall length achieved after a large number of orbits will be vanishingly small. Now
when adding vectors, the end result isn‟t altered by the order in which we stack each arrow – the resultant
shape of the long wiggly line of arrows is affected, but not the final result of where the last tip finishes
relative to the starting point so we don‟t have to add them in order of increasing numbers of completed
orbits, but rather we can add them in order of increasing net angle above zero. You will see that the arrows
will now form a complete circle so that the final tip, when the phase angle has reached 3600, is basically
right back at the position of the first tail. The result is that the final size of the overall arrow, i.e. the
distance from the first tail to the final tip, is vanishingly small. Given the quantum probability rule for
finding the particle at any point A again after leaving A on this circular orbit, is proportional to the size of
this final arrow (since all these different orbits represent possible paths the particle can take to reach A)
then this means we have effectively zero probability that the particle will be found at A again. Since A is
any point on the orbit, this means we will never find the particle anywhere on such a circular orbit!
Does this mean that there are no such things as circular orbits? Surely this can‟t mean that electrons have
no probability of going around a nucleus? We know that they do go around it! Well in turns out that there
is a special set of orbits for which the above argument of zero probability doesn‟t work. That is when the
change in phase around one circuit is an exact integral multiple of 3600, i.e. when φ = N.3600, i.e. θ = 00
exactly. Then the U(φ) direction after each circuit will be exactly lined up with that at the start and so the
arrows will keep adding up in the same direction and the probability will become very large. Thus the
particles will perform circular orbits, but only those for which the overall phase rotation φ around the orbit
is itself an exact whole number, N, of circles. Different values of N will give different orbits. Since the
phase shift, and hence N, is determined by the action over the orbit, then the small N values occur for small
orbits with low energy.
For an electron orbiting a nucleus there is therefore a smallest orbit, i.e. the one closest to the nucleus, it
will be that for which N = 1. To increase to the N = 2 orbit, we have to add a precise amount, 3600, of
phase shift per orbit. This higher phase shift orbit is larger both in time taken and in energy - the electron
needs more energy to get further away from the nucleus, and being further away it takes more time to orbit.
This extra amount is one Planck‟s Constant‟s worth of action, i.e. h. So it goes on, for increasing values of
N we get increasingly larger orbits. Given that the dynamics of the electromagnetic interaction between the
electron and the nucleus will basically fix the orbital size for a given energy, then the allowed orbits all
have precise energies determine by the need to have these precise action values to produce these precise
3600 phase shits. Thus we get the quantum probability rule forcing there to be only a discrete set of orbits
occurring allowed within atoms, the infinity of all other orbits effectively rub themselves out from
existence by the phase cancellation process I described above.
As an aside, there is a way in which we can see these discrete sets of allowed states in macroscopic
objects. This is when we have macroscopic motions that emulate the behaviour of quantum phase. Such
motions are cyclic motions and waves. Two sound waves arriving at the same point will produce a loud
sound when they arrive „in phase‟, i.e. at the same point of their up-down pressure cycle, but zero sound if
they arrive in exact anti-phase (where the attempt to increase the pressure by one wave is exactly
counteracted by the other wave trying to decrease the pressure). A close analogy to the circular orbit of a
quantum particle is that of a plucked string on a harp (or a guitar or violin, but a harp is simplest because
all we ever do it pluck it whereas on the others we put our finger on it in one place and pluck somewhere
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else). At the instant we pluck it we have stretched it horizontally so that it takes up the shape of a sort of
sideways V shape, with a sharp pointy change of direction at the place we are actually plucking. But very
soon after we let go it will be swaying backwards and forwards in a very smooth way, no pointy-bit
anywhere, in fact it will basically look like half a nice wave with a broad maximum in the centre going
swinging backwards and forwards, reducing to zero movement at the two ends. This will produce nice
sound waves of a particular frequency that we hear as a particular musical pitch; we call this the
fundamental frequency of the string. The shorter strings produce shorter half-waves with higher
frequencies and higher pitches. It doesn‟t matter much where on the string we did the actual plucking, we
still end up with this half-wave motion backwards and forwards with a maximum amplitude at the centre
of the string. In fact if we take high speed pictures of the motion and analyse it carefully we see that the
actual shape is made up of a discrete set of frequencies each one an integer multiple of this main,
fundamental frequency of the single half-wave shape. The same goes for the sound frequency we hear: it is
dominated by the pitch of the fundamental note, but also contains smaller amounts of exact multiples of
this frequency, what we call the harmonics of the note. But if we analysed the initial V shape we stretched
the string into as we plucked it, we would find that it was made up of a continuum of frequencies – sure
enough most energy would be around the fundamental frequency, because our V shape is not that far from
a half-wave shape, but there would every sort of frequency near that, falling only slowly in size as we
moved higher up in frequency. Where have all those other frequencies gone?
Well when we let go of the stretched string what happens is that the string tries to get back to its unstretched state and this causes the different parts of the disturbed shape to effectively run vertically up and
down the harp string from one end of the string to the other at their own frequencies; the end points reflect
the waves back so they run up and down the harp string from one end to another, coming back to the same
point just as if they were running around a loop. The phase argument above now comes into play:- as the
waves run backwards and forwards, unless each up-coming disturbance arrives at any particular point inphase with the down-coming ones they will start to cancel out each other‟s back and forth movement, only
those that arrive exactly in-phase will stay built up. Given the length is fixed, this results in waves whose
phases have done an exact number of „rotations‟ (in this case that translates to forward and back cycles of
the string movement) during the time it takes them to go once up and back down the string. Thus the string
will only sustain a discrete set of frequencies F, where F = N.f, f being the fundamental frequency and N is
an integer, i.e.1,2,3 etc. When N = 1 we have the lowest frequency, the fundamental note, all higher values
of N represent harmonics. This discrete set of „allowed‟ frequencies f = N.F is essentially analogous to the
discrete set of „allowed‟ actions around the atomic electron orbits of S = N.h, with N= 1 giving the
smallest, lowest energy orbit – the so called „ground state‟ of the atom.
I have treated the problem of electrons going around a nucleus as if the orbits were simple circles in twodimensions since this is the easiest way to illustrate why most closed loop paths aren‟t able to sustain
themselves. In real atoms we need to consider the fact that the orbits are three dimensional and the
electron‟s phase is also affected by its spin (see later) and its interaction with the fields within the atom.
Thus things are a bit more complicated than with the effectively one-dimensional harp string, but the
general principle still holds – the net effect is that we get the electrons orbiting with the discrete set of
widely-spaced energies as I‟ve described above, but when we look more closely, each of these energy
levels is actually itself made up of a closely-spaced discrete set comprising different sustainable
orientations and shapes of the orbit according to the size of the angular momentum of the orbit (itself a
measure of the action), but I will return to this later in Section 5.1.
When the electrons in an atom change their energy, such as by emission of absorption of a light photon,
whilst still remaining in the atom, the change can only be by the different energies of these orbits, so only
photons of given energies can be absorbed or emitted. Thus the energy can only jump by the discrete
amounts that separate these specific orbits – this is where the phrase „quantum jumps‟ comes from. It was
through the study of the interaction of light with atoms that the quantum theory was first arrived at, so
initially this property of discrete energy (or strictly speaking action) change was central to the whole thing.
However we can now see it more as a by-product of confining a system so that it must keep going back
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and forth over the same paths. Unconfined systems, such as any free particles, can have any values of
action they like. Planck‟s constant h is not then a measure of the smallest action difference, it is simply the
number that tells us how fast the quantum phase rotates at any given energy.






4.4.1

In two-dimensional motion of rotation around a circle, only a certain discrete set of orbits are
sustainable. These are those around which the quantum phase change is an exact number of
complete rotations.
This mean only orbits around which the action is a whole number of h, Planck’s Constant, can
sustain themselves..
All other orbits cannot be sustained as each circuit produces a different phase and after many
rotations the probability of finding the particle on that orbit vanishes.
The effect is analogous to the way in which a harp string will only sustain the discrete set of
frequencies that constitute an exact number of full cycles of the wave motion; all other frequencies
cannot be sustained on the string.
In three dimensions we get this effect also applying to the orientation of the axis of rotation such
that only a fixed set of orientations are sustainable.
The Emergence of the Least Action Principle

“Wait a minute –”, I hear you cry (at least those of you with good memories of the discussion Lagrangian
mechanics back in Section 1.5) “- didn‟t you explain at length that classical mechanics could be rephrased as saying that systems followed the path of least action, yet here you are telling us that quantum
mechanics allows very specific actions when things go around loops, and that freely moving objects can
have any action they like! So doesn‟t quantum mechanics directly contradict classical mechanics?”
No, on the contrary, as I hinted at back in Section 1.5, it actually helps explain this apparent ability of
classical systems to „sniff out‟ the least action paths. The objects that concern us as classical physicists are
large; bridges, billiard balls and bacteria are all classed as extremely large in quantum terms. Their mass is
so great that the actions involved in any appreciable movement are truly enormous. Suppose we have a
tiny ball-bearing, with a diameter of no more than a millimetre, and we look at two paths that quantum
mechanics might say it could take when rolling from a fixed starting point, to some completely arbitrary
point a millimetre way. In general even if one of the paths deviated from the other at some points by, at
most, the diameter of a single atom (i.e. a deviation far less than we could easily detect given that even a
nice shiny ball-bearing has a surface roughness much bigger than this) the difference in quantum phase
between these two paths would involve millions of trillions of complete rotations. Thus a whole collection
of such very close paths would arrive at the endpoint with completely randomly distributed phase vectors.
Thus, like most of the circular paths we discussed above, the results would add up to vanishingly small
probability of finding the ball-bearing at that point.
However suppose the point we look at is not an arbitrary one, but is actually on the path of least action
from the starting position. Then, if we think of how the action, S, must vary for paths close to this least
action one, we would find that a graph of S versus path deviation fell on a sort of U curve, with the least
action path having the value Smin at the very bottom of the U. From what I said about paths just an atom or
so away, those paths would have S values way up one side or other of this U, since their actions would be
trillions of h (Planck‟s Constant) larger than the least action one. Also any of the neighbours of these nonleast action paths on the steep sides of the U would also be billions of h different from each other.
However now look right at the very bottom of the U. At this bottom position, where the least action path
lies, the rate of change of the action with change of path briefly vanishes, the actual bottom of the U is very
briefly flat with a whole bunch of paths having actions very close to Smin. In this very bottom region a
whole bunch of closely neighbouring paths arrive at the point on this least action path, with their quantum
phases all pointing very much in the same direction – hence we get a large probability of finding the
system travelling to this least action point. Since we can repeat this argument for all points on the least
53

action path, this is only the path that we have any chance of finding the tiny ball-bearing on. {You can
also now see why it is sometimes the path of maximum action, rather than minimum action, that a system
will take; then the action across different paths might follow a curve a bit like an inverted U, i.e. a ∩ shape.
Here the top is like the top of the trajectory of a ball thrown in the air – on the way up and back down the
height is changing rapidly, but right at the very top we get a momentary pause, no height change is taking
place momentarily – so if the action follows this height pattern it will be the path right at the very top that
has neighbours that arrive approximately in phase and build up the probability.}
This is why we only find our everyday objects travelling on the least action paths, and hence, since we saw
that this was equivalent to the path given by Newton‟s Laws, this why Newtonian Mechanics works as
well as it does.
Thus you now see that, far from contradicting the Least Action Principle, quantum mechanics actually
explains it!
{Note however that if the system is microscopic then the overall action is not huge and the paths can vary
significantly without getting too far out of phase and so the least action path is not particularly special – the
tiny quantum system can, and does, follow many paths, as I‟ve said.}





4.5

When the system is of a macroscopic scale (such as everyday-sized objects) the actions are so
enormous that in closely neighbouring paths, from one point to any other point, they will differ
enormously in phase when they arrive at that second point, so the sum of contributions produce
massive amounts of phase cancellation, making the probability of reaching that point vanishingly
low.
Thus the multitudinous paths that microscopic systems with small values of action can move on
become disallowed when the system grows to anywhere near macroscopic size.
However, if the point being moved to lies on the path where the action is at a turning point (i.e. the
minimum or maximum action of all the possible paths), then the closest neighbouring paths must
have phase changes very close to that of it, and so they all arrive roughly in-phase with it, even
when the absolute size of the action is large. This thereby produces a constructive build-up of
probability to reach such a point. These points thus become the only points that macroscopic
objects can reach, thus explaining why the least action principle works for large scale objects.

Electromagnetism in Quantum Mechanics

When we first developed quantum mechanics we found that lots of the mathematical operations we used to
handle classical physics could be translated into quantum mechanics, via a sort of classical-to-quantum
recipe book. This allowed us to turn classical Lagrangians into quantum Lagrangians and our classical
equations of motion turned into operations that we could use to rotate the state vector around the state
space, giving us the equations that tell us how the quantum system behaves.
When we started looking at the quantum mechanics of charged particles acted on by electromagnetism, we
took Maxwell's mathematics and applied the quantum recipe book, giving us terms in the equations that
provide for extra rotations of the state vector to take account of electromagnetic interactions. It turned out
that the resulting quantum equations presented some huge technical difficulties (some of which we will
need to mention later), however these were eventually overcome to produce the theory known as Quantum
Electrodynamics - QED for short.
Like the classical theory, QED is basically a field theory, but the way the mathematics turned out, it
became convenient to treat it in terms of particle-like excitations of the field, known as photons. The way
the force acts between two charged particles is all described in terms of emission, absorption or scattering
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of photons by these charged particles. {Indeed at high energies it turns out that we need to treat all the
matter particles, such as electrons, as excitations of „particle fields‟, so we have the electromagnetic field
exchanging particle-like excitations, i.e. photons, with particle-like excitations of the „electron‟ field i.e.
electrons.}
The photons have no mass but they do have a unit intrinsic spin, which means they are always spinning at
a rate of one 'atomic unit of angular momentum‟; angular momentum is for rotational motion what
momentum is for linear motion – if our systems have global circular symmetry about some axis then,
according to Noether, the conserved quantity is the angular momentum about that axis. One atomic unit (it
turns out we can measure angular momentum in units of h, as we do action) is the smallest amount of spin
that still looks enough like „ordinary‟ spinning for the purposes of analogies with spinning bullets that we
shall employ later. It was long known that light could carry angular momentum - it was said to be
'circularly polarised', and it could set any charged particle that absorbed it spinning or moving in a circular
fashion. We could also have 'linearly polarised' waves which meant that they carried no overall angular
momentum. With QED we would see these latter types as combined states of left-handed (negative angular
momentum) and right-handed (positive angular momentum) spinning. By „right-handed‟ and „left-handed‟
I am referring to a relationship between the direction of spin rotation and the velocity direction: when you
look along the direction of motion in which the photons are travelling, their spin is in the orientation,
clockwise or anti-clockwise, that a right-handed or left-handed screw, respectively, would turn when being
screwed into something in that same direction. Thus a photon moving away from us would have a righthanded spin if it looked as if it was spinning clockwise from our viewpoint.
It turns out that particles in quantum mechanics exhibit collective behaviour that depends on the amount of
intrinsic spin they carry; this is described by the Spin-Statistics theorem that I briefly mentioned way back
in Section 2.4. If the size of the intrinsic spin they have amounts to an integer value (0,1,2 etc) when
measured in atomic units of angular momentum, such as the photon which carries spin 1, they are called
bosons, because collectively they behave in a manner first described by the Indian scientist Satyendra
Bose. If they have half integer (1/2, 3/2, etc) spin values, like the electrons, protons and neutrons which all
carry spin 1/2; these are called fermions (after the great Italian genius Enrico Fermi). Bosons and fermions
have a collective behaviour that is diametrically opposite to that of each other. For reasons that lie in the
deepest, darkest parts of the Special Relativity symmetries in quantum fields, bosons like to bunch,
gathering in the same state, & fermions stay far apart, allowing at most one fermion in each of a system‟s
possible states. It turns out that force fields are all bosons and matter „fields‟ are all fermions.




4.6

The Quantum field theory of electromagnetism can be treated as a theory in which particle-like
modes of the field, photons, are emitted and absorbed by charges
Photons have no mass but they have spin 1, which can either be left-handed or right-handed with
respect to the direction of travel (i.e. like a left- or right-handed screw would move).
‘Particles’ with integer spin are bosons; those with half-integer spin are fermions. Force fields are
bosons; ‘matter’ fields are fermions. Collectively bosons bunch together, fermions keep apart.
Quantum Phase Symmetry – where Gauge Theory is Born!

{This Section finishes the real crunch of the mechanism that leads to the idea that gauge symmetry
‘explains’ the need for force fields. I can’t pretend that it is easy to follow the whole thing the first time
around, especially if you have never played with differential operators – don’t worry there is no need for
such knowledge, I’ll tell you all you really need to follow the argument, but things always seem more
complicated when you see them for the first time. Nothing in this story is more intellectually challenging
than this bit, but stick with it and you will get the general gist, I promise!}
It is when quantum mechanics is made to obey the Special Relativity symmetry that we find that the
interlinking that characterises the quantum world is even greater and everything, including, as mentioned
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above, matter particles such as the electron, is best described in a field-like manner. Our „paths‟ between
different states, discussed above, are thus different ways in which the fields can change in going from field
configuration A to field configuration B. Furthermore each particle field seems to consist of two oppositely
signed versions, particle and anti-particle fields – they do everything in the opposite manner to each other,
and can, in several senses, appear to cancel each other out.
We also find that the conserved quantities are those that our classical-to-quantum recipe book says are
those for energy-momentum, but it turns out that the extra inter-linking gives us a certain temporary
latitude in our bookkeeping, a loosening of the energy-momentum conservation constraints over short
spacetime intervals. When we are dealing with very short spacetime intervals we find that very large
deviations from energy-momentum conservation are allowed. The reasons follow the same sort of quantum
phase argument that allows small action systems to stray from the least action path, even though large
action systems are forced to stick to it. Here the importance of low action for this „straying‟ is not so much
the overall energy of the system, but the length of time (or rather spacetime interval) over which the
energy-momentum is straying – the longer the interval the higher the overall action and the more random
that contributing phases will be if the system is not very close to the energy-momentum required by the
energy-momentum conservation law. In tiny spacetime intervals the energy fluctuations can be enormous
and we still don‟t get enormous phase shifts and ubiquitous phase cancellations, so much of what happens
involves huge energies. This is what lies behind the need for high energies in our huge „microscopes‟, at
CERN and the like, that attempt to probe the very small.
It should be clear from our discussion in Section 4.3 that, without introducing anything in the way of
particular forces of nature, we do have another global symmetry that we didn't have in our classical
physics. Quantum Mechanics depends heavily on the quantum phase factor, but only the relative phase
angles of different „paths‟ matter. Thus the physics is unaltered if we turn all the phase angles everywhere
by the same amount. Phase angle change is therefore a global continuous symmetry of the physics. By now
the mantra should be familiar: “Noether taught us that when you have a global continuous symmetry you
must have a conserved quantity, and if the local value of that quantity is to change then this must because
there are currents of that quantity flowing into or out of that locale”.
Can we apply Noether‟s mathematics to what seems essentially a feature, not of the physical world, but of
the 2-d number space, our U(φ) clock-face we call the complex number plane, associated with the state
vector? If we do apply Noether‟s analysis, what thing does it show as being conserved by this global
phase symmetry, and can that thing be „real‟? Well, when we do the sums, it turns out that „the thing‟ is
some scalar quantity; let's call it q, which can be either positive or negative, or indeed zero. Now what
aspect of physics have we found with just this property? You‟ve guessed it - electric charge would fit the
bill as a candidate for „q‟.
So how can we probe further whether or not q is electric charge? Well, we saw that in classical
electrodynamics it was the symmetry of the potential field V that lead to electric charge conservation, so
has quantum phase something to do with electromagnetic potentials? Using the clue that electromagnetic
potential fields also exhibit a local „gauge‟ symmetry, let‟s see if we can push this mysterious link between
quantum phase and electric charge by trying to demand that quantum phase has local gauge symmetry, i.e.
that the physics be symmetric under a local change of phase.
I‟ve explained in Section 4.3 that if we change the phase associated with one part of a physical system with
respect to another part then the probability of state transitions involving these two parts will change. In our
two-route example, if the two routes produced opposite phases we saw that the second state would not be
reached, so if we changed our phase locally so that one route got an extra half-turn, the two routes would
end up with parallel phases which add up nicely, and so the second state would be reached with high
probability. This is borne out in the maths; when we let the operators of our quantum equations face a
phase factor that can change locally, independently of the overall state vector rotations representing the
physics, then, when we perform the operations of our quantum equations, we get a set of additional
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rotations of the state vector itself in the big property space. Thus the physics is dependent upon such local
changes of phase, just as we‟d expect. In fact, given that we are allowing arbitrary changes of phase, the
resulting equation makes the whole physics look arbitrary – the very form of the equation has changed so
that it is now not even the same type of equation. Thus if we start out with an equation that describes
wave-like behaviour of the fields {there are many different forms such equations can have but they all fall
under a general class known, unsurprisingly, as „wave equations‟}, once we allow arbitrary local changes
of phase we get nasty new terms that make it no longer a wave equation. This bodes badly for the idea that
we can impose local phase changes with impunity.
But a problem with a global change in phase is that, strictly speaking, now that we know about Special
Relativity, we have to acknowledge that spacetime doesn‟t allow us to do a truly global change - such a
universal instantaneous change, happening everywhere at once, would imply a change that went at an
infinite speed, which is impossible in the geometry of spacetime. But if we did want our quantum system
to make physical sense under independent local phase changes in the state vector, we would also have to
add yet further terms that will somehow cancel the nasty terms that get introduced by allowing arbitrary
local phase changes. Only then would we be able to restore the quantum equations to some proper physics
form.
We are saying that we want to be able to make local changes to the global phase angle, , of our clockhand U(). This means that, on top of those  changes that are built-in by the physics described by the
Lagrangian and the resulting equations of motion, i.e. those that rotate  according to the energy and path
length as described in Section 4.3, we want to be able to make some arbitrary changes of , which can vary
from place to place, and yet have the physics unaltered by such a change, just as it is under a global phase
change . Let us label our arbitrarily varying  as (x) – meaning that its value depends on each spacetime
point x.
Our quantum Lagrangian is full of differential operators, which I‟ll generically label . They are the same
type of operators that we use in the 4-gradient. Our problem is that, under a local phase change   (x),
our differential operators will each produce some nasty new term involving the 4-d spacetime gradient of
the local phase change, , every time they are applied. I‟ll denote this arbitrary transformation of the
equations by the symbolic, but reasonably accurate, shorthand
when   (x) then    + (x).
The addition of an arbitrary phase gradient (x) every time we have a differential operator in the
Lagrangian (and there are always several) makes no sense physically. What we would need to do if we
were to ever get the quantum equations to be invariant under such local phase changes, is to add some
physically sensible term to each differential operator – let‟s call this term Q, which is such that, under
these local phase changes, Q itself produces the negative of the nasty new phase gradient term arising from
the action of the differential operator on the phase angle. Thus we change our differential operator from 
to  + Q, where Q is such that
when   (x) then Q Q - (x),
and the action of our new differentials, when we allow a local change to (x), changes according to
 + Q  [ + (x)] + [Q - (x)] =  + Q,
in other words, the effect of these new differential operators doesn‟t change when (x) changes locally,
however arbitrarily.
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But does this make any sense at all? For it to do so we would need two additional conditions to be
satisfied. The first condition is that there exists some quantity Q that transforms in this opposite way under
local phase changes and yet is not rendered physically nonsensical by such arbitrary transformations. The
second condition is that changing the equations by replacing all the differential operators  with the new
operators  +Q (which is bound to change the physical meaning of the equations) still describes some
sensible physics, this means that Q itself has to mean something sensible and can be sensibly added to the
differential operators in this way.
All sounds very pie-in-the sky doesn‟t it? Surely we can‟t find a Q whose physical meaning would still
make sense when we subtracted a totally arbitrary phase gradient from it, and even if we did find such a Q,
surely it is highly unlikely to make physical sense to just add it to every differential operator in the
Lagrangian?
Well, in terms of finding a physical quantity Q to which we can add any arbitrary gradient of some
arbitrary scalar function without messing up the physics it relates to, we have just waded through a long
argument that says that this is exactly the property that the electromagnetic 4-potential field A has! If A
was the basis of Q then yes, we certainly can add any arbitrary gradient of a scalar function to it with no
physical consequences; we can certainly choose this to be the negative of our nasty phase gradient, (x),
and we won‟t affect the physics described by A.
Ok, so we can have sensible quantity A as a candidate entity transforming as Q, but does it make sense just
to add A to each differential operator in our Lagrangian? Well it turns out that is just where the classicalto-quantum recipe book, when applied to Maxwell‟s equations, tells us we have to put A to make the
quantum equations of motion properly include electromagnetism!
This really does looks too good be true – and it almost is. In attempting to spell out the logic clearly I have
glossed over a problem in implying that we can add a non-differential quantity Q to a differential operator
 and still have everything be hunky-dory when they both act on the state vector. It turns out this will only
work at all if the clock hand function U factor of the state vector, not the phase angle itself but whole
clock-hand, U(), looks basically the same after the differential operator acts on it, as it does before (see
below for a more detailed explanation of why we need this condition). Most functions look very different
after being operated on by a differential operator, but there is one that doesn‟t - lo and behold - it is the
clock-hand function, exactly the one we are dealing with! Thus the clock-hand function of phase is the one
quantity that we can apply all the above logic too!
Thus our blatant cheating, designed purely to bring about a local symmetry in quantum phase, does
produce a sensible physical equation that is unaltered by such changes, but to achieve this we have to turn
it into the quantum equation that includes electromagnetism. Thus QED, or something very like it, seems
to be required to give us the local symmetry in quantum phase.
For those interested in knowing a little more of what is happening in the mathematics, and in particular the
need for the similarity property of U() under differentiation, I offer the following rough sketch, repeating
the argument above in more detail, with some preliminary general discussion of how we handle rates of
changes, using a simple business example which may be of interest to all readers, but if the resulting
symbolism is a step too close to actual the maths, just jump straight to the bullet point conclusions; you
already have the gist of what is happening. If you can get through it, however, you may gain a better
appreciation of what an extraordinary ‘coincidence’ the relationship between the electromagnetic field
properties of A and the quantum clock-hand U, turns out to be.
The problem arises when we allow a global phase factor in the state vector, U(), i.e. a constant change in
phase everywhere throughout the system, which we know won‟t affect the physics, but we think gives us
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the conservation of electric charge, to change locally in an arbitrary manner, i.e. when we allow  to vary
arbitrarily with spacetime position, x; so that U()  U{(x)}.
Before we tackle this, we really need to know a little about how we look at the rates of change we get in
products and functions of things that are themselves changing. In general this is complicated. Let me look
at it first using a simple business example with no fancy physics:Suppose we want to estimate the rate of change of income level from part of a service business where the
income stream is given by the numbers, N, of each service performed, and the gross profit P on each
service. The number of services performed is a function of the staff, S, providing the services. The profit
on each service is a function of the materials costs, M. In general both S and M are changing. Over a year
it might be very difficult to work out how much change there will be in the income N(S).P(M). The
differential calculus approach simplifies the process by concentrating on „instantaneous‟ changes (it will
later then use the integral calculus to add up all these instantaneous changes to get the result for the year,
but we don‟t need to concern ourselves with that bit); in our business model we might treat the change over
a single day as being a reasonable approximation of „instantaneous‟, so we might say that [N(S).P(M)] is
the change of income we get over a single day. Now first suppose we manage to hang onto the same staff
that day, then N is just a constant and so any change must be down to the change in the profit of each
service due to a change in M used that day. Thus the change for that day is just the change in the profit of
each service, multiplied by the number of services. Symbolically the result is
[N(S).P(M)] = N. P(M).

Ia

We can do the same thing for a day when the staff changes, if we assume that the material costs are
constant that day then we get an income change just given by the change in the number of services i.e.
[N(S).P(M)] = P. N(S).

Ib

The advantage of the differential calculus using such „instantaneous‟ intervals is that we can neatly split
the change into the change given by material cost changes only and the change given by staff change only
and just add the two together to get the overall effect of both types of change. Symbolically the result when
both S and M change that day is thus just the sum of these two
[N(S).P(M)] = N.P(M) + P.N(S).

II

We need to look at just one more complication in working out such changes. Suppose the functional
relationship between the number of services performed, N, and the number of staff, S, i.e. the function
N(S), itself changes. For example it could be that there is a certain overhead level of tasks that, when S is
large is performed efficiently with marginal effort and so has very little effect on N for a given number of
staff, but that as staff numbers fall this becomes more burdensome on each member so we get less services
per staff member and so N falls as a function of S. It turns out that looking at the „instantaneous‟ rates of
change that differential operators like  give us also simplifies this combined effect so that the overall
effect is just the change the „shape‟ of N as S changes, multiplied by the actual change in S. Thus we get
the final symbolic expression we need
N(S) = N.S.

III

These simple ways of handling complicated rates of change are the main reason for using the differential
calculus.
So we are now have all we need to look at what changes we get in our Lagrangian etc. when we allow
arbitrary local phase changes, i.e. when we let U()  U{(x)}. In what follows we will look at U as
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being a bit like our number of services function, N, with S taking the role of φ. The role of profit function,
P, will for our purposes be played by some catch-all function V(x), that describes the physical parameters
of the system, such as all the existing field potentials in the Lagrangian, or the state vector in the equations
of motion.
When the differential operators of the Lagrangian act under these conditions then each such operation
creates a new term containing the factor U{(x)}, the 4-gradient of the scalar clock hand function
U{(x)}. Let us look first at what happens if φ (the equivalent of our staff, S, in the business example)
stays constant. In the Lagrangian we will have expressions like U().V(x). V(x) will contain various
things including the relative phase changes going on as determined by the energy etc, but U is a just a
function of some constant global phase displacement  that applies everywhere. Thus, just as with N when
the staff was not changing in our business example, the differential operator only picks out the V(x) to
work on, effectively ignoring the U, other than to leave it as a multiplying constant, just as it did in Ia. In
such a case each differential operator produces the „normal‟ term in our equation of motion
[U().V(x)]  U(). V(x),
i.e. the rate of change of U times V is just U times the rate of change of V, since only V is changing. We
get one such term for each differential operation in the equations (there will be several such operations).
You can assume that when this is done with all the differential operators in the Lagrangian the quantum
equations of motion produce sensible results, i.e. ones confirmed by experiment.
However if we now allow our previously global phase factor to arbitrarily differ from one place to another,
then, from each differential acting on U{(x)}.V(x), then, just as with our combined staff and materials
cost changes in the business in II, we get two terms, i.e.
[U{(x)}.V(x)]  U{(x)}. V(x) + V(x).[U{(x)}];
the rate of change of U.V is now U times the rate of change of V plus V times the rate of change of U.
Lastly, just as we had with our numbers of service N being a function of the number of staff S that changed
is functional shape when S itself changed as in III, so the differential of the whole clock-hand function
[U{(x)}] now appearing in this added term is itself given by the product of the gradient of the phase
angle  and the gradient of clock-hand function U, which I‟ll write as U, so that we have this part
becoming [U{(x)}] = U.(x). Thus the whole additional term, resulting from allowing local changes
of , becomes + V(x). U.(x).
Since we have said that we wish to be able to make any changes we like to the phase angle, , then (x)
is arbitrary, so this new term is totally arbitrary and renders the whole equation nonsense in terms of the
physics it describes. Every time there is a differential operation in the Lagrangian or the equation of
motion that is there to give us something looking like U{(x)}. V(x), we get this nasty additional new
term of the term + V(x).U.(x), which is bound to be physical gibberish.
To counteract this we need something that yields a further term that is equal and opposite to the nasty one,
i.e. everything gets repeated but with –V(x).U.(x) coming in, to cancel out the +V(x).U.(x).
Instead of  we put ( + Q) such that when   (x), Q is transformed according to Q  Q - (x).
Before we make any local phase change, our individual differential operators now yield
( + Q) U().V(x)  U().V(x) + Q.U().V(x)
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(A)

The differential operation just produces the equivalent if Ia (or Ib), and the Q just multiplies the thing
being operated on i.e. the U.V. The addition of the Q.U.V terms will clearly change each part of the
Lagrangian and the equations of motion that involve one or more differentials, but what this change will be
will depend upon what Q is (we are certainly not going to be interested in any arbitrary Q, but so far we
have only constrained it to be something that transforms under a change in  such that it is equal to what it
was before the change minus the differential (gradient) of . We must leave the question of what this
change means for the physics of (A) until later.
What we first need to know is what happens to it when we then make our local phase changes, that is when
  (x) and Q  Q - (x). Well plugging these in, what we get is
[ + Q - (x)] U{(x)}.V(x)  U{(x)}.V(x) + U.(x).V(x)

{from the  operator}

+ Q.U{(x)}.V(x) - (x). U{(x)}.V(x). {from the Q - (x)}
If I re-write the terms on the right-hand side, changing their order and swapping the order of factors in the
very last one, we get
[ + Q - (x)] U{(x)}.V(x)  U{(x)}.V(x) + Q.U{(x)}.V(x)
+ [U - U{(x)].(x).V(x).

(B)

We see that the first two terms on the right-hand side of (B), are just the same terms we had in (A), when 
was just a global factor, so if there were only these two we would have achieved our first goal and made
the equations all be unchanged when   (x).
Unfortunately we still have the last part [U - U{(x)].(x).V(x) which is really the two nasty terms; the
U.(x).V(x) from the change the differential operator sees, and the - U{(x)}.(x).V(x) that comes
from the - (x) provided by our Q.
However, the way I have written it you can easily see that this nasty stuff will vanish if
U = U{(x)},
since then the square bracket multiplier in (B) goes to zero, and when we multiply (x).V(x) by zero then
the whole last term in (B) goes to zero as well.
So we need U to be a function whose differential U looks the same as U itself. As I said above, amazingly
there is only one type of function for which this is true - and this is U the clock-hand type function!
When we look at what form clock-hand rates of change take, we just end up with something that still
behaves like a clock-hand. For example try plotting out the velocity of the tip of a clock-hand – it goes
round and round at a constant rate. It is like a clock-hand that has been shifted forward by 900 – or 15
minutes if you like (if the hand is vertical at 12 then the velocity of its tip is horizontal i.e. towards 3, and
when the hand is at 3 then the tip is moving downwards towards 6, and so on. So in fact
U = i.U{(x)}.
Remember we saw in Section 4.3 that i = (-1) rotates everything in the complex plane by 900. Thus to
allow our cancelling term from Q to keep up with this 900 forward shift we have to multiply Q itself, and
hence the - (x) when it comes into play, by i.
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Thus, because of the peculiar properties of the clock-hand nature of quantum phase, we have found that we
can add a quantity i.Q to each differential operator, such that if i.Q  i.Q –i. (x) when   (x), then
the modified derivatives of the form ( + i.Q –i. (x)) give the same result. Thus provided we include
such a Q with each derivative in the equations then we can have local symmetry in quantum phase as well
as a global one.
{If we look at the rate of change of the velocity of the clock-hand, i.e. the acceleration, we just get another
clock-hand motion shifted by another 900, and so on, so it doesn‟t matter how many differential operators
get involved we should still be able to work the trick. Those familiar with complex functions would now
have guessed that U must be a function of the form U =exp{i(x)}, even if I hadn‟t already told them in
the bit of Section 4.3 for those with familiar with „complex functions‟.}
As I said above, we‟ve just gone through a lot of labour showing that the 4-vector electromagnetic
potential A has exactly this property we need in our Q – the electromagnetic gauge invariance was such
that A  A + F(x) left the physics of the field unchanged. Remember F was any function we liked, so it
can be F = -(x) and we get A  A – ∂(x).
OK, but what about the first objection, does it make any physical sense to replace each  by ( + i.A )?
Again, as I said above, adding an electromagnetic interaction according to the classical-to-quantum recipe
book amounts to doing virtually that - we actually have to change the differential operators according to
  ( + i.q. A )
where q is the electric charge, itself a scalar so it doesn‟t affect our argument, we just make F = -(x)/q and
everything arbitrary gets cancelled. So if we make the A transformation A  A - (x) /q then we will
have our equations exactly in the form Maxwell would want in QED and A will exactly perform the role of
Q, cancelling all our nasty phase change terms and giving us local phase invariance!
A differential operator designed to effectively ignore a certain set of changes is called a „covariant
derivative‟ – meaning that it automatically „co-varies‟ with the thing you want to ignore, so effectively it
doesn‟t see that particular change. It is usually denoted by the symbol . In this case our ( + i.q. A ) is
covariant under local quantum phase change and can be written as . If we write our Lagrangian in terms
of covariant derivatives it looks just the same as the Lagrangian before we ever thought of quantum phase
symmetry – except that all the  are replaced by . This transformation of the derivative to a covariant
one to allow the equations to have local gauge symmetry is a gauge transformation. Thus if we start with a
Lagrangian that can describe the physics of a system without any electromagnetism, and then we change
all its differential operators  to , we now have the Lagrangian that will describe the physics with
electromagnetism.
Thus the curious gauge invariance feature that we found in classical electromagnetism now seems to have
the crucial role of being exactly what we need for our quantum mechanical equations of motion to be
symmetric under local changes of quantum phase. It acts as the compensating field we would need to
introduce if the equations are to be invariant under local phase changes.



Applying Noether to the symmetry of global displacement of the quantum phase, we find that the
associated conservation law is of a scalar quantity ‘q’ that can be positive, negative or zero. Could
‘q’ be electric charge?
Since in classical electromagnetism, charge was conserved because of the same type of symmetry
in the electric potential V, could the phase be related to the potential fields? If so could basic
quantum theory be locally gauge invariant in phase?
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4.7

Not as it stands; local phase changes do change the physics and arbitrary local changes make the
quantum equations unphysical.
The equations are unphysical under local phase variations because the differential operators
create extra non-physical terms involving the arbitrary 4-gradient of the scalar phase.
We can remove these unphysical extra terms if we add a term to each differential operator that
transforms under these phase changes by subtracting this 4-gradient of phase change
We also need to exploit a peculiar property of the phase clock-hands functions,U, namely that their
rates of change, in particular their 4-gradients, U, also look just like clock-hands U.
We also need this extra term added to the derivative operator, to make some physical sense placed
there, and to avoid changing the physics when it transforms this arbitrary way.
This latter property is exactly what the electromagnetic 4-potential, A, had as a consequence of
gauge invariance property of electromagnetism.
Also where we need to put this A -like term is exactly where the classical-to-quantum recipe book
would have us put the electromagnetic-potential if we wanted there to be electromagnetism in our
quantum physics!
Thus local quantum phase symmetry only works when we add in a ‘compensating’ field and,
through the remarkable gauge invariance property of electromagnetism and the clock-hand
property of quantum phase, the electromagnetic field exactly fits the bill – it’s as if the two were
made for each other!

Is Electromagnetism Just Quantum Gauge Symmetry?

Phew, I agree it is heavy, complicated, stuff, but the implications are startling – let‟s look at them:If we start with a neutral system in which there is no such thing as charge then the quantum symmetry
under global phase change suggests that there should be a quantity that could be a candidate for charge, but
any electromagnetic field to go with it would have to be „written in by hand‟ using the classical-toquantum recipe book. However if we don‟t do that, but we do demand that the physics should behave
symmetrically under local phase changes - a gauge symmetry in quantum phase - then we have to change
the equations by adding a term to each derivative that will compensate for, i.e. cancel, the non-physical
effects that such an arbitrary freedom would otherwise produce. This will only make sense as long as we
can find such a term that makes physical sense, and which doesn’t go screwy when it transforms in this
compensating way. The net result is that we add a field to compensate away the non-physical aspects of
local phase changing at random, and that compensating field bears all the hallmarks of the electromagnetic
field!
Have we therefore derived quantum electrodynamics from the requirement of local gauge symmetry in
phase? Are we in a position to say that electromagnetism - the interaction that governs chemistry,
biochemistry, light, life, etc., etc., is just nature's way of ensuring that the universe can have local
symmetry in quantum phase? Well, we've certainly gone a fair way towards it, but we haven't quite
reproduced the exact electromagnetic interaction that we see in nature. Firstly, the global phase symmetry
allows us to choose any value of q, as long as we then stick with its conservation, as the global phase
symmetry requires. In real electromagnetism, electric charges only come in discrete amounts, multiples of
what appears to be a fundamental charge [which for a long time seemed to be the charge on an electron usually labelled 'e' - but later was seen to be one third of this value]. Secondly the size of the effect that a
given value of the field A has on the charge q (and vice versa) – i.e. the coupling strength gq of the field to
its 'sources' q (a multiplying factor I‟ve not explicitly shown, but here you can just take it as being
absorbed into q itself) is not determined by the demands of the gauge symmetry – we can add the
necessary phase change cancelling term (x) /q to A, no matter what the actual size of A or q. Indeed we
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could make different choices of coupling strength all over the place, and for different types of matter
particles in the state vector – something electromagnetism doesn‟t seem to allow.
It is a curious thing, among many curious things in this story, that if we now go back to a neutral system,
which we could do by letting q shrink to zero size, we disappear the q. A term, but not the all important
(x) {since the q multiplier and divider of (x) cancel each other and so its presence is independent of
the size of q} – thus we still have phase invariance. So to get local phase invariance in a neutral system we
can appear to charge up, get the compensating field, and then vanish the charge again – thus phase gauge
symmetry seems to demand „the acknowledgement of electromagnetism‟ even in uncharged systems; a
powerful demand indeed!
In the actual mathematics of QED (rather than this nitty-gritty sketch I‟m showing here) physicists deal
with huge mathematical objects whose comprehension and manipulation takes years to master {I‟ve
hidden them away, mostly in V(x)} – vast functional integral expressions of complex fields that vary in
every possible way, performing a host of amazing feats that are ultimately responsible for just about
everything we experience - and yet this whole vast mechanism seems to arise, at heart, because of the
happy conjunction of two very simple geometrical properties of circular motion: one is that when
something goes around in a circular path, its velocity also goes around in a circle; the other is that, hope
as much as you want, you can never find a circular walk that’s downhill all the way!


The field needed to yield invariance under local quantum phase changes, has the all the ‘shape’ of
electromagnetism, but this ‘gauge symmetry’ does not constrain its ‘size’. Indeed gauge invariance
seems to remain even when we then shrink the charge to zero.
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Part III Using Gauge Theory to Synthesise Nuclear Force Laws
We saw in Part II that the electromagnetic potential field, A, possessed a gauge invariance. It allowed us
the freedom to add a locally varying 4-gradient, i.e. the spatial gradient and the time rate of change of
some arbitrary function F(x), to it without changing the resulting force fields. We also saw that the state
vector of quantum theory, which contains all the information on a complete system‟s state, has a phase.
The phase is determined by a unit length complex number of the clock-hand variety. The phase has a
global symmetry but, as with global space and time symmetries we looked at previously, trying to make it
a local symmetry didn‟t look possible. In particular it produces unphysical terms in the equation of motion.
However it turns out that one can add terms to the equation of motion that render it invariant under local
phase changes, and in such a way that the modified equation has no unphysical terms. The terms required
to achieve this are just those we would add in to describe the electromagnetic potential field A, i.e. we
modify all the differential operators  in the equation, by adding the field and the coupling constant q, into
the „covariant‟ derivative under phase change form  = ( + i.q. A ) . The procedure works by utilising
the gauge invariance property of the electromagnetic field, and the „self-differential property‟ of the
quantum phase, by which I mean that differential operators acting on the clock-hand variable U that holds
the quantum phase just produce another clock hand variable U.
We discovered this whole business „after the event‟, i.e. we knew all about electromagnetism, its gauge
invariance, how to implement electromagnetism in quantum mechanics, and how to manipulate quantum
phase, all before we fully realised that electromagnetism rendered the quantum equations invariant under
local changes of quantum phase.
However the question then becomes “Is this as significant as it looks?” - maybe it is all just a wonderful
mathematical coincidence. But what if it isn‟t? What if this is the way nature demands that force laws
should be? Couldn‟t we look to higher symmetries of the same rotational type as U() {and therefore
having a similar useful invariance under the operation of derivatives} and see if they give us the other
force laws we were having lots of trouble fathoming – the nuclear force laws?

5

Can Larger Gauge Symmetries give us the Strong Force?

The power of the simple, and apparently unrelated, demand of phase gauge symmetry to „induce‟ a
„compensating field‟ that so clearly mirrors the shape of one found in nature - a shape it took very many
physicists a century or more to figure out – was impressive. It was so impressive that a few physicists felt
they should turn this process on its head and use generalisations of the symmetry as a tool for finding
possible shapes of the two nuclear forces that were causing so many headaches in the middle of the 20th
Century. Also quantum field theories are plagued with generic technical problems, but in the case of QED
a number of ways around these had been found. However once this gauge symmetry feature was
appreciated, it began to be acknowledged that these ways around the technical problems were only
possible because of the gauge symmetry property of the field. Thus it might well be that gauge theories
might also be the only way around these generic problems in our putative nuclear field theories.


The ‘technical’ difficulties of quantum field theory had been circumvented in QED; it now
appeared that these circumventions might only work because of this gauge structure of the theory;
maybe all other successful quantum field theories might come from some form of gauge
invariance?
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5.1

Generalising the Gauge Symmetries

The trick of using the electromagnetic field as a gauge field for quantum phase can only be made to work
because the factors holding the phase change are all unit clock hand numbers. Specifically it works
because of the symmetry properties that such rotational clock-hand functions themselves exhibit. If we are
to consider the possibility that other gauge fields exist with other similar symmetries, we need to consider
the topic of such symmetries in a little more detail:Each rotation of phase by some specific angle, e.g. 40 degrees, is an operation on the clock-hand (an
operation wrought by the action, but for the moment we can forget what is the underlying cause and
concentrate on the operation just as a rotation). Let's label all such operations by R(angle), so R(400) turns
the clock-hand, i.e. changes the phase, by 400. If we combine two rotations we get to the same angle that
we would get to by a single rotation through an angle that is the sum of the other two, e.g. if we perform a
rotation of 300 and then a rotation of 400 on the same clock hand, the net effect is the same as a single 700
rotation: thus R(400) ◦ R(300) = R(400+300) = R(700) {where I‟ve used the shorthand operational notation
R(B) ◦ R(A) to mean „rotation A is performed and then followed by rotation B‟}.
The fact that when we combine two operations of a particular type – in this case rotations of phase – we
get another operation of the same type, suggests that these operations belong to what in mathematics is
called a group, and in particular we are interested in symmetry groups.
To qualify as a group the collection must also include other properties; the two most important are:- one of
the operations must leave the system it operates on completely unchanged; we call this the „identity
operation‟, normally labelled I. In our case that is the rotation through zero degrees, i.e. I = R(00), but
because it is rotation we are dealing with, we can have lots of I operations e.g. any number of full-circle
turns, such as R(3600) and R(7200), all equal I. The other main property of groups is that for every
operation in the group there must also be another that undoes that operation, so the two combined are
equivalent to I. In our case, that is a rotation that takes us to one of the full turn angles:- for example
R(3200) undoes R(400) since R(3200) ◦ R(400) = R(3200+400) = R(3600) = I. Our rotations of quantum
phase do in fact have all the properties required to form a symmetry group.
The group has a continuously infinite number of members, but we can generate all of these from a single
„generator‟ that represents a rotation by an infinitesimal angle from 00; we just have to keep applying it
until we get to the angle we want. When there is an infinite continuum of operators in the group that can
all be generated from a finite number of independent generators, as here where we need only one, it is
called a Lie Group (pronounced 'Lee' after the Norwegian mathematician who taught us about them around
150 years back). Useful Lie groups have had their particular collective properties studied in great detail by
mathematicians, and all have „names‟ or labels. In our case, the name of the group of phase rotation clockhand numbers is U(1). The U stand for „unitary‟ – which you can consider here as just implying that the
operations of the group don‟t change the magnitude (size) of the complex number, i.e. the length of the
clock-hand stays the same, only its direction changes. To put it another way, the operations all multiply its
magnitude by one (unity). The „1‟ in the label is not to do with this keeping the size constant, rather it tells
us that the operations are in a single complex number dimension. {“Why a single dimension?” I hear you
ask, “surely the clock face is a two dimensional space, we need two numbers, one real and one multiplied
by „i‟, to specify any particular time; indeed haven‟t I heard you describe it as the complex plane?” Well
yes that‟s all true, but by constraining the clock-hand to have a fixed length (remember that‟s the U bit of
the label) we are removing one „degree of freedom‟ from the system and so mathematicians count it as
only one-dimensional – I suppose you can see their point in that we can trace out all positions of the tip of
the hand with a single piece of string running in a circle, a genuine two-dimensional space would require a
mat not a single string to cover it.}. I described U(1) as just rotations of a clock hand – what about the
group of rotations of an actual clock hand with no mention of complex numbers? Well, that can be called
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simply the rotation group in two dimensions, since the clock-face is a flat two-dimensional surface - if it is
using real numbers it will need two of them to describe each operation - mathematicians label this group as
SO(2) – don‟t ask! In fact, as far as Lie Groups are concerned U(1) and SO(2) are identical in their group
properties.
We say that the electromagnetic interaction is modelled as a U(1) gauge theory.
A generalisation of U(1) leads to class of Lie groups labelled SU(2), SU(3), and so on, that are effectively
groups of rotation-like symmetries in larger spaces. They are made up of symmetry operators that are
constructed using several complex numbers in clock-hand type manners. However these numbers have to
form mathematical objects called matrices that are used to manipulate the components of vectors. A
matrix is just an array of numbers in rows and columns with a rule for multiplying the components of a
vector so that in general, after being multiplied by a matrix, the vector has been stretched or compressed in
size, rotated, and reflected. The U label, again meaning unitary, tells us that the matrices of these groups do
not change the size, and the S (standing for „Special‟) tells us that they do not reflect – so they only rotate
the vectors they operate on. The number indicates the size of the array, thus SU(2) describes rotations that
are performed by 2x2 matrices (i.e. having two rows and two columns of numbers); SU(3) is formed by
unitary matrices that are 3x3 in size. You can picture the operations of the SU groups as representing a
number of independent clock-hand type rotations.
The first one above U(1) is SU(2). Given the identity of U(1) and SO(2), it will come as no surprise that
SU(2) is very like SO(3), the group of rotations in three dimensions. {SO(3) is made up of 3x3 matrices
but the numbers are all just single real numbers, hence the rotations are in ordinary real number space of
three dimensions.} SO(3) and SU(2) each have three generators – we can think of a rotation in 3-d as a
combination of rotations about three axes at right angles to each other, i.e. movements in three sets of
orthogonal planes, instead of the single plane and single axis of U(1) and SO(2); so we need three
independent generators (rotating as much as you like about one axis will never produce any rotation about
any axis at right angles to it – so for 3-d you need 3 generators).
For much of what follows you can think of SU(2) operations as just being ordinary 3-d rotations, just as
are described by SO(3). However unlike with U(1) and SO(2), we cannot quite say that the two groups
SU(2) and SO(3) are identical in their behaviour. SO(3) will happily describe the rotations of a vector
boson like the photon, but for half-integer spin fermions we must use SU(2). This is because SU(2)
involves a peculiar property that fermions have, namely that one needs to rotate them by 7200 to get to
back to exactly where you started i.e. to get to I. In SU(2), rotating by 3600 brings you back to –I, i.e. there
is a 1800 phase shift in the complex numbers it works on. We say that SU(2) and SO(3) are identical
„locally‟, but globally different; SU(2) is a sort of double-leafed version of SO(3). SU(2) rotations can be
described by the combination of the two independent clock-hand variables, which you can think of as
combining to describe both phase and orientation; this combination effectively yields 3-d type rotations but
with this double-leaf effect - a 3600 rotation bringing everything back to where it was except for the sign of
the phase, which is now reversed, another 3600 rotation brings this back to where exactly it was at the start,
both in position and sign. Don‟t worry if this 7200 thingy seems a little freaky – you can forget all about it
other than remembering that there is a reason we use SU(2) operations rather than SO(3) rotations when
dealing with fermions.
Increasing the size of n in SU(n), leads to groups with a rapidly increasing number of generators - it turns
out that in general the group SU(n) needs (n2 – 1) generators, so SU(2) gets (22 – 1) = 3 generators like I
said, but SU(3) gets (32 -1) = 9 - 1 = 8 generators. {SO(n) groups need only [n2-n]÷2 generators so SO(3)
needs [9-3]÷2 = 3, the same as SU(2) and, as I said the two groups are very similar, but SO(4) gets [164]÷2 = 6 generators, so SU(3), with 8 generators, is more complicated than „ordinary‟ rotations in 4-d
space (don‟t worry about it!)}
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Can we make gauge symmetric theories using these larger symmetries? It turns out that we can. We shall
see that SU(2) and its bigger brother SU(3) are both crucially involved in sorting out the nuclear forces.





5.2

The gauge invariance works in QED because of the symmetry of the ‘clock hand’ numbers that
represent phase.
Given types of symmetry operations form collectively into ‘Symmetry Groups’ and our continuous
symmetries are called Lie groups. The basic clock-hand Lie group is called U(1) since each phase
is a single complex number of unit magnitude. It is has the same effects as the group SO(2) of
rotations in 2-dimensions.
More general groups of this same rotational type are SU(2) which has three generators and is very
similar (if not quite identical) to SO(3) which is used to model ordinary three dimensional
rotations, and SU(3), its big brother with 8 generators!

Isospin – A Strong Force Global SU(2) Symmetry?

Serious study of the nuclear forces is mainly done using particle accelerators (what in my youth were
called „atom smashers‟) like the Large Hadron Collider (LHC) at CERN. They collide nuclear particles
together at enormously high speed to see what happens. In the mid-20th Century this study gave us
information on how strong the Strong force is in the various different nuclei. It became clear that we could
produce new particles, which on the whole had very short lives, „decaying‟ into combinations of other
particles and ultimately finishing up as one or more of the, by now, familiar collection of electrons,
protons, neutrons, neutrinos and photons. We were at the situation similar to that of brilliant Russian
chemist Dmitri Mendeleev in the 19th Century trying to look for patterns of behaviour of the different
chemical elements and working out his „Periodic Table‟ of elements. In this nuclear case, the „elements‟
for which we were trying to find the equivalent of a Periodic Table were a growing „zoo‟ of these shortlived particles, mostly with Greek letter names like , μ,  and . We were trying to see what patterns we
could fit and looking for new particles to fill any gaps in the patterns being proposed, just as Mendeleev
had done.
The size of the Strong force in mirror nuclei, i.e. ones in which the number of protons and neutrons are
swapped, seemed identical. This led Heisenberg to suggest that, as far as the Strong force was concerned,
i.e. if we ignored the electric charge difference, the proton and neutron were basically identical, just two
states of the same particle – the nucleon. Now it turns out that spin-1/2 fermions can exhibit just two
independent orientations of the spin state –normally labelled spin „up‟ (or +1/2) and spin „down‟ (or –1/2)
and he wondered if there was an analogous property to spin that operated to give the nucleon these two
states.
Why can they only exhibit two orientations? Well to help answer that let me divert for a moment (for about
nine paragraphs actually, so quite a long „moment‟) to try and give you a way of picturing the reason for
the discreteness of these quantum spin-like „orientations‟ that we shall find are used to define different
particles. I shall assume we are talking about rotations in everyday 3-d space, but in much of what we
discuss later the space in which the „spin-like property‟ (we shall meet several such with confusing names
like „isospin‟ and „colour‟) orients itself will be an abstract property space rather than our familiar one in
which normal rotations take place. All we will be interested in is the „orientation‟ within that space, since
it will be assumed that this orientation governs other properties; however if you have a picture of the way
the actual orbits of electrons in atoms, or the intrinsic quantum spin axes of particles, orient themselves in
3-d space, this will give you all you need as an analogy. {Although some will deny it, I think if you could
look inside the minds of many physicists, you‟d find that they use something pretty much like the picture I
shall now give.}
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In macroscopic rotating objects we are able to orient the axis about which the object is spinning in a
seemingly continuous infinite number of orientations with respect to any reference direction, for example
when we throw a ball and spin it at the same time, as in cricket, we can chose any tilt of the spin-axis with
respect to the flight direction by however we twist our wrist and fingers. In the world of the atomic scale,
however, only a discrete set of orientations of the rotation axes are able to sustain themselves over many
rotations. Why are only discrete sets of axis orientations allowed? Here we must go back to the discussion
of the single axis quantum rotations in Section 4.4. There we saw that the effect of adding up the quantum
clock-hands for different numbers of cycles around a simple circular path resulted in only a discrete set of
certain circular paths having any chance of sustaining themselves. The others, indeed the vast majority,
effectively rub themselves out by massive cancelling of their probability by the different phases resulting
from the different number of cycles travelled around the orbits.
From now on we are talking about systems that can rotate, not just about the single axis of the circular
orbits we discussed there, but in 3-dimensions in which, in theory, the axis of rotation can orient itself in
an infinite number of directions. Here the arguments relating to which „orbits‟ about the single axis got
cancelled by exhibiting random phases, and which orbits were allowed to sustain themselves by coherent
addition of phases, become further complicated by the fact that we now also have infinitely many
possibilities for the direction of the axis of the rotation, i.e. its orientation in three dimensional space. As
you might expect, and as I mentioned in connection with actual electron orbits in Section 4.4, the phase
cancelling effects also come into play here. As with many truly 3-dimensional discussions, things get
complicated and somewhat hard to picture, but I don‟t think I need get into any detail here, rather I just ask
you to take my word on the results, given their analogy with the single axis 2-d case previously discussed.
These results are that only a discrete set of axis orientations are sustained and, in the case of actual spins,
the number of these sustainable orientations is determined by the need for the action to be such that each
three-dimensional orbit undergoes an exact number of complete rotations of phase per orbit traverse, just
as in the 2-d case. This in turn, determines the amount of angular momentum the orbit has and so only
discrete values of it are allowed {you can think of the angular momentum as determining the action; its
measurement is in units of Planck‟s constant h divided by 2.π)}. The net effect is that the larger the angular
momentum, the more orientations of the rotation are allowed, until by the time we get up to any
macroscopic amount of angular momentum the number is so large as to allow, for all measurable purposes,
any axis of spin we like. We shall also have to consider even larger dimensional rotational-type systems,
and the property involved will not be actual angular momentum, but again I ask you to just take it that the
results I quote are what one gets when one considers what classes of orientations survive these complicated
multipath phase cancelling erasures that eliminate most of the infinity of possible repeating orbits in those
property spaces.
By the time we get to the smallest possible amount of angular momentum, the value of one half an atomic
unit of angular momentum {i.e. ½ (h/2π)}, as possessed as intrinsic spin by fermions such as electrons and
protons, etc., we are reduced to just two orientations. You can picture these orientations as the spin-axis
pointing parallel („up‟), or anti-parallel (down), with respect to whatever is the reference direction – e.g.
the direction of travel of the particle, or the direction of a magnetic field in which it is placed. If you want
to picture the actual rotation of a spinning charged particle with respect to the direction of a magnetic field
(say), then, if we have the magnetic field pointing vertically upwards, a spin „up‟ (+1/2) can be pictured as
a rotatory motion in the horizontal plane, i.e. rotation around a vertical axis parallel to the field direction,
and in a clockwise sense when looking upwards along the field direction (what we have also called a
„right-handed‟ orientation when the reference direction was the direction of travel of the particle). A spin
„down‟ (-1/2) is simply the same horizontal rotation but in the opposite sense, i.e. anti-clockwise, or lefthanded, when looking along the reference direction. Thus for this case we can say that only one basic axis
is allowed and the two „orbits‟ differ only in their sense – clockwise or anti-clockwise.
The next smallest spin is of angular momentum 1 (again in these tiny atomic units): a spin-1 particle is a
boson and in this case it can have 3 orientations of spin, (+1, 0 and –1). The orientations labelled +1 and -1
are those analogous ones to the spin-1/2 orientations, i.e. horizontal rotations about the vertical axis in the
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two clock senses. But now we also have a third orientation, the 0 value, which we can picture as an
orientation tilted through 900 so that the rotation axis is now at right-angles to the reference field direction
{viewed along the direction of the field reference, one is now looking across the plane of rotation, so it just
looks like up and down oscillation rather than actually going round a loop, so clockwise and anti-clockwise
senses are not perceivable}.
The next value of spin is 3/2 (a fermion) and here we get 4 sustainable orientations possible, and these are
labelled (+3/2, +1/2, -1/2, and –3/2). In this case it is again the extreme values, the +3/2 and -3/2, that can
be thought of as representing the horizontal rotations (i.e. those with a vertical axis of rotation); the other
two may be thought of as tilted over at 600 degrees and 1200 to the upward vertical (again you can think of
this 1200 orientation as being about the 600 axis but with the rotation in the opposite clock sense).
A spin 2 boson has 5 orientations (+2, +1, 0, -1, -2), which we can consider as having a spin axis tilted at
00, 450, 900, 1350, and 1800 to the upward vertical respectively. And so it goes on – you get the picture.
The symmetries of the half-integer rotation states are all described by the symmetry group SU(2), whereas
the integer spins are also happily covered by the normal 3-d group of 3-d rotations SO(3), as described in
the previous section above. By the time you get to some macroscopic spinning object, like the cricket ball,
with enormous values of angular momentum compared to h, the sustainable orientation values are truly
enormous and so effectively any orientation is possible.
I mentioned, when introducing the phase induced erasure of most repeating orbits in Section 4.4, that the
way these small values of spin are handled by quantum mechanics, carries over into the way states can be
sustainably „oriented‟ in the „spaces‟ of other confined properties. Such properties may have nothing to do
with any real rotation at all but the cyclic nature of the confined property ensures that the phase arguments
still apply. Our phase change arguments are completely general and relate to „paths‟ between one state
and another, if these states differ only by some particular property then the „path‟ doesn‟t have to be a path
in normal space or spacetime, but simply a path of changes in the property in question. We then talk of
paths in the „space‟ of that property; if the property space is a cyclically confined one then analogous
repeating phase arguments as we have used in real circular motion apply and constrain the orientations
within this space.
I also referred back then to the fact that we get analogous phase selection of a discrete set of states when
dealing with things such as sound waves in confined situations like that of a plucked harp string. When we
look at what sound waves are sustained in a 3-d object such as a bell, or cylinder, or simply a carefully
dimensioned metal block, then by the same arguments of cycling phases, we find that there are now more
allowed sets than in the 1-dimensional case of the harp-string, corresponding to different „orientations‟ of
the vibration cycling to and fro within the 3-d object, and the sound they make is more complex as a result.
However it is not that much more complex that we can‟t tell that it is a musical sound, since the same
arguments in these other dimensional freedoms result in only a discrete set of orientations that can be
sustained. Thus we find that the discrete wave orientations we get from the spatial rotation group SO(3)
were well known to Victorian mathematicians; they did not have to be invented for describing our allowed
vector boson states. {This link with macroscopic wave-like behaviour has long led to somewhat bemusing
talk of wave-particle duality; all elementary particles behave in the one basic way I‟ve been describing; the
extent to which phase coherence is preserved in the motion determines the extent to which the motion
appears wavelike.}
So let‟s return now to our possible two-property system, the nucleon.
By analogy with spin, Heisenberg suggested that the nucleons possessed some unknown, confined property
he gave the arbitrary name „isospin‟ which „oriented‟ itself in „isospin space‟ much like a spin 1/2 particle
did in real space. He was not suggesting that there was any form of actual spinning going on, but rather
that there was another, previously unknown, property which exhibits a similarly phase-allowed discrete set
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of states. The symmetry group that leads to all this is the symmetry group SU(2); isospin 1/2 is the lowest
amount describable by SU(2) operations, and it yields just such a doublet state (+1/2, -1/2). It was
therefore this symmetry that Heisenberg assigned to the nucleon.
Heisenberg suggested that, whatever isospin was, its symmetries were always those of SU(2), and that the
nucleon was the nuclear particle with the lowest finite value of isospin, i.e. isospin = 1/2, and so there were
only two „orientations‟ it could adopt in „isospin space‟. He arbitrarily assigned the proton the +1/2 isospin
„orientation‟ and the neutron the –1/2 orientation.
Why does a +1/2 „orientation‟ of „isospin‟ allow the nucleon to acquire electric change and become a
proton? The postulate of SU(2) is silent on the mechanism, just that it must be related to this different
isospin orientation. Thus, if isospin was real, we would still know nothing like as much about it as QED
allowed us to know about the mysterious electric charge – at least by then we knew that charge was about
the ability to emit and absorb photons (this isospin proposal was made before we recognised the
significance of electromagnetism‟s gauge symmetry). What global isospin symmetry was saying was that,
in the isospin 1/2 case, if I „turned over‟ the isospin – i.e. changed all the protons to neutrons and vice
versa everywhere - then as far as the Strong force is concerned, this is a symmetry operation and so we
would not know anything had changed. Of course because of the (unexplained) link between isospin
orientation and electric charge, lots of other things would change since the electromagnetic interaction is
not part of this symmetry; thus the chemistry going on outside the nucleus would be very different. So,
although all our carbon-12 nuclei would be unchanged, they still would have 6 protons and 6 neutrons, all
our carbon-14 nuclei (6 protons and 8 neutrons) would become oxygen-14 nuclei (8 protons and 6
neutrons), and vice-versa; this we would certainly notice! But, as I said, as far as the Strong force
properties were concerned, all such „mirror‟ nuclei appeared identical.
Some of the shorter lived particles of the „particle zoo‟ being created in collider experiments were assigned
higher levels of isospin: for example a „particle‟ with isospin 3/2 would appear, according to SU(2), as four
different particles, corresponding to the +3/2, +1/2, -1/2 and –3/2 „orientations‟ of this object in „isospin
space. If Heisenberg‟s postulate of isospin being an SU(2) symmetry for the Strong nuclear force was
correct, then the Strong force would not distinguish between each of these orientations, i.e. these 4
different types of particle would behave in exactly the same way as far as the Strong force was concerned.
However, like the neutron and proton, they could differ in other properties, such as in their electric charge.
This concept, that SU(2) might be a global symmetry of the Strong force, leads via Noether, to the
conservation of total isospin itself (whatever it is). This would mean that if a particle could be broken up,
or decay, into a bunch of other particles which themselves were part of different isospin families, then the
total isospin of these decay products would have to add up to exactly that of the original particle.
Isospin did indeed seem to explain aspects of decays of some of the particle zoo, e.g. why one particle that
could, on the basis of its mass and its electric charge, decay to smaller particles in a number of different
ways, might go one way more often than it went another, and not at all in yet other, apparently possible,
ways. Isospin could explain these decay patterns: for example if the total isospin changed a particular
decay, it would not be allowed at all; if there were more possible isospin „orientations‟ in one total isospinconserving decay route than in another, the former would present more opportunities and hence the decay
be more likely to go that way.



Heisenberg suggested that the apparently identical response of the proton and neutron to the
Strong force may mean that they are just the two states of a single particle, the nucleon, these
states differing in their orientation in the space of some unknown property called ‘ isospin’.
Isospin space was taken to exhibit SU(2) symmetry and, by analogy with SU(2) half-integer spin
systems, the two-state system of the nucleon was taken to indicate it had the smallest isospin – i.e.
an isospin of 1/2. The proton was labelled the +1/2 state and the neutron the –1/2 state.
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5.3

Some aspects of the behaviour of some other members of the ‘particle zoo’ of short-lived collision
products of nucleons could be explained as arising from higher values of isospin assuming this
global SU(2) symmetry produced a conservation law of isospin itself,
This postulate of isospin seemed therefore to be of significant help in explaining some aspects of
the ‘Periodic Table’ of the particle zoo.

Could local Isospin SU(2) Symmetry be a gauge theory model for the Strong force?

In the early 1950s, the two physicists, Yang and Mills, helping to crystallise the view that we have
explained in Part II, namely that local gauge invariance in phase gave the electromagnetic interaction, also
proposed that we might use the concept to model more complex fields. Other force fields might also be
simply compensating fields for other gauge symmetries. The concept that electromagnetism was a field
that ensured gauge symmetry in quantum phase was a retrospective conclusion, arrived at long after we
knew the exact form of the field itself, but they suggested we now use gauge symmetries as a theoretical
tool to construct possible forms for the Strong force, since it might follow some form of gauge symmetry
we were as yet unaware of. Indeed they suggested that, given the success of the proposition that we might
have global isospin symmetry, it could be that there was also local isospin symmetry and that the Strong
force was its compensating gauge field.
If the Strong force was the gauge field necessary to compensate for local „isospin‟ changes, then the factor
that would be inducing new terms into the Lagrangian and the consequent equations of motion would be
one that exhibited the 3-axis type rotations of SU(2), rather than uni-axial clock-hand rotation of U(1); this
would affect what terms we had to then introduce to cancel the effect of these changes. Since SU(2)
operations still retain the ability to act in an invariant way under differential operators (albeit in a more
complicated fashion), this would offer the possibility of finding differential operators that would be
covariant under local isospin changes. Would this gauge symmetry be different enough from that of U(1)
to give a compensating field so very different from electromagnetism that it could explain the Strong
force?
Well, the reason Yang and Mills thought an SU(2) gauge symmetry might produce a very different
interaction from QED was that SU(2) rotations exhibit a qualitatively different behaviour to U(1) rotations.
We can get an idea of this new behaviour if we picture our rotating arrow. When the arrow can only rotate
around our 2-dimensional clock face, i.e. around a single axis, we find that when we look at the end result
of two rotations it doesn‟t matter what order we do them in; R(300) ◦ R(400) = R(700) exactly the same as
R(400) ◦ R(300) did {using the same rotation notation I described in Section 5.1} . However SU(2) is like
rotations about three independent axes: if two rotations are about different axes then the order does matter.
If you play around with rotating a book, turning it first around one axis and then around another at 900 to
the first, you'll easily see that the result is different when you reverse the order that you do these two
rotations in. When the order of two operations doesn't matter, the operations are said to „commute‟; if the
order does matter then the operations are (surprise, surprise) „non-commuting‟. A group comprised solely
of commuting operations is called an Abelian group (after another brilliant Norwegian mathematician,
Abel, who first studied them nearly 200 years ago). U(1) is an Abelian group, but all the SU(n) are a nonAbelian groups. The simplest expression of this sensitivity to the order of two rotations is expressed by the
difference created by the actions of the two infinitesimal generators of those rotations performed in the two
orders. The list of the differences obtained in all the possible pairings of the different independent
generators of a group is known as the Lie Algebra of the group. For Abelian groups these differences are
all zero. Yang and Mills felt that these extra features of non-Abelian groups would yield important
differences in the complexity and behaviour of any compensating fields required to achieve local gauge
symmetry.
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Allowing local isospin changes is bound to produce unphysical effects if we have no compensating field.
In the isospin 1/2 case, being able to arbitrarily swap protons and neutrons as we moved across a nucleus,
would appear to cause chaos if these changes are not sanitised by some SU(2) covariant derivative. There
was little doubt that we could construct a compensating field for SU(2) gauge symmetry; as with our U(1)
gauge theory we have to add in the appropriate terms that act so as to compensate for these changes so the
overall new Lagrangian (and consequent equation of motion) is unaffected when we make such arbitrary
local changes to isospin. But whether or not such new terms would make any physical sense, or match
experimental data, was another matter. You will probably be relieved to hear that I do not propose to go
through the mathematics in the same detail I did with electromagnetism – I will just sketch the results in
the light of what we saw there, i.e. what is likely to be similar and what different, and hope that you will be
able to see that the results are not too surprising.
If we think a little about how different an SU(2) gauge field might look compared to that which we got
with our U(1) gauge, we can grope our way to the sort of thing that happens. With U(1), we only had to
provide a field that would compensate for rotations in one plane, describable by one scalar variable, the
phase angle . The three-dimensional rotations of SU(2) however, need three independent angles to
describe them and the operations have to be order-sensitive. [For those familiar with mathematics we find
that under local changes of the more complicated „phase‟ varying as SU(2) rather than U(1), then instead
of a simple U((x)) clock-hand function in the scalar phase , namely the exponential function exp{i(x)},
we have a larger exponential function of a vector isospin „phase‟ , whose three „components‟ are the three
different phases around the three independent axes. Within this function,  is operated on by three 2x2
isospin matrices (remember they are the arrays we need to rotate vectors) which I‟ll denote collectively by
s, so that we now no longer have the single scalar U((x)) function, but rather the three component vector
function U((x)) = exp{is.(x)}.]
The net effect is that we now need three compensating fields which, for the moment I‟ll label S+1, S0, and
S-1 for reasons that will become clear. These fields are massless vector boson fields, like our
electromagnetic A, but now they have to transform under the local SU(2) rotations such that
when   (x) then S  S -  - f [(x), S].
The second term is basically a version of ∂(x) in the A transformation that we saw in Part II Section 4.6,
but now acting on each of the three „components‟ of vector isospin phase . The third term is completely
new. It has to be there to take into account the Lie algebra of SU(2), i.e. of the non-commutating nature of
the different rotations of . We needn‟t bother with the exact form of the f [(x), S] term, all we need to
know is that it turns out to behave in such a way that the three fields, Si (i standing for +, 0 and -), end up
having to transform like an „isospin vector‟, i.e. they have to form a triplet of fields, each of unit isospin.
The three individual field bosons differ in their isospin „orientations‟ being +1, 0 and –1, hence the
superscript labelling.
Since they each carry isospin, and if isospin is the „charge‟ of the Strong force, then these fields must
interact directly with each other. Indeed when we add these three S fields to the  to form the different
covariant derivatives in the Lagrangian, we find that we end up with terms that include products of the
individual Si fields and derivatives Sj, and also quadruple products of the Si, and these are the sorts of
terms in L that result in equations of motion allowing the individual fields to make transitions into each
other and to scatter off each other. This is new behaviour and it is the prime qualitative difference between
Abelian gauge bosons like photons, which are not electrically charged and so cannot directly interact with
each other, and these non-Abelian gauge bosons that carry isospin „charge‟, and certainly can interact with
each other.
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We might also expect that the three different fields have different coupling constants gs1, gs2 and gs3 (the
analogies of q in electromagnetism), however it turns out that for the third term to work we must have the
same gs for all the Si.
The fact that the gauge bosons should be able to interact directly with each other might explain part of the
Strong interaction behaviour, especially the fact that, despite the bosons being massless, they don‟t seem to
spread much beyond the nucleon. It could be that as the field extends we get more boson-boson
interactions and hence build up interaction energy in the field itself, so that it may be energetically
impossible to extend the field over a long distance.
Since absorbing or emitting an S boson now changes the isospin of the particle by one unit, and given that
each boson couples with the same gs, the idea of quantised (discrete) values of isospin charge is now built
in, in the way it isn‟t built into the U(1) gauge model for electromagnetism – a defect we mentioned in
Section 4.7, given that electric charge does appear to be highly constrained but U(1) gauge theory works
for any choice of q. This suggests that if we could tie U(1) electromagnetism into a larger non-Abelian
symmetry we would be able to restrict the freedom of electric charge, as reality appears to do. Indeed, as
we will see in Section 6, this is one of the motivations for the Electroweak theory.
However, the great problem with changing isospin every time a particle emits or absorbs an S boson is
that, according to Heisenberg‟s concept of isospin, this must change the particle type. Given how strong
the field is - and hence how large gs is, and hence how rapidly these emissions and absorptions must be
going on, this would mean, for example, that neutrons would be changing into protons at an enormous rate.
The change would arise every time the neutron emitted an S-1 boson: given the conservation of isospin
arising from the global symmetry, the neutron with -1/2 orientation, on emitting an S-1 boson with its
-1 orientation, must be left with a +1/2 orientation {-1/2 = -1+1/2}, which means it would become a
proton. But we know that the free neutron does this very slowly, taking on average about 15 minutes; so
the enormous decay rate predicted by such an SU(2) explanation of the Strong force is totally at variance
with observation. Any such alchemical behaviour must be assigned to the Weak interaction, which does
take place very much more slowly than the Strong.
However if we try to change this into a gauge theory of the Weak interactions, a major problem is the
inordinately short range of the Weak force. This is far shorter even than the Strong interaction, a feature
that doesn‟t at first seem possible with massless bosons, even ones that interact with each other, especially
if that interaction is itself „weak‟.
In short, the strategy of an SU(2) gauge field in isospin didn‟t look right for either the Weak or the Strong
force and, for a while, it looked to some as if this whole idea of Yang and Mills to use Gauge Theory as a
method of synthesising forces was a non-starter. So have I made you work through all that for nothing?
No – we will see below that we can do the trick with SU(3), and all the extra additions of a non-Abelian
gauge theory described here with SU(2), also apply to SU(3).





Yang and Mills suggested trying to see if a gauge field based upon the non-Abelian SU(2) isospin
symmetries, rather than the Abelian U(1) of QED, could elucidate the complicated Strong force.
SU(2) gauge theory requires three compensating massless vector boson fields but the non-Abelian
nature of the symmetry means that they have to carry isospin themselves and hence they have to
interact with each other.
This would mean that a neutron would have to change into a proton every time it emitted an S-1
boson and, given the strength of the force, this would be happening with enormous frequency. This
was against all experimental evidence.
The SU (2) gauge field explanation of the Strong interaction did not work, but there were hopeful
features and some aspects looked relevant to the Weak force, however even there it seemed to be
confronted with severe problems. At this point things didn’t look good for local gauge theory.
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5.4

SU(3) Global Flavour Symmetry – The Quark Model

With particle-type changing properties like isospin, symmetry groups impose patterns on the properties of
different particles. Thus for isospin 1/2, SU(2) allows two „orientations‟, +1/2 and –1/2, which we took to
represent the proton and neutron respectively whose Strong interaction properties, it says, should be
identical. Among collision products we also had suites of particles that correspond to isospin 1, with a
triplet of similar particles of orientation 1, 0 and -1; with quartets corresponding to isospin 3/2, for which
SU(2) yields four orientations +3/2, +1/2, -1/2 and –3/2 producing four different particles of similar Strong
force behaviour. If we plot these „isospin orientations‟ we get linear patterns of even numbers of particles
appearing at the appropriate positive and negative half-integer or integer points. Thus the postulated
isospin SU(2) symmetry gives linear patterns of particle type, somewhat like the column of elements of the
same chemical group in the Periodic Table. Experimentally the neutron and proton pair, because they did
look like twins as far as the Strong force was concerned, kicked off Heisenberg‟s original suggestion with
the smallest, 2-point, linear isospin sibling pattern. As it accumulated, the experimental data represented by
„the particle zoo‟ showed larger particle sets, within which there appeared sibling resemblance, and which
did seem to fall in line with the larger SU(2) isospin patterns, such as the isospin 3/2 quartet of the Δ
particle family.
Murray Gell-Mann in the USA (and Yuval Ne‟eman independently in Britain), in analysing all this particle
data in terms of isospin patterns, found that some of the patterns looked to have multiple particles
occupying the same places, as if one family of particles was overlapping with another. To try and separate
these „overlaps‟, as much as possible they added another „internal‟ variable in addition to isospin. There
were two candidates that had been invented to try and explain certain particular decay problems, one was
called ‘hypercharge’ and the other ‘strangeness’; by plotting isospin orientation along a horizontal axis
and notional hypercharge (or strangeness) values along the vertical axis, such overlapping one-dimensional
isospin-only patterns, could be turned into two-dimensional patterns, such as triangles and hexagons in this
notional isospin-hypercharge plot. Furthermore, these patterns were suggestive of the sort of 2-d patterns
mathematicians associated with the sustainable „orientations‟ of low values of the next larger symmetry
group in this SU family, namely SU(3). By this trick, Gell-Mann was able to resolve most „multiple
particle‟ points in the isospin-only plots: thus where several different particles fell on the same isospin
projection he now tried to resolve them by moving them away from each other up the vertical axis by
simply giving them different hypercharge assignments. For example he got a nice hexagonal pattern from
the different mesons. As we saw in Section 5.1, SU(3) requires 8 generators, so Gell-Mann christened his
pattern-making process, „the eight-fold way‟ in honour of the Buddhist path to enlightenment.
Well, anybody can have fun playing around like this, but what tells us that this bears any relationship to
what is actually going on? Well again, one looks for something that will help explain the particle decay
patterns (remember all these other strongly interacting particles are short lived, only briefly seen in high
energy collisions, before „decaying‟ into various other particles and finally ending up as a bunch of the
familiar more stable particles, protons, neutrons, electrons, neutrinos and photons). Would this picture help
sort out further these decay statistics by looking to see if, as well as conserving isospin, they also conserve
this „hypercharge‟. If the assignment of these notional new properties could explain why certain decays
that otherwise looked possible, didn‟t occur, and help explain the different probabilities of those decays
which did occur, yet were resisting an isospin-only „explanation‟, and if the larger combinations of
„orientations‟ possible under SU(3) than SU(2) better explained the probability ratios for the various of
decay channels, then hopefully the extra „invented‟ properties would bear some relation to what was
actually going on down at this level.
A stunning success was that one of the SU(3) suggested patterns had a place for a high hypercharge
particle for which no contender had been found in actual collisions. If it existed it would have properties
like none found before, and certainly not one that would have been predicted from SU(2) isospin patterns.
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It fell at the apex of a large triangular pattern of ten „orientations‟ and was called the Ω- particle; it seemed
very strange compared to all the others. A search was made and, lo and behold –there it was, with all the
properties that SU(3) said it should have! This was as important as what happened in the 19th century when
Mendeleev was able to use of gaps his grid pattern of chemical elements, his „Periodic Table‟ to predict the
existence of new elements that no-one had ever seen, and to correctly predict their basic chemical
properties (two of his predicted „new‟ elements were gallium and germanium – both now vital in modern
industry).
The smallest particle pattern of SU(2) is the (+1/2, -1/2) pair of isospin 1/2; the smallest pattern of SU(3) is
a triplet of „orientations‟, which should yield a small triangle of three „particles‟ on our isospinhypercharge graph. Whereas isospin had been „discovered‟ by appearing to exhibit most clearly its
smallest pattern, the proton and neutron pair, there did not appear to be any such triplet pattern in the
whole particle zoo. Indeed from what worked with the larger SU(3) patterns, the properties of this putative
basic triplet of particles would be extremely odd. Gell-Mann (and George Zweig) nonetheless bravely
proposed them as sort of „unseen generators‟ of the overall SU(3) symmetry.
Gell-Mann called these three particles quarks. {one gets some variation of opinion as to how this should be
pronounced – as “kwork” or as “kwark” – he took the name from a line of James Joyce in which it is clear
it is meant to be pronounced in the latter manner, but Gell-Mann pronounces it in the former manner;
clearly it doesn‟t matter which you use}. Individually they were called the „up‟ quark (u), the „down‟ quark
(d), and the „strange‟ quark (s). The u and d quarks have +1/2 and –1/2 isospin orientations respectively,
and both have the same hypercharge. Much more radically, for this to work the quarks had to have electric
charges that were smaller than the long-assumed lowest size of charge, namely e, the size of charge on the
proton (+e) and on the electron (-e). In the case of the u quark this charge is +2/3e, and for the d it is 1/3e! In this model the proton has two up quarks and one down quark, (u,u,d), thus leading to a net electric
charge of (2/3+2/3 - 1/3).e = +e, and an isospin of +1/2 . The neutron has one u and two d quarks, (u,d,d),
giving a charge of (2/3 - 1/3-1/3) = 0 and isospin of –1/2. Both have the same hypercharge. The strange
quark was given an isospin of zero and a hypercharge one unit below that of u and d.
Nothing at all like these quarks had ever been seen so, although people were impressed by the SU(3)-type
„periodic table‟ patterns that the particle „zoo‟ seemed to be described by, there was much scepticism over
the existence of the quarks themselves. Even after the stunning success of the Ω- prediction - which was
so different because it was made up of three s quarks (s,s,s), Gell-Mann himself still thought that quarks
were probably just mathematical constructs for producing the patterns, having no reality beyond that.
However, experiments firing fast electrons into protons at Stanford then showed that protons seemed to
indeed have three point-like particles moving around inside them! Thus it was now clear that nucleons
were not indivisible „elementary‟ particles like the electron and neutrino, but rather composite particles
like the atoms they lived in. The quarks were the only candidates for this point-like composition. The
SU(3) symmetry was now assumed to derive from the quarks and the different quarks were assumed to be
different because they possessed different „orientations‟ within the internal space of a property now called
„flavour‟; effectively flavour was the 3-d combination of isospin + hypercharge; the names up, down and
strange are now taken as the names of three flavours.
So now it was assumed that the important global symmetry was not SU(2) isospin, but this new property
„flavour‟ with its SU(3) global symmetry, giving three quark flavours, u, d, and s, and it was assumed that
it applied across all strongly interacting particles. {When the masses of the quarks were later measured it
was found that the u and d quarks are very similar in mass and it is this closeness that underlies the
apparent SU(2) symmetry behaviour of nucleons. The mass of the s quark is however much greater.}


The collection of Strongly interacting particles showed patterns that suggested isospin needed to be
extended to include another invented property ‘hypercharge’, giving a global SU(3), rather than
SU(2), symmetry.
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5.5

A stunning success for the proposal that an SU(3)symmetry was what governed strongly interacting
particles was the prediction and subsequent discovery of the very unexpected Ω-particle, certainly
not one that would have been predicted from SU(2) isospin symmetry.
The smallest (triplet) representation of this symmetry group had not been seen in the large
collection of the ‘particle zoo’, but Gell-Mann proposed that this was exhibited by three unseen
particles of peculiar properties – he called them ‘quarks’.
Probing nucleons, predicted to be formed from 3 quarks, with high-speed electrons gave support to
the thesis that they were indeed made up of three point particles. The property variable exhibiting
the SU(3) global symmetry as far as the Strong interactions were concerned was now called
‘flavour’ and the flavours of the three quarks were called ‘up’, ‘down’ and ‘strange’.

SU(3) Gauge Theory - Quantum Chromodynamics, the Strong Force Explained

The electric charge on the quarks is not the main thing causing them to orbit each other within the
nucleons. Long and difficult experiments gradually led to a picture that suggested that the Strong force
acting between nucleons was in fact just the long-range tail of an even stronger and more complicated
force acting between the quarks. Could this force be down to the global SU(3) flavour symmetry being in
fact a gauge symmetry in flavour? The problem with that was, as we saw with SU(2) isospin gauge theory,
the non-Abelian nature of SU(3) would mean that the gauge bosons would themselves carry flavour and
hence their emission and absorption by quarks would change the quark‟s flavour, i.e. their type. Now we
must assume that at least some quarks can change their flavour, since, for example, a free neutron can
spontaneously decay into a proton. Being „free‟, (unlike when it is sitting inside a nucleus) it is not
interacting with any other particles so it cannot have somehow just swapped a „down‟ quark for another
particle‟s „up‟ quark, thereby becoming a proton. One of its own d quarks must have changed (decayed)
into a u quark to achieve this transformation. But once again the problem is that, if this was due to the
Strong interaction, it would be occurring at a hugely rapid rate; neutrons and protons would be flipping
around like nobody‟s business, and this is certainly not observed. It is the reason why we assumed such
alchemy as does occur (remember it takes an isolated neutron about 15 minutes to change into a proton, i.e.
for a d flavour quark to change into a u flavour quark) is down to a different and very much weaker
„Weak‟ interaction.
If gauge fields are responsible for the Strong force, the symmetry must be in yet another unsuspected
property variable, one that must be not responsible for changing particle type. Thus yet another new type
of „charge‟ was invoked! {Were some of us thinking that all these new properties being invented at the
drop of hat was an exercise in extravagance? You bet we were – that‟s why timid people like me were
sticking with the problems of low energy quantum theory, where all we had to worry about were electrons,
photons, and atoms!} This new property was named ‘colour’, from an analogy you will come to
understand. In this new attempt at a gauge theory for the Strong force, quarks were assumed to carry
colour charge, but changing this charge, as will happen when the quark absorbs or emits a boson of the
colour field, would not alter the flavour (type) of the quark.
To generate the SU(3) gauge symmetry, colour charge must come in three types, which, to keep up the
colour theme, get named red, green, and blue (and 3 anti-colours on the anti-quarks), thus we can have an
„up‟ quark with red, green or blue colour charge. As we saw in Section 5.1, the SU(3) group has 8 noncommuting generators so we have to do a much more complicated set of tricks than we had to get the
single generator U(1) gauge of QED, but hopefully the results will not be unexpected, given all you now
know.
In a similar manner to that described in Section 5.3, each independent symmetry generator requires a
massless vector boson compensating field and so we end up with eight of these fields; they are named the
gluon fields (remember we are describing the strongest force of all here – sticks like glue). Since SU(3) is
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non-Abelian, we get new terms in the field transformation properties, essentially the third term in the
transformation of the S fields of Section 5.3, but now with the even more complicated Lie algebra of SU(3)
symmetry properties. Thus the gluons carry colour charge and have to interact with each other. One of the
extra complications is that the eight different fields must carry eight different combinations of the 3 three
colours and anti-colours. Noether tells us that the SU(3) symmetry (we are proposing a local, gauge,
symmetry here not Noether‟s global symmetries, but every gauge symmetry includes the global symmetry
since it must allow us to make the same change everywhere) ensures that each colour charge is conserved,
so that when gluons are emitted and absorbed, the colour of the emitting and absorbing quarks are changed
appropriately, and the gluons, acting as Noetherian currents of colour between the quarks, must carry both
colour and anti-colour charge. To fully follow the operations involved we would need to work with the
3x3 matrices of SU(3), but you can get the basic idea by seeing that if a red quark is to emit a gluon and
turn into a blue quark then the gluon must take away the red charge to conserve it, and, since we had no
blue charge to start with, the gluon must also take away an anti-blue charge, to cancel the blue charge
we‟ve left on the quark. Thus such a gluon must carry both red and anti-blue colour charges. The exact
nature of the gluon-quark and the gluon-gluon interactions are determined precisely by the Lie algebra of
the group. As with SU(2), all eight coupling constants must be equal, so there is only one gc.
There are many fascinating features of the colour interactions, now studied under the title of quantum
chromodynamics, or QCD for short, but the calculations are notoriously difficult. The force appears to
exhibit asymptotic freedom, i.e. it reduces at tiny quark separations, but it grows with distance - so the
amount of energy required separating a quark from other quarks by a distance of more than about a
nucleon radius becomes enormous. We can fully separate combinations of quarks, but only if that
combination is 'colourless'. The most important examples of such colourless combinations are the triplets
of up and down quarks that form the nucleons: these are composed of one red, one blue and one green
charged quark. Now you see the colour analogy - these 3 primary colours form „colourless‟ white. So we
can pull two colourless nucleons apart since the main strength of the colour force is being cancelled by the
presence of the other colour charges, although close up the significant spatial separation of the quarks
means, from the vector nature of forces, that the initial stages of the separation still takes a large amount of
work. We can also get colourless pairs if we have one a quark of a given colour and the other an anti-quark
having the corresponding anti-colour (an even closer analogy to the positive and negative electric charges);
such particles are known as mesons. The two quarks in the mesons do not have to be of the same flavour,
only of the same colour and anti-colour combination. Those mesons that are composed of the same
flavour quark and anti-quark, have, understandably, much shorter lives than those that aren‟t - the two
constituents are true antiparticles of each other and will soon annihilate in a flash of energy. The longest
lasting ones are the charged pi-mesons (pions) formed, as we might expect, from the two lowest mass
quarks i.e. they are formed by (u, d) quark-anti-quark pairs.
Particles that contain several quarks, such as the nucleons, are known collectively as hadrons – hadrons are
not elementary particles. Thus the „Large Hadron Collider‟ at CERN is looking at somewhat more
complex collisions than those machines that collide only single elementary particles together, e.g. electrons
and positrons, such as LEP - the predecessor to the LHC at CERN.
The colour charge carried by the gluons means it is not possible to see free colour waves of gluons, the
analogue of those ubiquitous long-range feature of electromagnetism, the free photons of the light wave.
Why? Well although calculating what happens is very challenging, it looks as if when you try stretching
the field and shaking it (which is essentially what we do to get photons to fly freely off from radio and tv
transmitter aerials, for example), the gluons, because of their interacting charges, tend to form stringy tubes
and once these get longer than about a nucleon diameter these „tubes‟ effectively „snap off‟ into colourless
quark + anti-quark pairs, i.e. mesons. Thus the growing tension and spiralling energy in the gluon field as
we try and stretch it, suddenly „relaxes‟, reducing its energy by dumping the large amount required to
produce the masses of the quark and anti-quark that form the meson. The result is that the outer part of the
colour interaction - the original Strong force that acts between, rather than within, nucleons - is largely the
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result of exchanges of these colourless mesons rather than coloured gluons, a picture anticipated by
Yukawa many decades before.
Thus, although the gluons are massless, we now see that the main reason colour interaction appears so
short range is that only colourless entities exist over anything but very short ranges. As mentioned above,
we can see that part of this is an analogy with the electromagnetic force from a neutral atom, which
actually has a much shorter range than the inverse square law force of the electric field of a single charge,
because the opposite charges in the atom effectively cancel most of the long-range effects. From a fair
distance the charges all appear in roughly the same place, so the approximately equal and opposite force
vectors from the positive and negative charges cancel each other to a high degree; basically until we can
spatially resolve the charges we will not experience anything like the full effect. From a distance the atom
acts as if it has no charges in it. Only when we come in close do the separate charges make themselves felt
since the directions to them are perceptibly different, and the opposing force vectors from the opposite
charges now have different directions and so no longer completely cancel each other. A typical interatomic force falls off much quicker than the 1/r2 of the basic charge fields – more like 1/r7. Thus if we
move four times further away from a single electron or proton the force drops by a factor 1/42 = 1/16, i.e.
to just over 6% ,but the if we do the same with an atom the force actually drops by a factor ~ 1/47 i.e. to
just a few millionths the size it was! Even when two objects are touching, the roughness of their surfaces at
the atomic scale means that the atoms of the two surfaces are still, on the whole, a long way away from
each other in atomic terms – this is why we tend to stick to everything we touch!
The fall off in strength as we move nucleons apart is much faster still. We get this spatial resolution type of
cancellation, for which a neat analogy is found by looking at a white patch on a colour TV - you need to
get up close with a magnifying glass to see that, although it looks colourless from a distance it is actually
made up of red, green and blue pixels, but you do have to get very close to see the separate colours. But,
more importantly, in addition to this resolution effect, the charges of the gluon fields make the outer parts
of the field be conveyed not by the massless gluons themselves, but by the massive mesons, as described
above, and when the force is conveyed by massive particles, the mass conservation book-keeping of
quantum field theory, that we will discuss more fully in the next section, ensures it can‟t get very far.
As explained above the full strength of the colour force is only found directly between quarks that are
close to one another. With electromagnetism, the relatively weak binding of outer electrons in atoms,
screened by the inner electrons from the full force of attraction of the central protons, means we can easily
find ways to dislodge them, and so we can have chemistry and biology. Of course once we have dislodged
an outer electron we can more easily see the long-range nature of its isolated negative electromagnetic
field, and also the equivalently long-range field of the positively charged atomic ion it has left behind.
With the colour force this „easy dislodging‟ of a quark is not possible - so the colour force is, in principle,
long range, but it‟s much, much, harder to get to see it.
We are very shortly coming to the Higgs mechanism as something we seem to have to invent to give mass
to certain elementary particles, but you should be aware that the vast majority of what we actually sense as
mass is, in fact, due to the action of all these massless gluons of the colour fields. In any everyday object
more than 99.9% of the mass is in the nucleus and, in nuclei the only particles with their own mass are the
up and down quarks. But the mass of the three u and d quarks amounts to not much more than 1% of the
mass of the nucleon. Thus 99% of our experience of mass comes from the energy this colour force gives to
the gluons (and a little to the movement of the quarks in response). Now each gluon has zero mass, but as
discussed in Section 4.1, a collection of gluons travelling in different directions will have mass. Within the
nucleon the gluons are travelling in every direction so collectively they do have a „centre of mass‟ which is
stationary in the centre of mass frame of the nucleon, thus, when viewed collectively rather than
individually, they can contribute an amount of mass via the famous E = mc2 relation, as I described in that
Section. So mostly when we talk about objects having mass, we are really talking of the energy in the
colour gluon fields within the object’s nucleons.
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Physicists still have lots to learn about how to work QCD – the equations are very difficult to solve - but
the theory does seem to be a triumphal vindication of the idea that nature acts according to gauge
symmetries. Experiments have shown that the force is indeed carried by eight gluons with the interactions
as determined by the SU(3) gauge theory predictions, but for the first time the theoretical predictions of
what the force should look like came before the vast amounts of experimental data that we needed to see
before we understood what electromagnetism was like.
So QED coming from the demand of U(1) local gauge symmetry wasn‟t just a bizarre mathematical
coincidence; SU(3) gauge symmetry successfully predicts the strongest, most complex force we know.









5.6

Promoting the flavour SU(3) to a Yang-Mills gauge symmetry was no more suitable than SU(2)
isospin, since it would still involve much more rapid changes of particle type than observed.
Another internal variable, colour charge, which could be acquired and lost by quarks without
involving them changing their flavour, was invented and proposed as an SU(3) gauge variable.
Colour charge comes in three types, called red, green and blue, plus three anti-colours.
The compensation needed to achieve this much larger local symmetry, with its 8 independent
‘generators’, requires eight massless vector boson fields – these are called ‘gluons’. Since SU(3) is
non-Abelian, the gluons must interact with themselves to compensate for the Lie algebra of the
generators, hence they must carry combinations of colour charge.
The effect of these boson-boson interactions is that we can never separate two quarks to any great
distance from each other – only ‘colourless’ combinations of a red, green and blue charge - as in
the nucleons, or of colour + anti-colour pairs of charges, as in the mesons, can be well separated
from other quarks.
The deduction from pure symmetry considerations of a field that appears to correctly describe the
huge complexity of the strongest force in nature is a triumph of theoretical insight. We are now
surely much more justified in seeing gauge symmetry as being the essential feature driving the
appearance of interactions – it now seems no accident that QED possesses gauge symmetry.

Are all Forces Caused by Gauge Symmetries?

It is not my intention to discuss General Relativity (GR) here; Einstein had taken the remarkable step of
seeing gravity not so much as a force field, but rather a more complex geometry of spacetime that we misinterpreted as a force. In this case we might expect that it is not related to the force fields we are
discussing. Indeed one could see this as taking gravity out of the realm of forces and into the realm of
mechanics; alternatively one could view it as a force that acted upon spacetime itself.
However around the same time as Yang and Mills were proposing non-Abelian gauge symmetries,
Utiyama was highlighting that GR could also be seen as a gauge theory, but this time not of an 'internal'
quantum symmetry like phase, but of inertial (constant velocity) space-time reference frames. He
postulated that GR was an extension of the global Special Relativity velocity symmetry to a local one. If
we demand that the equations be unaffected by local changes in reference frame velocities, i.e. local
accelerations, we have to add a compensating field that cancels, as far as the maths is concerned, the terms
that arise from these local accelerations. This compensating field is the gravitational field. The equations of
General Relativity all take a simpler form when written in terms of covariant derivatives v. This is the
reason that a gravitational force is indistinguishable from an acceleration – if you are in a spaceship cabin
with no windows and the spaceship is increasing its velocity at ~9.81 m/s every second in the vertical
direction (as far as the cabin‟s orientation is concerned), you will feel exactly the same as if your cabin was
standing on the earth‟s surface experiencing the earth‟s gravitational field of that strength. We used to say
that the acceleration exactly mimics the earth‟s surface gravitational field; but from a gauge theory
viewpoint we might prefer to express it the other way around and say the earth‟s gravitational field exactly
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mimics (and hence compensates for) a local change in velocity. Einstein's postulate of this equivalence
four decades earlier was, essentially, a demand that Relativity be a local as well as a global symmetry.
However this is a very different form of symmetry whose group, unlike that of the U(1) and SU(n) groups,
is not a compact rotational one but rather a „non-compact‟ translational one – you can keep displacing for
ever and you will never return to cover old states in the way you do with the rotation-type displacements
we are concerned with here. It has proved enormously difficult to find a successful way of making GR
compatible with quantum field theory, but this is not really a topic for this discussion. {If gravity is
conveyed by a boson it would differ from our current gauge bosons in that it would have a spin value of 2
rather than 1 – it would be a „tensor‟, rather than a „vector‟, boson field; however it must be stressed that
there would appear to be an insufferable number of the oft-mentioned „technical difficulties‟ with such a
quantum field.}
Whatever the status of gravity, we certainly now have successful gauge theories QED and QCD formed
from the unitary groups U(1) and SU(3) respectively. We now realise that the reason SU(2) gauge theory
was never going to work for the Strong force was that the nucleon was not the elementary particle people
had supposed, but was formed by 3 elementary particles capable of carrying three types of charge and so
any gauge theory had to be in a symmetry group that was at least as large as SU(3). But what about the
Weak interaction? It would be beautiful if we could somehow make SU(2) gauge theory work there, so
that all the particle forces were just a result of the three smallest members of this type of gauge symmetry
family. However, as we saw, there were a number of problems! By now it will probably not surprise you
to learn that the weird Weak force does eventually seem to turn out to be the product of a gauge symmetry,
of which SU(2) forms a crucial part; but it is one that lies partially hidden!
It soon became clear that the reason the Weak force seems so weak and intrinsically extremely short
ranged, rather than just very short ranged like colour, is that the bosons that carry the field have mass - and
a lot of it; it turns out that they are of the order of 100 times more massive than the nucleons! What?
Haven‟t I gone on about conservation of mass?! How can something like the beta decay of a free neutron
into a proton, electron and anti-neutrino, which happens as a result of the Weak interaction even when the
neutron is all on its own, with nothing else banging into it to give it loads more energy and mass, be down
to the action of something one hundred times heavier than itself??
I agree this is a very puzzling statement to someone not versed in quantum field theory. That this sort of
thing can happen was well understood as a result of combining Special Relativity and quantum mechanics
in quantum field theory, long before Yang and Mills.
At first you are bound to think that this causes a huge problem with our mass conservation law. That it
doesn't is a consequence of the looser bookkeeping features of this highly interlinked world of quantum
field theory: The way Noether’s theorem works in quantum field theory is that the conserved energymomentum vector is only fully defined over long space-time intervals. Over short intervals it can appear to
fluctuate, but the larger the energy-momentum fluctuation, the shorter the duration over which it can
persist before it must settle down to that value fixed by the conservation law.
How does such a heavy field boson know when to stop existing? Well the whole thing works out by phase
cancelling effects again – remember the link between phase change and action and phase cancelling out
possible paths that I talked about in general paths Section 4.4.1. In spacetime language we should really
think of the action over any path as being a product of the energy-momentum and the spacetime interval
involved - but if you just think of a fluctuation in the action as being measured by the energy fluctuation
multiplied by the time over which it occurs, you get enough of the picture. Thus an action fluctuation gets
large if either the energy fluctuation is large or the time over which it lasts is large (or a mix of the two).
Now the action fluctuation gives the phase change fluctuation on the path. If these phase fluctuations get
too large, then we get the sort of extensive phase cancellation we saw for large objects travelling off the
least action path in Section 4.4.1, and so the path ceases to sustain any finite probability. Thus, the larger
the energy fluctuation caused by the creation of the field boson, i.e. the heavier the field boson, the shorter
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the time interval over which it can last before large phase cancellation effects bite, and hence the shorter its
range of travel has to be. Over a long time interval, even a tiny fluctuation in energy gives a large change
in action, and hence large fluctuations in phase and, therefore, large cancellations of probability of being
there. So as time passes, the only possible states are the ones in which energy-momentum conservation
gets more precisely observed.
If the fluctuation is in the form of the emission of an extremely heavy Weak field particle then the duration
of existence of that particle has to be extremely short. {Remember the quark or the electron emitting this
boson still keeps its own mass. So any mass in the field boson in this case is, by its very nature, a
fluctuation off the mass-conserving least action path.} You can now see why a field carried by bosons with
mass cannot ever be long range – the very short space-time interval over which the fluctuation that
produces them is possible, severely limits how far such a boson can travel before phase cancellation effects
produce a vanishing probability for this boson to be anywhere. Thus, as time passes, the energymomentum vector gets to be conserved to an inexorably increasing level of precision.
Indeed such a temporary existence of massive field particles as a force mechanism had been proposed by
Yukawa in the 1930s to explain the Strong force between nucleons as the emission and exchange of what
he called „mesons‟ (which were then just intermediate mass particles he had invented for the purpose) by
the nucleons, and, as we saw in the previous section, QCD now justifies his picture, and explains the
structure of mesons and the reason for their dominance over direct gluon forces at just that of Yukawa‟s
inter-nucleon range. However, the extremely short range of the Weak force meant that the mass of Weak
field bosons were probably very much larger than even Yukawa's mesons.
So the requirement that the field particles must have mass was not apparently a problem for a general
quantum field, and it would explain why the force was so weak and short ranged; but it was seen as a great
difficulty for any gauge field. Why? When we allow local changes, in terms of arbitrary operations of
some particular symmetry group, like U(1) phase rotations, then, as we saw, this induces extra results
when we apply the differential operators in the quantum field equations. If we want the equations to be
unaffected by such changes, we have to introduce terms that will exactly compensate for these extra results
– this works if what we add are massless fields. As I‟ve said, their specific form varies according to the
complexity of the symmetry operations we are giving local freedom to, but nonetheless we can do it
provided we keep everything massless. However a mass term, which makes its appearance as a simple
pairwise product of the boson field itself, behaves differently when we add an arbitrary scalar gradient to
the field; we are left with a dangling addition that makes no physical sense, and this changes every time we
try and make a different local gauge change. So it turns out that we can‟t make physical sense trying to use
massive fields as compensating gauge fields. A rough and ready argument as to why massive gauge fields
would be a physical problem is the following:- the gauge bosons act as compensators for any local changes
of the gauge variables, so they have to be able to propagate freely between all the possible sites at which
these changes could occur - namely everywhere. However, remember the gauge symmetry requirement is
played out in our 4-d spacetime. If they went at a speed less than c then there would be physically
communicable instants in which the gauge symmetry did not apply because the compensating bosons that
are needed to keep the symmetry had not yet reached that particular spacetime point - this would mean that
some physical consequence might reach there before the compensating field and so we could, albeit
temporarily, appear to defy the symmetry. Thus the gauge bosons have to travel as fast as any physical
signal - this means that they must travel at c. Now we know that the only things that travel at speed c are
massless, so gauge bosons have to be massless. If the Weak force does arise out of the needs of a gauge
symmetry, something else must happen to subsequently supply any observed bosons with a lot of mass.



Given that QED and QCD explain forces in terms of compensating fields to allow gauge
symmetries (and that even gravity appears to be an ‘external’ sort of gauge theory) it would be
extremely satisfying if the Weak force could be formulated as a gauge theory.
The problem is that the Weak force appeared to be conveyed by very massive bosons whereas
gauge fields need to be massless.
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Was it possible that the gauge symmetry does supply the force field, but somehow the symmetry
then gets spontaneously hidden in such a way that the field then behaves as if it had lots of mass?

6

Hiding the Symmetry – The Electroweak and the Higgs Mechanism

6.1

Spontaneous Hiding of Continuous Global Symmetries

If the Weak force starts out as a result of a gauge symmetry, something must be subsequently hiding the
symmetry since gauge bosons must be massless, but the Weak force must be propagated by very massive
bosons to have the properties we observe. So either we have to introduce yet another force to hide it, or
somehow it has to happen spontaneously. Can a symmetry get hidden spontaneously? The answer is yes we can start with something perfectly symmetric and yet it can spontaneous select out a particular position
that appears to break the symmetry: this is especially so with quantum mechanics in which, as we‟ve seen,
spontaneous 'fluctuations' are endemic.
Let us first look at the hiding of a continuous global symmetry.
We consider a „universe‟ consisting of a perfectly spherical marble lying at the bottom of a perfectly
formed champagne bottle. At the 'big bang' that creates this universe, the marble finds itself in the very
centre of the base, perched on the top of the central peak of that dome that champagne bottles always have
in their base. If the bottle is vertical and the gravitational field throughout the whole system is also vertical,
then we have perfect circular symmetry about the vertical axis of the bottle – it is an SO(2)- global
symmetry about the vertical axis (but remember we can also apply what follows to systems with U(1)
complex number symmetries if we need to, since the two groups behave identically). If we looked away
and someone rotated the bottle and marble, without tipping the marble off its central perch, when we
looked back we would not be able to tell that it had been turned (assuming no explicit symmetry breaking
labels, chips in the glass, etc).
However we know that, sooner or later, the marble will roll off the top of the dome into the 'gutter' formed
around the circular edge of the base, between the dome and the steep sidewall of the bottle. It does this
because the gutter is the lowest gravitational energy state it can reach; remember that, on the surface of the
earth where we are assuming this „universe‟ to be located, the gravitational potential energy field is
proportional to the height. We will later talk much about such energy distributions in 2-component fields,
(i.e. fields made up of two different bosons) as the numbers of each boson increases, and I‟ll be asking you
to picture the height change pattern of this champagne bottle base as representing the distribution of energy
in the field as we increase the numbers of these bosons. {You can also picture the same sort of energy
geometry as arising with a ball placed on top of a Mexican hat – the gravitational potential shape of such a
hat is similar to that of the bottle base.}
When the ball has fallen into circular gutter the circular symmetry of the system appears broken - the ball
is now nestling at some particular point in the gutter: if someone came and carefully rotated the bottle
about its vertical axis we could now tell since the position of the marble would have changed. However it
is really only hidden; the symmetry exerts its presence by ensuring no one part of the gutter is favoured in
general; if we repeated the situation many times we would find that the marble favoured no one part of the
gutter over any other, all were symmetrically available as far as it was concerned. More importantly, the
symmetry still asserts itself by the fact that the marble can roll all the way around the gutter without
changing its gravitational potential energy at all, whereas if it tried to role in any other direction it would
need to acquire some energy.
The original symmetry in this 'bottle and marble' system is a continuous global symmetry. Thus,
remembering what Noether taught us, there has to be a conserved quantity to ensure this. In this case it is
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the angular momentum about the vertical axis through the centre of the bottle (i.e. a vertical axis through
the peak of the dome), and so, if neither the ball nor the bottle is spinning in the initial state, the net angular
momentum is zero and that should remain the case throughout. That the symmetry is simply hidden in the
final state is indicated by the fact that the Noether angular momentum „currents‟ still ensure this
conservation: imagine we floated such a bottle in perfectly calm water then, if the marble falls off its
perch, and starts to roll around the gutter in one direction, freely exploring its lowest energy state, the
bottle itself would start to rotate in the opposite direction, at such a speed that the net angular momentum
of the whole system remains constant at zero.
An important feature of this picture is that when the symmetry is hidden and the marble lies in the gutter
then there are two very different modes of motion now open to it. The first is that it can roll up and down
the walls of the valley formed in the radial direction, i.e. by the rising dome on the inside, and the rising
bottle wall on the outside of the gutter. This back and forth, up and down motion will need a lot of energy,
even to get a small way up the wall. The second mode is to move at right angles to this oscillation, i.e.
azimuthally rather than radially, in other words to roll along the gutter. This is the symmetry-preserving
mode (if we imagine the marble at all points of the gutter) that involves no change in gravitational
potential energy and in effect, comes for free; a vanishingly small amount of energy is all that is required
to get it rolling around a frictionless gutter forever.
The marble-bottle situation looks like a very locally confined situation, but it can serve as the model of the
potential energy distribution of a uniformly extended system like a field. As an example of this we shall
now consider the case a universe that consists of an iron bar:In an iron bar magnet, we can think of the magnetic field as arising from the addition of trillions of trillions
of tiny magnetic fields arising from each iron atom in the bar. We can consider the field of each atom as
being a miniature version of the earth‟s magnetic field, the electrons whizzing around the nucleus acting a
bit like the molten iron core revolving around the polar axis of the earth‟s spin. Thus, like the earth‟s field,
we can consider each atom‟s field as having two „poles‟, which can call North (N) and South (S). In our
flowing fluid analogy of a vector field of Section 2.2 where we said that a magnetic field pattern was
formed in loops, you can consider the „north‟ as the source-like end where the „magnetic field fluid‟ flows
out from the centre of the atom, before it swirls back around the outside of the atom, eventually to come
down into it again near the sink-like „south‟ pole end, whereon it flows back through the atom to emerge
again at the N end, joining up the loops. We can picture the iron bar as being (almost) a continuum of these
tiny atomic magnets.
Let {N-S} indicate an atomic magnet whose axis is pointing to the left along the horizontal axis. The
potential energy of the interaction between two neighbouring magnets is, for a given separation, at its
highest energy when they are aligned „anti-parallel‟, i.e. when like poles point towards each other, such as
{S-N}{N-S} or {N-S}{S-N} – just like electric charges, the like poles repel each other so it takes a bit of
work to keep them close to each other. The two atomic magnets have lowest energy when they are fully
aligned parallel, i.e. when the like poles are furthest from each other and the opposite poles (which are
attracted to each other) are closest to each other, as in {N-S}{N-S} or {S-N}{S-N} configurations. When
free to move, systems will seek the lowest energy state and avoid the highest, so the net effect with these
„poles‟ is, as I said, similar to electric charges with opposites poles attracting and like poles repelling. Try
it with two bar magnets - you'll find they want to spin round until they are aligned in parallel orientation,
such as {N-S}{N-S}, or {S-N}{S-N}. If we rotate the magnets relative to each other then the energy of
their interaction goes smoothly from being a minimum when „parallel‟, such as {N-S}{N-S}, to being a
maximum when „anti-parallel‟, such as {S-N}{N-S}; you will feel yourself having to force them, i.e. to
supply extra energy, to get them to do it.
Imagine one bar magnet sits directly in front of another. If we take its angle of alignment as being related
to the radial distance from the central peak of the dome, then the energy of the interaction looks quite like
the base of our champagne bottle. If the two are aligned anti-parallel, {N-S}{S-N}, we have maximum
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magnetic interaction energy; effectively the system is sitting on top of the energy dome. If the front magnet
is free to turn, it will spontaneously rotate away from this orientation so that the energy falls smoothly until
it reaches the lowest energy of the parallel alignment, {N-S}{N-S}. The system is now effectively in the
energy gutter. If the front magnet keeps on turning yet further, it will start to move towards the antiparallel condition again, with like poles once more starting to approach each other. Thus the energy will
rise again, just as it would if it had tried to retrace its steps and turn back on itself. Energetically, the
movement off the dome into the gutter is, in this case, the result of rotation of the magnets from „antialignment‟ into alignment with each other.
The same is true of our atomic sized magnets and so the energy situation for each pair of atomic magnets is
like our champagne base: {S-N}{N-S} being at the top of the dome and {S-N}{S-N} being in the gutter.
Notice that in the lowest energy, parallel, state the magnetic field, as seen well outside the pair, is basically
double that seen from a single atom alone; the two fields add up because they are aligned basically parallel
to each other. The overall B force field, being a vector, is got by vector addition of the B vectors from each
atom. Since, once one is far enough away for them both to seem to be coming from the same place, these
two contributions are pointing in virtually the same direction, so the net effect is an overall vector field B
that is double that of the individual B fields. However when the pair are in the highest interaction energy,
anti-parallel, state, the individual atom fields are oppositely pointing and so once we are well outside the
pair, the two oppositely pointing vector B will now be pointing in almost the exactly opposite directions,
so by the same vector addition rule, these two force fields will cancel each other out. Thus, at distances
much larger than these individual atoms, the highest-energy orientation produces zero magnetic field.
We can consider a block of iron to be a vast field of atomic-sized magnets. When the block is at a
reasonably high temperature, the individual atomic magnets, whilst remaining in place in the iron crystal
lattice, are vibrating and rotating around like mad, each having energy of movement that is way above that
of the magnetic orientation interaction energy 'dome'. The effect is that magnetic alignment energy
differences are not significant and our atomic magnets point every which way within the block. {In our
marble-in-champagne-bottle analogy, it is as if the marble has lots of energy and is randomly bouncing
around off the sides of the bottle, way up above the central dome.} This is why a hot iron block produces
no overall permanent magnetic field - any atomic magnetic field pointing one way is cancelled by another
pointing in the opposite direction. We therefore have a continuous, global (as far as the block of iron is
concerned), isotropic symmetry in the magnetic field; i.e. there is no preferred magnetic direction, all are
equivalent. However, if we lower the temperature of the block to the point at which the kinetic energy of
the jiggling motion of the individual atoms is much less than that of the magnetic alignment energy
difference, it becomes clear that the random orientations require a higher magnetic interaction energy than
a fully parallel alignment. There is no longer enough heat energy (i.e. random jiggling) to prevent the
atomic magnets settling down into the lowest energy alignments, {S-N}{S-N}, with their neighbours.
Accordingly, they rotate into their energy gutter and settle there. The field of each tiny magnet is now
aligned with its neighbours in some particular direction, and gradually this effect will spread so that they
all begin to line up. Thus the overall magnetic field builds up as virtually all the atomic magnets become
aligned in this lowest interaction energy state. There is now a significant magnetic field, B, spread
throughout the iron; we say that the block has become magnetised.
The previous high temperature global isotropic magnetic symmetry of the iron ball (i.e. every direction you
looked in had the same magnetic field – zero) has been spontaneously broken, it is now magnetised in
some particular direction. We can recover it by just heating up the block again, so in a sense it is still
there, just hidden from view. This is also shown by the fact that if we repeated the process many times,
and, provided the block presented no directional asymmetry by virtue of its shape (e.g. it was perfectly
spherical), then all directions of the resultant B field, i.e. all points of the energy gutter, would be equally
likely; it would just be the luck of the game in which direction the early pairs aligned themselves and
dragged others into following suit {indeed in real magnets we usually get this „luck‟ aspect shown by the
field initially growing independently in a number of local „domains‟, each domain having its own local
field direction determined by the luck of the initial rotations, but eventually the larger domains will
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manage to re-orient the smaller ones into line with them}. Thus on any given cooling down and
consequent field build-up, the symmetry is hidden.
{Of course this assumes we have kept the global rotational champagne bottle-shaped energy symmetry –
e.g. protected the system from symmetry-breaking external features such as the earth‟s own magnetic field;
if the iron ball could see this external field then there would be an additional interaction and the atoms
would seek the lowest energy of that as well, which would then swing them around until they all lined up
parallel with this external earth field – as happens with a compass needle. This would be what we call an
„explicit‟ symmetry breaking rather than a „spontaneous‟ one.}
Let‟s review what we would see if we were living in a universe that is like a vast iron ball. We would be
so used to having iron everywhere that we wouldn‟t notice it and would call it „the vacuum‟ {actual
„objects‟ in such a universe would be anything that wasn‟t iron}. When the universe was very hot we
would not discover the existence of any B field since there would be none there to measure. If, however,
we were clever engineers and could isolate a tiny element of the vacuum (a single iron atom), we would
discover that it had a small magnetic field aligned with the angular momentum axis of its rotating
electrons, but this axis was happy to point in any direction since there was no external field acting on it; all
the neighbouring fields would still be jiggling around in different directions whilst the universe was hot.
After this discovery we would know that there was such a thing as a B field, but that, in the hot „vacuum‟
state of our iron universe, the overall B field was basically „empty‟. Our universe would appear to have
perfect isotropic symmetry. However, as the universe cooled, we would reach the point where, probably
quite suddenly, a finite B field would appear everywhere within the ball. The symmetry of our vacuum
would appear to be broken; there would now be a preferred magnetic direction and the vacuum would be
full of a field; yet despite all the bosons now floating about by virtue of the existence of this field, the
overall energy of this „vacuum‟ would be lower than it was when there was no B field!








6.2

A marble balanced on top of the very centre of the dome in the base of a champagne bottle
experiences a gravitational potential energy distribution that is given by the height of the glass it
rests on. The lowest energy the marble can achieve is in the circular gutter at the edge of the dome,
just inside the wall of the bottle.
When the marble is perched at the top of the central dome the whole system has circular symmetry;
when it eventually rolls into the gutter, the circular symmetry is broken. However we may view it
as hidden rather than fully destroyed; the fact that the marble can roll fully around the gutter
without changing its gravitational energy shows that the circular symmetry can still make itself felt.
A hot iron block has randomly oriented atomic magnets so that there is no overall magnetic field
and we have isotropic symmetry. However the energy of random orientation is higher than that
when the magnets are all aligned, so, when we cool the iron to the point where this energy
difference becomes significant, they spontaneously align and in so doing create a finite magnetic
field in some particular direction throughout the iron block, spontaneously breaking the symmetry.
In an iron block universe, the energy is higher when there is zero magnetic field than when the
magnetic field has gained a finite strength from the breaking of symmetry by the alignment of
atomic spins.
Nambu-Goldstone Massless Scalar Bosons from Spontaneous Symmetry Hiding

Now it turns out that the quantum mechanical mechanism of spontaneous continuous global symmetry
breaking had been looked at in complex systems such as solids. In particular, Nambu and Goldstone had
considered this process in investigating superconductivity. Here we were talking of 'internal symmetries',
as in our U(1) and SU(3) symmetries for QED and QCD, rather than the 'external' SO(2) spatial
symmetries of our actual bottle and marble, but with interaction potentials that were similar in shape to the
gravitational potential represented by the marble in the bottle, and the magnetic potential of our block of
iron. They found that appropriate Noetherian considerations applied and that to ensure this in the quantum
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case, massless scalar bosons are created, known as Nambu-Goldstone bosons; they differ from the bosons
of our gauge theories in that the latter are vector bosons, whereas Nambu-Goldstone bosons are just scalar
bosons – i.e. they have no spin. I could pretend that these bosons are like our magnetic field in the iron bar,
and indeed the process bears some overall similarities, but we need to look in a little more detail to see the
real trick of what seems to happen.
We start with some simple „toy‟ universe throughout which can exist a field I shall imaginatively call the F
field. The F field is not a vector field like B but a simpler scalar field like V {yes I know that back in
Section 4, I went on to show that V was more properly seen as the time component of the 4-vector
electromagnetic potential field A , but before we knew all that we just viewed it as a scalar potential field and most electrical engineers still do}, this means that its bosons have no intrinsic spin. F is not completely
simple however, in that, unlike V, I shall make it a doublet field, i.e. it is a field that has two different types
of scalar bosons in it. Let‟s call these two component fields, F1 and F2 – which, when we later use a
version of this as a simple Higgs field, can also be thought of as the real and imaginary components of a
field whose strength is characterised by a complex number – but for the moment don‟t bother with that if
you‟re still a bit „phased‟ (sorry) by complex numbers.
A further difference from V is that these are not in general massless bosons; F1 and F2 bosons each have
some mass. We also assume that they possess some charge or other so that they can interact with each
other, and that their energy of interaction has our circular symmetric champagne bottle (or Mexican hat)
energy distribution. Now quantum fields have the property that they exist even when apparently empty or
„unexcited‟ - i.e. when they have no actual bosons in them; this presence is called „the zero point field‟ or
the „vacuum energy‟ of the field. We shall assume that for this field F, its vacuum energy - i.e. the energy
in F when F1 and F2 are both „empty‟ - is some high finite value, corresponding to the raised dome centre
of our champagne base (like the energy of the magnetic interaction in the iron, when there is no field, the
energy is high).
I‟m going to try and describe the energies that might exist as we increase the number of bosons in it. I want
you to picture placing our champagne bottle on top of a piece of graph paper on which we have plotted the
F1 and F2 populations of the field F. Since the field has two components, F1 and F2, then we can use one
axis of the graph paper to represent the amount of bosons in F1, with the amount in F2 being plotted along
the other axis at right angles to this. If we view the graph directions in terms of a clock-face, the crossing
point of the axes, where both F1 and F2 are zero, is the centre of the clock-face and, for reference, let‟s
think of the F1 axis as running up towards 12 o‟clock and the F2 running out towards 3 o‟clock. We place
the champagne bottle so that the centre of the bottle, i.e. the peak of the dome, is exactly over the central
crossing point, where F1 and F2 are both zero. The inside surface of the glass bottle now represents the
energy of the field for the components mapped on the graph paper blow it – i.e. it effectively gives us a
three-dimensional graph in which the horizontal axes on the paper are the field component numbers, and
the vertical height of the inside surface of the glass bottle gives us the energy. Thus the surface of the base
inside the bottle represents the energy in the field when it has those magnitudes of components as
represented by the graph point vertically below it. The peak of the dome thus represents the finite energy
of the „vacuum‟ when the field is empty. As either or both components begin to gain strength, i.e. as we
start to get some actual bosons in the F field, we move out towards the edge of the bottle and the
interaction energy falls until it reaches the minimum value in the energy „gutter‟.
Assume that the F field‟s energy curve for any given population of F1 & F2 bosons is perfectly symmetric
between the two components and hence well described by circular SO(2) type symmetry of the base of the
champagne bottle. The gutter is comprised of all the points at which there is sufficient excitation, G, in the
two fields combined, for F to have reached its minimum energy configuration; it is thus a circle of radius G
about the centre of the graph. Given we are here discussing a global situation; once we are in the gutter the
field F now has a strength G everywhere in our toy universe. Any particular point around the bottom of the
gutter represents some particular population combination of the two component fields, thus the 12 o‟clock
position represents the situation in which the minimum energy magnitude G has been reached by using
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bosons of component field F1 alone; the F2 field is still empty. The 3 o‟clock position would be the one
where F1 = 0 and F2 = G, where I‟m using F1 and F2 to indicate the strength of the field (i.e. the number of
bosons) in each component. Intermediate points would be all the different strengths of F1 and F2 fields
such that the total in the field has reached G, the gutter, i.e. that F12 + F22 = G2, {which is the equation of
the circle of radius G and is just an application of the Pythagoras theorem for the right-angled triangle
formed by the side of length F1 in the „vertical‟ (12-o‟clock) direction, and the side F2 in the „horzontal‟ (3o‟clock) direction and the radius G from the centre to whatever point of the gutter we have reached by F1
and F2 }. The other three quadrants of the circular gutter represent the same distribution of F1 and F2
bosons but with different phase relationships between the two components – don‟t worry about it, we can
consider everything in terms of the system landing anywhere between the 12 o‟clock and 3 o‟clock points.
We are now ready to see what happens if we allow the field to spontaneously grow and break the circular
symmetry, as it did in the iron block.
If we start with F1 and F2 both zero, the perfectly symmetric high energy vacuum state of the F field, then
at some point, the „marble will roll down into the gutter‟, i.e. the field will spontaneously come off this
central energy peak and produce some mix of F1 and F2 bosons, so that, like in our magnet, it quickly
builds to arrive at some particular (F1, F2) point in the energy gutter, when we will have F12 + F22 = G2.
Just as with the marble, from this particular lowest energy point the symmetry has disappeared. From the
centre of the base, i.e. the peak of the dome, the energy changes in different component directions were all
equivalent, i.e. the energy fell by the same amount whichever boson we added to the field. That symmetry
is now broken, and there are two very different amounts by which the energy changes as we add a boson,
depending upon which component boson we add, i.e. which way we move on the base with respect to the
gutter direction. Let me show this by some examples:Let‟s first suppose the field rolls off the peak into the gutter by moving „vertically‟ from the centre, i.e. it
goes straight up to the 12 o‟clock position of the gutter. This means that it reaches the gutter by a
spontaneous increase in the F1 field only, so that we have arrived at the point F1 = G. This means that if we
try to add another F1 boson, we keep on going outwards and try to climb directly up the energy wall of the
„bottle‟ side. It therefore needs significant energy to add another F1 boson. However, creating an F2 boson
at this point means moving parallel to the 3 o‟clock direction, i.e. along the gutter direction at this 12
o‟clock point. This requires no extra energy. Thus if we now add an F2 boson we can give it as little
energy as we like, right down to zero.
But we know that if a boson has a mass m then we need energy of at least m.c2 to create it. Since we can
now, in principle, create an F2 boson with no energy expenditure, then this must mean that the F2 boson we
create here has m = 0, i.e. it has become massless. Effectively all the mass has been shoved into the F1
component, which is still „radial‟, whereas the now „circumferential‟ F2 component has become massless.
Thus, in this case, F2 is the massless Nambu-Goldstone boson mode that arises from breaking the SO(2)
global continuous circular symmetry of the „champagne bottle‟ energy distribution {or U(1) symmetry if
these two fields were just the real and imaginary components of a single complex field}.
If the field began to spontaneously fill from the central vacuum dome using only F2 bosons, then we would
arrive at the 3 o‟clock position of the gutter. Any further change in F2 then takes us up the energy walls of
the gutter. Here the gutter runs in the 12 o‟clock F1 direction and so it is this F1 field that now has no mass.
In general, the field will roll off to some arbitrary point of the energy gutter. It will help if you draw this
situation out for yourself: you will then see that neither F1 nor F2 is massless, and indeed they differ in how
much mass they have – depending on what „clock‟ position we end up in; the nearer to 12 o‟clock the
heavier F1 is and the lighter F2, the nearer to 3 o‟clock, the heavier F2 and the lighter F1. However quantum
mechanics always allows us to „rotate‟ our state vector axes so we can always create the massless N-G
boson as an appropriate mix of F1 and F2.
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For those who‟d like to see these new „gutter‟ modes expressed in terms of these original ones, let‟s go
through this again for a particular case {those who don’t want to see that actual type of maths, just skip the
next two paragraphs}.
The next simplest situation is where both components increase equally during the „roll off the dome‟. Thus
we arrive at the „half-past 1 o‟clock‟ position, midway between 12 and 3. Then, at the 1:30 roll-off gutter
position, we can write simply for the magnitude of the two fields F1 = F2 = G/2. Thus we satisfy our
condition for being in the gutter‟, since we have F12 + F22 = G2/2 + G2/2 = G2.
What we have to do now is rotate our states clockwise by 450 in our (F1, F2) bit of state space so that we
can line one component up with the gutter direction. What we then get is two new components which I‟ll
call Fm and F0, where Fm = (F1 + F2).(1/2) and F0 = (F2 – F1).(1/2), with F0 being the one lined up with
the gutter direction, i.e. being the massless boson field. The (1/2) factor is just the cosine of 450, the angle
by which we‟ve rotated, and it ensures that we only rotate, not stretch of compress, so that we are still in
the gutter, in other words we still have Fm2 + F02 = G2. [For a general roll-off direction at an angle θ to the
12-o‟clock direction the result, is Fm = F1.cos θ + F2.sin θ and F0 = F1.sin θ - F2.cos θ.]}
These mixings, by what is in effect a rotation of F1 and F2, bosons into Fm and F0 bosons, is typical of
what we can do with the overall state vector in the interlinked world of quantum mechanics. We shall see it
happen in a more profound way when we come to the mixing of two very different bosons in the
Electroweak mechanism.
In fact when working with the F field from this gutter position, more clarity is added if we now treat the G
bosons required to reach the lowest point of the gutter as simply a constant number of Fm mode bosons
(remember these are in the radial direction coming straight from the empty field position in the centre to
the actual point of the gutter we arrive at). This constant number of bosons G that we took to arrive at the
gutter is no longer of dynamical interest to us once there; all the interest is what the new bosons are like
when we start adding them at that point. Thus we can separate out G in the total number F, to form
effectively a new zero value for both Fm and the F0 components at this exact point reached on the gutter.
Thus the new Fm and the F0 bosons now have zero magnitude at the exact lowest point in this direction, i.e.
when we are at G, and all the interesting activity from here is measured by their deviations from this very
lowest energy ground state position. Effectively this means we have changed our „vacuum‟ to be
whatever exists at this gutter position. This means we now re-write the full field as
F = G + Fm + F0,
and we treat G as a background vacuum constant of the field for this situation, and consider all the
interesting action as being in the creation of these new Fm and F0 bosons. The new Fm bosons have a mass
determined purely by the steepness of the valley side and the F0 bosons have zero mass since they are
moving along the bottom of the gutter. G measures how much field difference there is between the new
„vacuum‟ (the bottom of the gutter we arrive at) and the central dome of the original vacuum when F = 0,
i.e. the original empty field. In this way we treat the exact G point, i.e. where the new Fm and F0 are both
zero, as effectively presenting a new vacuum state; one that has a much lower energy than the original
vacuum at the centre. {You can see this as an effective shifting of the zero of our graph of the field modes
from the centre of the dome to the position G in the gutter, and then a rotation of the axes such that the Fm
axis is now aligned radially outwards at G, and the F0 axis points along the gutter.}
Now that I‟ve drawn your attention to the fact that it is the local steepness of the energy surface to be
climbed if one adds a boson to the field that determines the mass of that boson: flat surface - no mass,
steep surface – lots of mass, then if you look back at the roll-off from the very centre of the dome to create
G you will see that things were a bit complicated. At the very peak of the dome the surface is flat in any
direction, so the initial F1 and F2 bosons both have no mass. Then the surface starts to steepen up, but
downwards not upwards, so the more bosons we create the less energy we have – what does this mean?
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Well, on the face of it, it looks like these bosons in fact have negative mass! What does that mean? Well
effectively we are dropping below the vacuum energy and if we count this as having zero mass then we
must be going negative. There are various things we could say about this but many of us just wave it away
airily with remarks such as “The mass in the vacuum roll-off region should be seen as a dynamical variable
parameter rather than an actual mass.” “Right!” I hear you sardonically reply. Well, just think, it must be a
bit weird for the people in our iron-bar universe when suddenly, out of nowhere, a magnetic field starts to
grow and yet as it grows the energy seems to be dropping!
But don‟t worry, we just cover that mystery by brushing it under the carpet of „G‟, the ground-state of the
field. The main thing to remember is that the system starts out with nice circular symmetry and two very
similar modes, but finishes up with a new vacuum point in one particular place in the gutter and that, as
seen from this ground state there are two very different boson modes, Fm with lots of mass, and F0 with
none.
If we treat G as a constant characteristic of the field after we‟ve broken the symmetry by this spontaneous
decay of the original vacuum, then, as I said, we can treat G as the new vacuum condition. We now
consider excitations of the field as happening when we create some new Fm bosons and some F0 bosons.
We can describe the state of the field by just two real numbers, which give the number/strength of these
two components. If we want to have this as a charged field (like with gluons for example) then it turns out
to be convenient to use instead a complex number in which one mode is given by the real part and the
other by the imaginary part (but remember that means that it is at right angles to the first) – effectively I‟ve
now turned our SO(2) symmetry into an equivalent U(1) symmetry. Thus I finally write the broken
symmetry field as
F = G + Fm + i.F0.
By making the zero mass boson the imaginary one I am really just making a choice of the zero of the phase
of the complex number - remember we first linked phase with charge back in Section 4.6.
For those interested in what the mathematical shape of the F field energy terms might be like, such as what
sort of mathematical field terms LF we must put into the Lagrangian of the system in order to give the
champagne bottle energy distribution to the field, well basically they have a magnitude that looks
something like
LF = E + F4 – 2.G2.F2,
in which E stands for the empty field energy, i.e. a term that describing the overall height of the central
dome, G is, as above, the field strength needed to reach the bottom of the gutter, but in this simplified form
I‟ve made it that G4 is also the amount of energy drop from the dome peak to the gutter). When we
consider how the Lagrangian appears at the centre of the gutter using the expression for the complex
number expression for the field, F = G + Fm + iF0, and look at the energy contribution (which is from Fm
only) for small displacements in F from the new vacuum energy (E – G4), we get a potential energy
contribution basically just given by G2.Fm2. The presence of this Fm2 term is just what we expect for the
field energy term in the Lagrangian when we are dealing with scalar bosons having mass. Thus to go from
a situation of having no Fm bosons to having just one, i.e. we make the magnitude of Fm = 1, then we get an
extra energy in the Lagrangian at this point equal to G2, thus the mass of this boson must be G2/c2.
Changing the number of F0 bosons makes no difference to the value of G2.Fm2 and so we see that these
bosons are massless.
If all this messing around with formulae involving E, G, F1, F2, Fm, F0 has left you a bit bemused – don’t
worry, you only really need to have accepted the gist of the thing, that when this, in general,a 2-component
F field involving mass rolls off its initially perfectly symmetric vacuum state, into a particular, asymmetric,
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position in the lower energy gutter, we get a massless boson being created, with all the mass of the field
now appearing in the other F component.
Finally let me say that, as before, we can look upon the symmetry as more hidden than broken. The actual
position in the gutter may not be an indication of the symmetry, but the zero mass of the Nambu-Goldstone
boson, F0, is just that – there couldn‟t always be massless component without the circular symmetric
gutter. It turns out that in spontaneous breaking of more complicated symmetries than this, we get a
different massless boson for each symmetry generator that is broken.
To review where we have now got to in our story:- we have two situations in which massless bosons get
called up: the gauge symmetry calls up a massless vector boson field for each generator of the gauge
symmetry group, and the spontaneous hiding of a global continuous symmetry of a field produces a
massless scalar boson field for each global symmetry generator that gets hidden. Now comes the what
turned out to be the crunch question:- What would happen if we combined the two and spontaneously hid a
gauge symmetry?









6.3

We consider a two-component massive scalar boson field with a ‘champagne bottle’ energy of
interaction, the centre of the dome corresponding, like the magnetic field of the iron bar, to an
empty field – both component fields are at their zero points. The energy has the circular, SO(2),
symmetry of the champagne bottle base so both components are treated equally.
However when the field fills to the point that it reaches the lowest energy of the gutter, which it
may do by adding bosons to either or both field components, there is now an asymmetry in the
field.
There is now one mode of the field, the radial component from wherever we are in the ‘gutter’,
which must climb either the wall of bottle or the rise of the dome, to change its number of actual
bosons.
The other mode of the field is circumferential, i.e. it is along the gutter; here we can add a boson
for a vanishingly small amount of energy so that this boson must have zero mass. All the mass of
the field is in the other, radial, mode.
We can treat the number of bosons G to reach the gutter from the central energy peak of the empty
field as a separate constant and treat the new modes Fm and F0 as starting at zero from this new
‘vacuum’ point, or ground state.
It turns out that if several global symmetries are involved then we get such a massless ‘NambuGoldstone’ scalar boson with each symmetry that gets hidden.
We thus have two symmetry mechanisms for creating massless bosons – vector bosons from the
creation of a gauge symmetry, and scalar bosons from the hiding of a global symmetry. What if we
combine the two?
Hiding the Gauge Symmetry - the Higgs Field and Higgs Mechanism

Our problem with invoking a gauge symmetry for the Weak field is, as we discussed in Section 5.6, that
the bosons created to ensure gauge symmetry must be massless, and yet the tiny range of the Weak force
shows that the mass of the field bosons must be very large. It looks as if our only hope for a modelling the
Weak field as a gauge field is if there is some way in which the gauge symmetry is subsequently hidden
and that this hiding process somehow makes the field bosons appear to have lots of mass. In the above subsection we have looked at the process of spontaneously hiding a global symmetry of a massive field and
found that it actually creates a massless field. Is it possible that if we can hide a local gauge symmetry we
can accomplish the reverse, i.e. create a massive boson from the two massless ones of the gauge symmetry
and the symmetry hiding? On the face of it this sounds like a daft idea – suppose we do end up with a
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massless vector boson and a massless scalar boson how can that help create a massive one? Well we first
need to look at the crucial difference between a massless vector boson and a massive one.
Picture first a tiny spinning bullet. Suppose that it is spinning clockwise when we look at it from behind as
it shoots away from us. With respect to its own motion we say it has a right-handed spin - using the screw
analogy we mentioned in Section 4.5 when talking about photons; i.e. it seems to be screwing itself into its
own direction of motion in the way a normal (right-handed) screw would. {I should stick to one term to
talk about the relationship between an objects spin direction and its linear velocity, but I find myself using
several - handedness, helicity, or chirality, so apologies in advance – just treat these as synonyms for the
purposes of this discussion.} Suppose someone else is just flying by us in the same direction but at a faster
speed than the bullet so that they are actually catching it up. What do they say if we ask them what they
think the „handedness‟ of the bullet is? They‟ll still see the bullet turning clockwise but, from their
viewpoint, it is heading towards them, not away from them. Thus it can only be „screwing itself into its
motion‟ if it is a left-handed screw, so they say the spin is left-handed. To a third person, travelling at the
same velocity as the bullet, it is just spinning, not moving along at all, i.e. it has no linear velocity; it
therefore has neither a left- nor a right-handed screw motion, it is sort of zero-handed. Thus an object like a
bullet can be observed moving with three different chiralities, depending upon its velocity relative to one‟s
own „frame of reference‟. Things are the same all the way down to the tiny amount of spin possessed by a
vector boson; if it has any mass then its spin and velocity can exhibit each of these three chiralities in
different reference frames. {We have a direct analogy with the way I described the three orientation states
of a spin-1 boson that I described here in Section 5.2}
What about a massless vector boson? What speed is it going? .... c! What can we not do? Overtake it, or
even catch it up! This means that if it is left-handed, no-one can make it seem right-handed, and vice versa.
It can never be zero-handed since it can never be at rest. Thus massless vector bosons are either born lefthanded or born right-handed and they stay that way; they are never born zero-handed. So whereas a
massive vector boson (I use „massive‟ as a shorthand for saying they possess some mass – no implication
of large size is intended) has 3 degrees of „chiral freedom‟, a massless vector boson can only have two! A
scalar boson always just has zero chirality, whether it has mass or not, since, by definition, it's not spinning
at all! Thus a gauge boson has just two degrees of freedom corresponding to the two possible chiralities,
and a Nambu-Goldstone boson has just one.
It is clear that just breaking a global symmetry alone is not going to do the trick for the Weak interaction we just end up with more massless bosons - but what if we combined this with a local gauge symmetry,
would it be possible for us to somehow get the massless gauge bosons to acquire the single degree of chiral
freedom of the massless scalar Nambu bosons in such a combined spontaneous process? That sounds very
weird and mysterious, but hopefully will be comprehensible by the end of this section, and furthermore it
will turn out that:Yes indeed it is possible and it is this that is the Higgs mechanism!
In 1964 Peter Higgs and a number of others proposed a general way to give mass to SU(2) gauge bosons.
This mechanism eventually gets incorporated by other physicists into a more complex symmetry of the
Electroweak theory that we will look at in the next section. These symmetries are complicated however
and here I would like to describe the mechanism using a simpler one – but don‟t worry, it contains all the
essential features, hopefully in what, by now, is a more readily pictured situation.
Let me play at being a God who has got a bit grumpy. I started out cheerily enough saying “Let there be
U(1) gauge symmetry” (later transcribed into a more down to earth phrase about light) and lo – I produced
a nice U(1) gauge photon field, A, a long-range massless vector field with two degrees of chirality.
However I then get grumpy – it‟s too easy to make squillions of these pesky photons and they go all over
the place and get everywhere – it‟s all too bright! I decide I want to tone the place down a bit by making
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the light heavy (so to speak), thus making it harder to create a photon and reducing how far the thing
travels once it‟s created. So I call on young Peter Higgs to use his mechanism to give mass to the photon.
Peter says, Ok we have your universe in which we have local U(1) phase symmetry everywhere. But now
let me add another field, H, that is uniform everywhere and is a complex scalar field. Being a complex
number, the field is effectively made of two components H1 and H2, like our F1 and F2 components of the
field F in the previous Section 6.2, but here we will treat them as the real and imaginary parts of a single
complex number from the start. This means that rotation transformations of components, of the sort I did to
line up my massless mode with the flat energy direction in the gutter in that example, is now a simple
phase rotation described by the U(φ) function in H. Also these two components have an interaction energy
that has our champagne bottle base shape, again like F. When H is zero then the U(1) gauge symmetry of
the rest of the universe is unbroken we can assume that whilst the universe is hot then the H field also
respects this symmetry just as the hot iron bar looked symmetric, i.e. the energy of the modes is not phasedependent. However as the universe cools and the raised dome of the zero of the H field becomes more
and more significant, then at some point H will want to roll of into the gutter to one of its lowest energy,
ground state configurations, where it certainly breaks the U(1) symmetry.
So the Lagrangian in the hot universe possesses U(1) gauge symmetry; all its differential operators are
covariant ones of the form  = ( + i.q. A ) where A is the massless vector field that compensates for the
nasty terms that come from making arbitrary phase changes. It also possesses terms describing the
presence of the H field with its curious energy distributions (H is not brought in as a compensating field for
gauge symmetry purposes, so in the Lagrangian, L, it appears separately from the co-variant derivative
operators, but is operated on by them ). However when we look at what L is like when the H field builds
up to a value G, i.e. rolls into its circular energy gutter, then that circular symmetry disappears. What
happens now?
Well, when we do all this, the Lagrangian we end up with still has these covariant derivatives so we still
have the A field, and we get the H components now being expressible as the radial component in the
gutter having all the mass, so we label that one Hm, and the azimuthal component having no mass so we
label it H0. Indeed since we can decide where to put our zero of phase, let‟s assume for the moment that the
H field has rolled up into what in the F field description we called the 12 o‟clock position in the gutter. If
we choose this 6-12 o‟clock axis as the real number axis along which we call the bosons Hm, (remember
it‟s the one that we have to give some energy to create a single boson increase in the field since it has to
climb the walls of the gutter), then the massless mode boson, H0, the one which to increase we just move
along the gutter with no need for any minimum energy, is the component along the imaginary axis (3
o‟clock direction). Thus, just as we found with the F field if we treat Hm and H0 as themselves just being
real numbers, effectively counting the number of bosons in their respective modes, then we have rolled to a
point where
H = G + Hm + i.H0,
where G is the new vacuum, formed by the amount of field required to reach this ground state gutter
position just as we had in the F field case (if you remember, G was actually negative in terms of actual
energy and mass compared to the true H = 0 vacuum, but I told you not to worry about it, so don‟t).
Now at this point in the explanation, I find that even fairly detailed semi-popular physics books just say
that what happens, is that the single massless scalar boson, H0, with its single degree of freedom, “gets
absorbed by the 2 degree of freedom massless gauge vector boson A – thereby giving it the third degree of
freedom it needs to be massive”.
Well, from what you now know about the 3 spin orientation states needed if A is to have mass, you can see
what they are on about; but I can see how, as it stands, this is a bit baffling to the intelligent lay reader!
How do we know H0 „gets absorbed‟? What does the maths actually do that tells us it has been
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„absorbed‟? Does the H0 symbol jump up off the page, stroll over other terms in the Lagrangian, such as
the G2 Hm2 telling us that Hm bosons have mass, (and indeed any stuff about other particles, like quarks
etc., but we are ignoring all that massive particle stuff until we get to Section 6.6), until it reaches the bits
involving A and then jumps in? Or does it spontaneously just erase itself from the paper? Or do we just
rewrite the Lagrangian and put H0 – by hand – into the gauge boson term? I‟m sure it will come as no
surprise that the first two possibilities don‟t occur, we do have to re-write the maths. So aren‟t we just
writing H0 into being part of A? If so, how do we know that‟s what actually happens?
Well in fact it‟s a lot less arbitrary than that – the maths does sort of tell us what we have to do. How does
it tell us? The first thing is that the Lagrangian, L, does now include a term which essentially involves the
square of the gauge field, i.e. we get a term G2.q2 A2. Remembering that the Lagrangian basically is
formed from the energy of any fields involved, this tells us that the presence of even a single A boson in
the system gives a finite contribution to the energy; if we were to write in the Lagrangian of a field whose
bosons each had a finite mass G then all we‟d need to do is add just such a product into the Lagrangian in
the form G2.q2 A 2, just like the Hm2 term {and remember the scalar G2.Fm2 mode potential energy
contribution to the Lagrangian when we reached the gutter in the global example? - I said there that this
indicated that the mode has mass}. Thus the gauge field bosons do now seem to have gained mass. Well
isn‟t that what we hoped? But what has allowed A to do this? Doesn‟t it mean A must now have a third
spin-orientation? Yes it must have, even though we are still just writing A in our mathematical
manipulations and when we started this symbol meant something that only had two orientations, but the
fact that it now seems to require finite energy to create surely means it must have three, by the argument I
gave above? But if it does now have 3 degrees of chirality instead of 2, where has the extra degree of
freedom come from?
Well we still see the two degrees of freedom in the H field, Hm and H0, sitting there in the new form of
Lagrangian and so, given the presence of the A2 which tells us that the vector boson must have 3 degrees of
spin-orientation freedom, it now looks like the Lagrangian has got five degrees of freedom, whereas before
this roll-off into the G position, it only had four, the two original H components and the two spin
orientations of the massless gauge field. But the roll-off and the transformation of the modes cannot have
created any new degrees of freedom – that just can‟t be right!
Something else that can‟t be right is that another very strange new term has also appeared in the equation
as a result of the maths of this roll-off. It is a term that comes from the operation of the covariant
derivatives and it is one that multiplies the A by the 4-gradient of H0. Specifically we get, in the
Lagrangian re-expressed in terms of the gutter modes, a term + G.qA .H0. Now when we get a product of
this sort in the Lagrangian it indicates that a transition process is possible between one field and the other
i.e. between A and H0. But a vector boson A field with mass turning into a massless scalar boson is about
as valid as a 3 turning into a 1 – so something is definitely awry with our fields as now described!
When such things happen in quantum maths, it usually means that we have made a bad choice somewhere,
and we look for a simple transformation that will sort things out. It turns out to that the very gauge
symmetry we started with allows us to do it.
The transformation that Peter uses to make sense of it is effectively a rotation of the phase such that H0 is
removed completely; i.e. he now exploits the ability provided by the gauge symmetry to make local phase
rotations to reduce H to a real rather than complex field. This means that the massless imaginary
component, i.H0, goes to zero; i.e. H becomes a purely real field having only Hm bosons. This brings us
back down to having the 4 degrees of freedom we started with and vanishes the highly unphysical
transitions of A to H0 since in this new gauge (called the unitary gauge) there are no longer any H0. In one
gauge transformation bound everything is hunky dory! Thus this has to be how the A boson gets its third
degree of spin freedom, from the disappeared H0.
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So the maths really does tell us that hiding the gauge symmetry transforms what, in global symmetry
breaking would be the Nambu H0 boson, into the zero-handedness orientation of the now happily massive
A boson – hurray!
The more symmetry minded among you may now be inclined to wonder if, rather than just hiding the
gauge symmetry as I claimed would happen, I have completely destroyed it by the exploitation of a
particular gauge choice to vanish H0; does that not mean that I am now irreversibly favouring one
particular choice in the gutter, since it seems as if, when the marble rolls of the dome into the gutter, I then
have to fiddle with the phase; isn‟t that equivalent to rolling the marble around to one special position
where it miraculously vanishes? Well sort of, but I‟m allowed, by the very gauge symmetry we are trying
to maintain, to make local gauge choices!
If it all seems a bit of a fiddle I‟m afraid I can‟t think of a way of making it seem less of a fiddle without
going into the full process of the gauge field theory maths (and, as well as this requiring an infeasible
amount of maths to be learnt, you may have noticed that this is really a work about symmetry, not field
theory, so it is certainly not the place for all that). If I‟ve failed to convince you and am claiming I can do
nothing more than fall back on the full maths, then the famous charismatic physicist Dick Feynman would
tell you that this means I don‟t really understand the underlying physics well enough – sorry!
But please bear in mind that the initial gauge symmetry argument back in Section 4.6 seemed like a fiddle
that just happened to be an argument for a field that had the same general shape of electromagnetism. But
when we try the same trick with the much more complicated SU(3) symmetry to create the colour field of
gluons, we find it has constructed a very complicated field whose existence has been borne out by
experiment: if the gauge trick is a fiddle then it‟s one that nature seems to stoop to. So, you will just have
to take my above words for it that the Higgs mechanism all works in theory and the symmetry is not fully
destroyed by this gauge fiddle; it does not affect the initial roll-off so all gutter positions can be handled
equally well by judicious local gauge transformations {of course I‟ve not yet got to any experimental
evidence for a Higgs type field with either global or local champagne bottle symmetry – this is still all just
playing with a „toy‟ model universe}.
Fiddles or no, I trust that you will now at least have some perception of why physicists claim that the zerohanded, massless scalar boson, H0, that would have been the Nambu-Goldstone massless scalar boson, has
been „absorbed by‟ the massless vector boson, A, to become its zero-handed component, thereby allowing
A to exhibit mass. I claim the symmetry is still in there, just hidden from view, not this time by the
obvious presence of a massless Nambu-Goldstone scalar boson, but rather by the presence of the new zero
spin-orientation of A which H0 appears to have morphed into.
Notice also that if I shrink G to zero both the two new terms in the Lagrangian that we‟ve been discussing
vanish anyway, thus I don‟t have any troublesome apparent extra degree of freedom, and I don‟t have any
nasty scalar to vector transition – but I also don‟t have any mass in A! What has happened now? Well think
about what has happened to the energy shape of my Higgs field if G = 0. It means that the gutter has
shrunk to the central empty field point itself, there is no central dome, so there can be no spontaneous
symmetry breaking, so the U(1) gauge symmetry must remain manifestly there, and so, as we‟ve said all
along, gauge bosons are massless vectors. So it all ties up nicely, the A bosons gain in mass because the
gauge symmetry has been spontaneously hidden!
So, back to the non-zero G value of this Higgs mechanism: A now appears in the Lagrangian, and the
resulting equations of motion, as behaving just like any other massive vector particle; since it can now
have zero chirality, having acquired this from the zero chirality H0, we must be able to go at the same
speed as it. Thus it cannot be massless, and lo, as I said there are product terms in the Lagrangian to ensure
that the presence of an A boson requires a minimum extra energy proportional to G. Just as I wanted, light
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has become heavy - and hence by our energy-momentum conservation bookkeeping - short-ranged, so the
universe is now nice and gloomy!
{I ask Peter what gave him the idea for all this? He said that he‟d been told by people like Phil Anderson
that photons behaved as if they had mass in certain states of matter. For example in a plasma (think of this
as a gas where lots of the electrons have enough energy to get away from the atoms, the plasma is full of
these freely moving negatively charged particles, easily swished around in a background of much heavier
relatively fixed positive charges of the nuclei - the sun is a very dense ball of plasma) and when faced with
the oscillating electric field of the photon, the electrons move in such a way as to cancel the field going
forward into the plasma (they also produce a new wave of the same frequency but it is going backwards –
i.e. the photon gets reflected back out of the plasma). Only photons whose frequency is faster than the
electrons are able to fully follow - the „plasma frequency‟ – are able to continue into the plasma and to
travel about in it. Since the energy of a photon is proportional to its frequency then, if we lived in the
plasma universe, we would know that there was a certain fixed energy required to create any photon we
could see. Ah yes, I say, but what about the other two indicators of mass? Surely the photons above that
energy still have just the two spin orientations and still go at the speed of light? Apparently not, says P: as
the photon moves through the plasma it is constantly being „banged into‟ by the charged particles and
appears to make slow progress: once created deep in the sun, it can take a photon thousands of years to
reach the surface, but once free of the plasma it can fly freely the 93 million miles to us in around 8
minutes. Furthermore, this interaction with the plasma charges when above the plasma frequency makes
them move in such a way that their motion can create another electric field but one now oscillating in the
same direction as the photon is travelling, i.e. having zero-chirality! The net effect is that the photons
appear to travel more slowly, have three chiralities, and require a minimum energy of creation – i.e. they
look just like my heavy photons. Peter knew that empty space doesn‟t have any plasma to speak of, so
looked to his new H field to do an equivalent job!}
Is there any trace of this queer Higgs field left after all this? Yes of course, the other Hm massive scalar
boson is still there after the gauge transformation - so we‟re left with this single component massive scalar
field – this is the Higgs boson of our gloomy U(1) universe.
I give Peter a pat on the back; but I‟m still a bit grumpy: he‟s left the place cluttered up with these massive
Hm scalar bosons, they are everywhere and people are constantly complaining to me that they can‟t get
where they are wanting to go without bumping into them in the new gloom!
You can view this whole interaction of the vacuum roll-off of the Higgs field as making the gauge boson
appear to be massive; the original massless gauge boson A is still in there (as I said, the gauge symmetry is
just hidden), it‟s just that it is now tied to a Higgs component that gives it all the appearance of mass (like
the high frequency photon in the plasma).
So in summary, in our imagined U(1) gauge invariant universe we have succeeded in giving mass to the
photon by firstly introducing a new field, the Higgs field, that doesn‟t appear to respect the U(1) symmetry
when it reaches its ground state as the universe cools; it spontaneously hides the symmetry and the
massless Nambu-Goldstone boson it would otherwise create gets absorbed by the gauge field, which
thereby becomes massive. As a vestige of this process our imagined universe has also become populated
by a massive scalar boson, which we call the Higgs boson. In the real universe, however, the photon does
not have mass, but we can use this same general technique as the basis for giving mass to the bosons of a
gauge theory of the Weak field.
I think what we have just covered in these last two sections is, with the possible exception of the basic
explanation of the U(1) gauge theory itself in Section 4.6, the hardest part of this whole treatment to grasp.
I strongly suggest that you re-read these last two sections, until you feel moderately happy that you have
grasped the gist. If you have, then you basically understand the Higgs mechanism, and if so very well
done! The mechanism that occurs in the hiding of the larger non-Abelian symmetries of the Weak force
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that we describe in the next section will seem to be piling further complexity on this whole thing, but you
won‟t miss too much if you just view it as a three-fold version of what we‟ve just done in our imagined
attempt to make light heavy.











6.4

The ‘Higgs’ H field, a massive complex scalar field with champagne bottle energetics, is added to a
universe in which the Lagrangian has U(1) gauge symmetry provided by a massless vector boson
field A.
Whilst the universe is hot enough that the H field effectively occupies all mode directions equally in
its complex number phase space; it respects the U(1)symmetry.
When the universe cools and the high energy vacuum of the H field then rolls off it into some
particular ground state point of the gutter, it spontaneously hides the U(1) symmetry, but as a
consequence renders one of the H components massless, as in the global symmetry breaking case.
This resulting Lagrangian appears to give the A field a minimum finite energy that we always
associate with the bosons having a finite mass, this mass is related to the energetics of the ground
state of the Higgs, i.e. the new Higgs vacuum, G.
However the Lagrangian appears also now to have too many degrees of freedom, and to allow
unphysical transitions between A and H0, the massless H component. This makes no sense.
The day is saved however, because we can use the gauge transformation ability in such a manner
that the symmetry-hiding massless scalar boson of the Higgs field is made to vanish everywhere,
allowing the A field to acquire its single degree of zero-handed freedom without it coming from
nowhere, and also to vanish the term that suggest the unphysical decay into this now non-existent
scalar boson.
The gauge boson has now become a triple chirality vector boson field, which means that we can
now overtake it like any other massive particle, so the equations now look sensible and consistent.
The effect disappears if we make G vanish, just as we would expect since then there can be no
spontaneous hiding of the symmetry.
The other component of the Higgs field is left as single massive scalar boson, the ‘Higgs boson’.

The Electroweak SU(2)xU(1) Gauge Theory

I keep referring to various technical difficulties of field theories without describing them since they are a
confusing issue and I don‟t, in this story, want to get into the wonders of quantum field theory; but suffice
it to say that it took almost a decade before the Higgs mechanism was taken seriously, and this was partly
because it wasn't at all clear that these difficulties, beginning to be thought only soluble in gauge fields,
would still be soluble if we hid that symmetry.
Global SU(2) seemed useful in explaining the Weak interaction. The basic theory, known as IVB for
reasons I shall explain, was that there was another isospin variable that could determine particle species as
Heisenberg had conjectured, but now called „weak isospin‟ to distinguish it from the original suggestion.
Also it assumed that the weird alchemical properties of the Weak interaction were down to an, as yet
unseen, two-component charged field of massive vector bosons, the W+ and the W- which satisfied a
global SU(2) weak isospin symmetry. Thus, for example, a proton, which has a positive charge and is
assigned a (weak) isospin alignment state +1/2, can emit a positively charged boson, W+, which has both
positive electric charge and +1 alignment of weak isospin. The particle left behind thus has no charge and
an isospin alignment of –1/2; this means it is a neutron. The W+, being way heavier than the proton, cannot
exist for any significant length of time and straight away „decays‟ to a positron (the anti-electron) and a
neutrino, each of which must therefore have +1/2 alignment of isospin. Thus, instead of it being a zero
range „contact interaction‟ between the initial proton and the final neutron resulting in the emission of a
positron and neutrino, it was postulated that there was a very brief „Intermediate‟ stage involving a Vector
Boson – hence IVB.
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This IVB theory was able to explain various features of the Weak interaction, but there were a number of
problems, especially in the „technical difficulties‟ area.
Some years after the publication of the Higgs mechanism, Weinberg and Salam produced a new
Theory. This involved a spontaneously hidden symmetry that they hoped got around these problems by
uniting the Weak force with electromagnetism in a combined gauge symmetry, parts of which then get
hidden by a Higgs mechanism like that described in the previous section.
The unified gauge symmetry was now the combined one denoted by SU(2)xU(1). This is a slightly more
complicated symmetry group: the „x‟ sign means that each component of the SU(2) symmetry in
„something‟ - in this case „weak isospin‟ - has itself a U(1) symmetry in „something else‟ - in this case
called „weak hypercharge‟. Don‟t worry about it: I don‟t propose to explain it in enough detail that you
need to bother with its exact structure, you don‟t need those details to follow the basic action; I‟ll just give
an explanation of its field results in the hope that, using all you now know, they will seem understandable
and reasonable.
The symmetry group SU(2)xU(1) has 4 generators (3 for the SU(2) part and 1 for the U(1) part), and so the
demand for local gauge symmetry requires the presence of four massless vector boson compensating
fields. These are labelled W+, W0, W-, for the (now gauge) weak isospin SU(2) symmetry [basically these
are equivalent to the three S bosons of Section 5.2], and B0 from the U(1) gauge symmetry; the
superscripts refer to their charge. Whilst it may be tempting to see the Ws from the SU(2) part being
basically the Weak force carriers (although at that time no one had observed any Weak transition that fitted
the bill for emission or absorption of a W0 boson – which is why the IVB theory didn‟t have a W0), and the
B0 from the U(1) as being the photon, this is not quite the case – the B0 hypercharge field doesn't exactly
fit the bill for the photon, as we‟ll see later.
The Higgs field, H, is basically like the one I used to make light heavy in my „toy‟ universe, which could
be described by two real number components or a single complex number, but it is a little more
complicated. The actual Higgs field is a charged doublet complex scalar field, i.e. it now takes two
complex numbers to describe it.
When the universe is young and compact, the overall system energy density is well above the top of the
Higgs 'dome', the symmetry is unbroken and the vector gauge bosons of the SU(2)xU(1) gauge symmetry,
i.e. the W+, W0, W-, and B0, are all massless. This hot universe is ruled by weak isospin and hypercharge
gauge fields (and of course the much stronger colour SU(3) gauge fields).
As the universe cools and the system temperature drops towards currently accessible levels we reach a
point where the high „empty‟ energy of the Higgs field is significantly higher than the rest and becomes
unsustainable. It therefore rolls off this vacuum dome into one of its lowest energy „gutter‟ states, thereby
spontaneously hiding the symmetry. The effect of this, in the absence of the gauge symmetry, would be
that the vacuum of space would become filled with some combination of massless scalar NambuGoldstone bosons H0, and massive Hm bosons. The exact postulated decay is such that when the vacuum
spontaneously drops into the 'gutter', it hides three of the symmetry generators, falling to such a point of
the gutter that would, if it was just a global 3-fold symmetry being hidden, turn 3 of the Higgs components
into massless scalar Nambu-Goldstone bosons, two charged and one uncharged, leaving the one remaining
uncharged component as a massive Higgs boson. In the presence of the gauge symmetry, it also seems to
make three of the gauge bosons have mass.
However the three massless scalar bosons all have unphysical properties, just as we saw with the single
one in the previous section. Again, as described there, we find that the interaction only makes sense if we
do some gauge transforming with this more complicated system of phases. We now do this in such a way
that the 2 charged scalar bosons get „vanished‟, to effectively re-appear as two extra degrees of
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„orientation‟ freedom of the two charged gauge bosons W+ and W-, thereby forming two massive charged
vector bosons, which we still call W+ and W-. What about the two uncharged bosons, W0 and B0? Which
one of them is made to have mass and therefore gets to „absorb‟ the unphysical uncharged massless Higgs?
The answer is – a bit of both! Why? Surely the straightforward thing would be that the W0 gains the degree
of freedom so that all the weak isospin bosons have mass, leaving the B0 massless? We could then assume
that the B0 is our electromagnetic photon, and that „weak hypercharge‟ is just electric charge? We could
view the whole thing as just three applications of what we did in the last section. However the Weak force
is even weirder than I‟ve so far let on, and this extra weirdness gives us a problem:Weak isospin and weak hypercharge have a property not present in either electromagnetism or colour. We
find, experimentally, that they seem to deal with left and right-handed particles very differently! Whilst all
the other forces of nature appear to treat any chirality equally - gravity, electromagnetism and the Strong
force don‟t care about whether a particle is spinning in a left- or right-handed fashion - the Weak
interaction, however, has a high degree of „chiral asymmetry‟. Weak isospin seems to only involve itself
with left-handed particles (and right handed anti-particles), whereas weak hypercharge shows some
preference for right-handed particles. This means that B0 can‟t be the electromagnetic photon, its
preference to interact with right-handed particles over left-handed ones is not like the photon, which is
observed to show no such chirality preference. Thus weak hypercharge cannot be the same as electric
charge. On the other hand the W0, being an isospin gauge boson, shuns right-handed particles altogether!
“Wait a minute” I hear you protest yet again! “You‟ve told us there was no experimental indication of the
need for anything like W0, it‟s just been invented since SU(2) gauge symmetry needs 3 compensating
fields, so what has told you it has to totally shun left-handed particles? When you went through the
difference in properties of the SU(2) gauge bosons - the S bosons – it had to have to take account of the
non-Abelian nature of SU(2), you only mentioned that they had to be able to interact with each other, you
never said that they had to only be interested in left-handed things!” Quite right – this is not forced on us
by SU(2) gauge symmetry, rather it results from the way we assign weak isospin and weak hypercharge
among the rest of the particles, and that is as a result of trying to find something reasonably simple that
might fit with experimental data.
What was found when dealing with weak interactions, was that weak isospin showed complete chiral
asymmetry and so we had to assume that it was possessed only by left-handed particles (and right-handed
anti-particles). Weak hypercharge on the other hand showed some preference the other way, and it had to
be assigned a value twice as large on right handed particles as on left-handed ones. This hypercharge
preference applied to all weakly interacting particles except neutrinos; whilst partaking in the weak
interaction, neutrinos do not appear to possess any hypercharge at all. Thus, since we only see neutrinos as
a result of the weak interaction this means they all must be born left-handed.
Thus hypercharge has a chirality sensitivity that electric charge doesn‟t, and so its carrier B0 cannot be the
photon. Ideally, to get the equal handed behaviour of the photon, we need a bit of W0 to be „mixed in‟
with B0. Fortunately the state vector nature of quantum theory, with its fondness for interlinking things by
allowing state rotation, lets this be readily done.
The upshot is that we can state rotate (in a similar manner to the way we rotated from F1 and F2 to Fm and
F0 in our first example , and similarly in the Higgs examples) so that a particular mix of the W0 and the B0
(mostly W0) appears to have the finite minimum energy and interacts with an H0 boson. As a result, this
rotated mix of the two, forms a single massive uncharged boson we now call Z0. The angle we rotate these
two fields by is called the weak mixing angle, w, and we get this boson given by (using the same
trigonometry we used when rotating the F field components) Z0 = cosw.W0 - sinw.B0.
The above Z0 mix is precisely chosen, i.e. we choose w not from any particular knowledge of what Z0
should be (at this point we had no experimental evidence for its existence so no direct knowledge of its
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properties) but rather so that the remaining boson mix  = [cosw.B0 + sinw.W0] has exactly the property
we need for it to be identified with A , the gauge boson for what is now the electric charge U(1) gauge
symmetry electromagnetic interaction, i.e the photon whose properties we knew extremely well. In terms
of this model we can therefore think of electric charge as actually a „rotated‟ mix of hypercharge and zeroorientation component of isospin, with half as much hypercharge as the zero „orientation‟ isospin, so that
the electric charge comes out exactly the same on both left- and right-handed particles.
The Z0 gains its mass from the third symmetry that gets broken by the Higgs roll-off and there is then no
remaining massless Higgs component to be taken care of, so  = A stays as just a two degree of freedom
massless vector boson with its U(1) gauge symmetry role intact (so Weinberg and Salam didn‟t make light
heavy). Thus we now have our massless, even handed electromagnetic field available to lighten our
darkness, give us chemistry, biochemistry, and indeed most of the rest of our everyday world, and so to
allow us to ultimately come along and discover our first gauge symmetry!
Thus we can view the spontaneous symmetry breaking as taking us from a gauge symmetric universe in
which the vacuum has a high energy, to one in which the „new‟ vacuum energy of the Higgs interaction
gutter is much lower. In the process it has split the gauge interaction of the high vacuum energy universe,
i.e. the Electroweak interaction with its four massless gauge vector bosons W+, W0, W-, and B0, into two
separate and very different interactions existing in the lower energy universe. These two low energy
interactions are the Weak interaction and the Electromagnetic interaction. The Weak interaction is carried
by three massive bosons W+, Z0, and W-; it is rendered extremely short ranged by virtue of their very large
masses; it changes the flavour of those particles able to emit and absorb its bosons, and shows distinct
chirality preferences. The Electromagnetic interaction is mediated by single massless gauge vector boson,
the photon  (= A) which is uncharged, has zero flavour changing ability, and no chirality preference.
The Higgs field, that was a charged massive complex doublet scalar field in the high energy vacuum, is left
with its single massive scalar component (the „radial‟ mode across the bottle base gutter), which has no
electric charge. It does however still have „weak isospin‟, so it can interact with electrons and quarks etc
(see Section 6.5). This is now labelled H0,(to indicate it has no charge) and is the Higgs boson that
everyone has been looking for!
One final point worth noting, do you remember that I said that the advantage of gauge theories using nonAbelian symmetries was that the coupling constants were the same for all the component fields? Well that
applies here which means that the W0 / B0 mix that is our A has essentially the same coupling constant as
the Weak interaction bosons! How can that be the case – the Weak interaction is so weak!? Well it turns
out that, as had been previously surmised, the Weak interaction only appears weak because the huge
masses of its bosons makes them extremely short range and extremely short duration. The Electroweak
theory suggests that if we actually look at the strength of the Weak interaction at exceedingly short ranges
then it will be comparable to that of the electromagnetic interaction.
So, in a nutshell:





An SU(2)xU(1) gauge symmetry is assumed. The gauge field requires 4 massless vector bosons
labelled W+, W0, W- (for the SU(2) part) and B0 (for the U(1) part) and these constitute the
Electroweak interaction that provides the overall gauge symmetry.
A complex doublet charged massive scalar Higgs field with champagne-bottle-type interaction
energy distribution is proposed to exist uniformly throughout the hot universe.
Whilst the universe is hot enough, the Higgs field is evenly occupied in such a way that it respects
the S(2)xU(1) symmetry.
However, when the universe is cool enough the Higgs vacuum spontaneously ‘decays’ to a point on
its non-empty ground state, the lowest energy state, somewhere in the energy gutter that encircles
the higher energy vacuum state.
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It does this in such a way as to break three of the four symmetries, thereby appearing to produce
three massless scalar bosons, two charged and one uncharged.
These interact with the Electroweak field’s massless vector bosons, resulting in three of them, the
W+, W-, and a mixed W0 and B0 boson, labelled Z0, each gaining an extra degree of freedom with
zero chirality. This allows us to see these three bosons reverse their handedness, i.e. for us to
overtake them, i.e. for them to go slower than c, i.e. to have mass. Also the symmetry breaking
makes these three vector bosons exhibit the minimum finite energy that having mass requires.
These three massive bosons give us the short-range Weak interaction with all its weird flavour
changing and handedness favouring behaviour.
This leaves a fourth gauge boson from the Electroweak interaction, the remaining mix of the W0
and B0 bosons, which is now the gauge boson of a simple U(1) gauge symmetry. It does not interact
with the Higgs field (which must therefore be invariant under these U(1) gauge transformations)
and has zero minimum finite energy and so remains massless. It is A, the U(1) gauge field
Electromagnetic field responsible for all of chemistry, biology and life.
The W0/B0 mix is chosen to give it the properties we know the photon to have, in particular treating
left and right-handed particles equally; this then determines what is left over to form the Z0 boson,
upon which we had no experimental data.
This leaves one remaining component of the Higgs field, labelled H0, a massive, uncharged scalar
boson with isospin. This is the long sought Higgs boson!
PHEW! If you got to this point – very many congratulations!

6.5

Is there experimental evidence for this complicated Electro-Weak interaction?

Why do we think such a queer field and such a queer gauge symmetry-hiding process is anywhere near
reality, other than that it got us out of the hole that preserving our pet theory of gauge symmetry put us in
when trying to create the Weak interaction?
Well the first thing was that although W+ and W- fields were broadly expected – we were, after all, trying
to fit with lots of experiments that implied their existence in some sort of SU(2) type symmetry structure,
and the IVB theory did involve something very like them - weak neutral currents had not however been
observed, so Z0 was definitely not expected from experimental data! Thus the application of gauge theory
and the Higgs mechanism was suggesting the existence of a whole force field that we had no prior inkling
of experimentally! The Z0‟s exact form appears as it does in the theory to enable us to get the photon to
emerge in its correct form, in a manner that suggests it gives a fairly unique signature to this whole
process. Any other heavy neutral boson mix wouldn‟t give us the photon we know and love.
Our prior experimental knowledge of where approximately the W masses should lie to give the Weak field
its known properties, plus our high degree of knowledge of the photon, meant that we could also be fairly
precise about what the Z0 properties should be; in particular its mass and its reduced preference for lefthanded particles. Confirmation of this prediction would be a sensitive test of this new theory, i.e. a good
test that all this jiggling around and mixing of bosons etc. actually corresponded to something in reality.
So it was immediately looked for - and found!
The detailed theory „predicts‟ (essentially via various consistency arguments) the mass of Z0 to be 91.1874
 0.0021, (in GeV/c2 mass units) in superb agreement with the best experimental value of 91.1876 
0.0021! The two Ws were also found, with similar precision. The mixed chirality preference of the Z0 has
also been verified to about 0.1% precision. The interactions that the Z0 boson creates, the so-called neutral
current interactions, have now also been observed. There are some other reasons to support the process, but
I‟ll leave them until the next section.
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The only other new particle predicted was the left-over Higgs boson H0 – but we had little handle on this
except to know that its mass would be higher than the other bosons and that, being very heavy, uncharged
and with no spin, it would be both difficult to produce and difficult to spot. Indirect consistency arguments,
of which quantum field theory abounds, could be made to suggest its mass should lie in the broad
energy/c2 range of 80 to 200 GeV/c2.
On the basis of what has been seen at the LHC at the time of writing, the Higgs is making itself evident by
decays we would expect from the Electroweak mechanism, e.g. into Z0 bosons, and W+-W- pairs and
coming in at a mass of around 125 GeV/c2.

6.6



Experimental support for this Electro-Weak theory is substantial. The hitherto unseen, and in one
case totally unsuspected, heavy field bosons of the Weak interaction have all been found with their
predicted properties, and their masses confirmed with exquisite precision.



The Higgs boson is being confirmed at the time of writing by decays that are in line with
predictions of the Standard Model.

Universal Gauge Symmetry

All that we have been discussing on gauge symmetry has been addressing the problems of force fields,
rather than the fermion particles upon which these force fields act, i.e. we have been largely ignoring the
position of „matter‟ particles, such as the electrons and the quarks, with respect to gauge symmetry. We
know these particles have mass - how has that been described in our theories? Well the short answer is
that, over most of the developments I have been describing, we simply forced the Lagrangian, and hence
the equations of motion, to assign masses to them. You now know enough now to be able to see that when
we add say, an electron field ψe into the Lagrangian, then if we want the excitations of that field (i.e the
electrons) to have a mass me, then, as well as differential operations to describe changes in the field, we
will need to add in a product of the field with itself, i.e. a term of the form me2 .ψe2, so that any increase in
ψe ensures an increase in the energy due to the mass me. This is what was done generally and is referred to
as 'putting the mass in by hand'.
"Wait a minute!" I hear you cry "if you can do it as simply as that, why didn't you just do it for the Weak
force gauge bosons and not go through all that long-winded rigmarole with a Higgs field and spontaneous
symmetry breaking? Come to think of it" (you continue - now on an indignant roll) “aren't you just writing
this whole Higgs field, champagne-bottle base energetics, thing in by hand, albeit in some sort of covert
symmetry-saving manner?"
Well, to answer the first part I finally need to refer to one of these 'technical difficulties' I‟ve kept
mentioning. It turns out that when you do the actual calculations in quantum field theories, things like the
size of the charge, and the mass keep shooting up to infinity. To take one example, in QED, if we write in
the electron mass 'by hand' as me, the electron mass we have measured in the laboratory, and then let the
field processes do their bit, we find that the mass of the electron that we should observe, if we give the
field processes full rein, climbs up to infinity! The electron becomes surrounded by an infinite mass of
fleetingly present particle-antiparticle pairs. However, the crafters of QED developed techniques to cope
with these various problems, they developed a 'mathematically reasonable' technique of "re-normalising"
the electron mass: one effectively says that the finite mass of the electron we observe (and hence naively
wrote into the basic Lagrangian) is actually the result after all these field processes have occurred, not the
'bare' mass before the maths tracks through all the field processes. By using it as the „bare‟ mass in the
Lagrangian we are committing a logical error. This gets „corrected‟ in a mathematically consistent manner,
allowing us to neatly „divide out‟ this infinity throughout the theory, in such a way that leaves us with
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something finite that we set equal to the observed mass at the end. Now the justification for all this was
that we do it consistently and the resulting theory predicted, to phenomenal accuracy, the results of
experiments on other dynamical properties of electrons etc. Thus the process allows us to predict many
things about how the electron interacts with other particles, but it doesn‟t allow us to actually predict the
electron mass (or any of the quark masses, etc.). Thus the justification for this renormalizing trick (and
another termed „regularisation‟ that lets us cut off our calculations for distances that are so small that no
finite bookkeeping would keep track of the quantum fluctuations away from energy-momentum
conservation), is that the resulting QED theory never fails to predict all the other properties with exquisite
precision.
However if we try to write in a mass for a field boson - i.e. give mass to the force field itself - these
infinities spiral completely out of control and we end up having to do an infinite number of infinity
cancellations; even a theoretical physicist gets the message that this is daft: such theories are declared 'non
re-normalisable' and are rejected. So that's why we can't just write in masses for the Weak force bosons.
The IVB theory had all these problems, so we could only get a limited set of results from it – some very
simple aspects of interactions for which we can just apply those parts of the theory that don‟t keep blowing
up. {As an aside General Relativity, when re-expressed as a quantum field theory using the „classical to
quantum recipe book‟, produces a non-renormalisable result, hence the conflict between the two.}
As I mentioned before, although it had become increasingly clear that QED was re-normalisable because it
is a gauge theory, it wasn‟t clear that this still worked in the Weak interaction after we hid its gauge
symmetry via the Higgs mechanism. Weinberg and Salam hoped that by simply hiding, rather than
destroying, the gauge symmetry, it would still work, but the unitary gauge imposed to get rid of the nonphysical terms in the Lagrangian of the system when in the gutter, was very different from that of the QED
gauge field, where we long knew how to renormalize. They had to try and find a new way to renormalize
the theory, but couldn‟t. Then a brilliant Dutch PhD student - Gerd t'Hooft - came up with a different
gauge trick that made it clear the theory was renormalisable. After that everyone took it seriously and
began the search for the Ws and Z.
As to the second protest - isn't the Higgs mechanism just 'written in by hand' - I think I have to concede
that it is, but with it leading to the successful capturing of all of the known Weak force behaviour, and
predicting much more that was later verified, we have to see it as more than just a sticking plaster to cover
an apparent failing of our wonderful new gauge theory principle.
So - back to problem of the mass of 'ordinary' particles such as the electron and the quarks:If we look at the overall equations, the particle parts as well as the force parts, we find that they are not
universally gauge invariant; just banging in particle mass terms for the electron and quarks, does break the
gauge symmetry. So really, what I have been talking about up to now is just gauge invariance of force
fields, rather than of the particles they act on. If we want full gauge invariance we have to start with all
particles as massless, and have them acquire mass through some interaction. To be economical, this
interaction would be with the remaining Higgs field.
The Higgs interaction is essentially an interaction via weak isospin, and quarks and electrons must also
possess weak isospin since they all undergo the Weak interaction. For example the Weak decay of the
neutron is now seen as happening via the emission of a W- by a d quark. Since the W- carries -1 weak
isospin orientation, this emission changes the d quark into a u quark, i.e. the d quark‟s isospin of -1/2
becomes +1/2, which means it becomes a u quark. This converts the neutron {u,d,d} into a proton {u,u,d}.
The very heavy W- must rapidly decay (as the phase cancellation effects sharpen up the energy momentum
conservation in the manner discussed in Section 5.6) and it does so into an electron and an anti-neutrino
which both have a weak isospin orientation of -1/2. Thus we have d  u + W- followed very quickly by
W-  e- +e. so that the overall process looks like d  u + e- +e. Of course we just perceive this as the
beta decay of a neutron: n  p + e- +e . {Note that none of the Weak bosons carry colour, so although
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the quark flavour is changed from d to u, whatever colour it had stays the same so the proton still ends up
colourless, just as the neutron was.}
Since electrons and quarks have weak isospin, it is reasonable to assume that they all should interact in
some way with the remaining Higgs boson and we may as well go the full hog and let this interaction be
gauge invariant. The simplest interaction of a fermion with a scalar is called a Yukawa type of interaction
(basically we put combinations of products of the fermion fields f and the Higgs boson H0 into the
Lagrangian, with an appropriate coupling constant gfH between the two field types to give the observed
mass „by hand‟, i.e. terms of the form gfH. f2.H0 ) and - lo and behold – this is gauge invariant. All is
hunky-dory! Does this mean we can now predict electron and quark masses? Not really I‟m afraid; this
Yukawa interaction again has to be put into the Lagrangian „by hand‟ and nothing really constrains the
coupling strength gfH to H0 at all. Yet all these particles have very specific masses, and these cover a very
wide range. Thus we must therefore make the somewhat less economical postulate that the interaction is of
widely differing strengths, gfH, for the different fermion particles, f, and we just have to assume each gfH is
given by the experimentally observed mass mf. Note that since the Higgs field is constant everywhere (it
reached the „G‟ value for the symmetry to get hidden remember) then we can at least predict that the same
particles will acquire uniform mass everywhere, so the electrons and quarks in Andromeda have the same
mass as those inside you.
Has this now become an argument that just says:- “Nature is all beautifully gauge symmetric - it just
doesn't look that way. Why not? For complicated reasons we‟ve just invented!” Well I can understand
this looks a tiny bit 'iffy' - but it also turns out that having this initial universal gauge symmetry helps
explain another thing we‟ve found.
A puzzling feature of the Weak interaction is the chirality asymmetry discussed in the previous section. It
appears to totally favour the production of left-handed electrons, e.g. when a neutron becomes a proton,
and it favours right-handed positrons when the proton becomes a neutron; its interaction with right-handed
electrons is very different (only the B0 „hypercharge‟ boson part in Z0 takes part). The Standard Model
accounts for this by assigning zero isospin to right-handed fermions, and gives different amounts of
hypercharge to left and right-handed fermions. But for massive particles, this seems to present the
possibility of an incompatibility with our Relativity symmetry. If the electrons have mass from the start
then, if the physics is symmetric under velocity addition, shouldn‟t half of weak decays come out as righthanded (remember that two different velocity observers may see different handedness)? Surely the Weak
interaction is not hinting that there is a favoured absolute velocity regime?
Well, if the gauge symmetry is universal until the Higgs field hides it, then this is not the case - it simply
means that the massless electrons are all 'born' left-handed in Weak decays – like neutrinos still seem to be.
As I've explained, if massless particles are born left-handed then the geometry of spacetime ensures that
they must stay that way; no observer velocity can alter them. Of course, once they acquire mass via
Yukawa interactions with the remaining Higgs field, we can overtake them quite happily, but the initial
left-handedness bias of Weak interactions in any particular frame of reference will still be apparent.
One remaining problem is that of neutrino mass. Neutrinos only seem to be created by the W bosons in the
Weak interaction and the total chirality asymmetry of this interaction means that only left-handed
neutrinos (and hence only right-handed anti-neutrinos) exist. But in a Yukawa interaction with the Higgs
boson, the isospin exchange means that the handedness of the particle must change – this means that a lefthanded neutrino-Higgs interaction would create a right-handed neutrino, a particle that doesn‟t seem to
exist, and so it can‟t be happening. Thus this picture leaves neutrinos as the only massless fermions.
This was what the Standard Model has said about neutrinos, i.e. that they should be massless. The trouble
is that experiments began to suggest that the neutrinos do in fact have a tiny mass. Could this come from
some subtle interaction involving some, as yet unseen very much heavier anti-neutrino (which would be
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right-handed)? As yet we don‟t know; this is one feature of the Standard Model that looks in need of
further attention.
Our picture of the massive elementary particles governing our everyday atoms, now consists of the quark
pair, u and d, which experience all three interactions, plus a pair of lighter particles, „leptons‟ - the electron
and the (electron) neutrino - which don‟t undergo the colour interaction. What about the much heavier
strange,„s‟, quark that Gell-Mann used in his global SU(3)? It turned out that still some Weak interaction
processes we would expect to be equally probable, weren‟t in practice. This could be understood if the s
quark was one member of a second „generation‟ quark pair - and indeed if there could be a slight „quantum
mix‟ of the generations, that would also help with a number of things. The other member of that pair would
play the role of a heavier u quark (although with zero isospin like the s quark). Sure enough, it was duly
found in experiments and given the name charm, „c‟. The Standard Model suggests a heavier lepton pair,
the muon (basically just a heavier version of the electron) and muon neutrino, should accompany the c and
s quark pair – all this has been observed.
Other problems – in particular the observed, but un-explained, preference for particles rather than antiparticles - suggested there needed to be at least three of these „generations‟. I have avoided discussion of
the symmetries involved in the relationships between particles and anti-particles, mainly because these
symmetries – parity (P), charge conjugation (C) and time-reversal (T), - are discrete, not continuous,
symmetries and are not essential to the basic gauge symmetry message of the Standard Model. Without
going into these details, the essential point is that, if the matrix that performs the „rotation‟ needed to
slightly mix the generations is at least 3x3 in size - meaning we need at least three generations - then we
gain enough mathematical freedom in this operation to create an element of violation of the basic
particle/anti-particle CP symmetry. A complete third generation of particles was indeed ultimately found:
the enormously heavy top quark, the very heavy bottom quark, plus the tau (an electron-type particle like
the muon, but heavier than either) and the tau neutrino leptons. There is now significant evidence that the
three generations is all there is: physicists like it when nature manages with the most economical solution.
The crunch thing is that experiments have now found all the particles predicted by this Standard Model
with its manifest and partially hidden gauge symmetries! At the time of writing I can also say that
experiments have not so far revealed any particles not predicted by the Standard Model.
Only H0, the left-over Higgs scalar boson, remains to be fully characterised experimentally: we knew this
would be the last to be found - all these other particles (except the top quark) are lighter than the Higgs,
which means they are easier to produce, which means we were bound to find them first. Also most have
charge and spin which makes them much easier to detect once we‟ve produced them. At the time of the
first „edition‟ of this treatment, in November 2012, the LHC results showed statistically significant decays
that corresponded to the boson-Higgs interaction (specifically decays producing W+ and W- pairs), but not
yet for the fermion-Higgs interactions which should result most often in H0 decaying to a bottom quark
anti-quark pair or tau pairs (the top quark is even heavier than H0 so it can‟t decay that way). There were a
number of photon pairs at the right energy and these may be the product of fermion particle/anti-particle
decays. Over the year and a half since that first edition of this work other decays into bosons, Z0 pairs and
photon pairs, have all acquired statistical significance. None of these decays tested the validity of Higgs
fermion interactions so questions began to be asked about this aspect of the overall gauge symmetric
model. However by the end of 2013 we had almost enough evidence to claim Higgs boson decay into two
tau particles – fermions that constitute the heaviest „generation‟ of the electron family, at a rate consistent
with the Yukawa interaction, given the measured mass of the tau.
However I think we must admit that there is something strange about the fact that the range of couplings of
the fermion particles to the Higgs field is so large: the top quark is ten thousand times the mass of the u
quark, and nearly half a million times the mass of the electron!
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Prior to the Higgs mechanism, all the fermion masses were ‘written in by hand’ into the equations;
we couldn’t just do this for field bosons since that led to non-renormalisable field theories.
However these enforced fermion masses meant that the equations of the field-fermion interactions
could not be gauge invariant; for this the fermions must have zero mass as well.
If the fermions start out with zero mass then this also helps with the problem of chirality asymmetry
in the Weak interaction; such an asymmetry in a massive particle implies a preferred range of
velocities, in contradiction of Relativity. If the particles are travelling at c, then if born left-handed
they have to stay left-handed – no velocity range would reverse them, so no preferred velocity is
implied.
Ideally we want fermion mass acquisition to occur via subsequent interaction with the remaining
Higgs boson, and since the fermions and the Higgs particles have isospin then there can be some
sort of interaction between them.
It turns out that the simplest of these, a Yukawa interaction, suffices for gauge invariance, so we
simply assume that this happens with the numerous coupling strengths proportional to the masses
of each individual fermion. We still have no theory that predicts the values of these coupling
strengths.
This can’t work in this simple form for neutrinos since only left-handed neutrinos exist and these
Yukawa interactions with the Higgs must involve a change of handedness. So the Model predicts
zero neutrino mass, whereas observations suggest it has a tiny mass.
Anomalies in certain Weak interactions suggested that the s quark should really be one of pair, the
other quark being called ‘charm’, c. The (c,s) pair bear a similar relationship to the (u,d) pair, but
are a lot heavier, and would be accompanied by a lepton pair (,), which are basically heavier
versions of the electron and neutrino (e,e).
The Standard Model is (possibly) helped, in such areas as allowing for particle over anti-particle
preferences, by postulating a third generation of much heavier (b,t) quarks and (,) leptons.
All three generations have now been found.
The Yukawa interactions allow a Higgs boson to decay into a pair of quarks, most likely the bottom
quark and anti-quark, and we would expect this to be the dominant decay mode. However in proton
collisions these channels are very noisy since many other processes produce these quarks so the
precision of H0 decay into b and anti-b is not as yet as statistically significant as decays to bosons.
The best evidence for decay into fermions so far has come from decays into τ pairs at a rate
consistent with the Yukawa interaction mechanism.
The clearest evidence of the detection of the Higgs boson is the decay into W+ - W- and also into
the into Z0 boson pairs. We’d expect these decay to be less likely than the decay into b quarks, but
they are the most likely decay into bosons according to the SU(2)xU(1)mechanism.

Conclusion
Much of the physics of everyday objects is a result of obeying the conservation laws of momentum, energy
and mass. These turn out to stem from the global symmetries of uniformity of space, time and velocity.
These symmetries allow us to add global displacements in time, space and velocity without altering the
nature of the physics, provide the same displacement is added to the whole physical system. It means that
only relative positions, times and velocities really matter. We found that every continuous global
symmetry must yield a conservation law.
The unification of the electric and magnetic fields into the single electromagnetic interaction eventually
showed us that the geometry of space and time was a unified, 4-dimensional, one we call „spacetime‟, and
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this, in turn, changed the nature of these symmetries. The details of the electromagnetic interaction also
showed a property that allowed a local continuous symmetry to exist, known as gauge invariance.
At the atomic scale, the world is governed by a very different mechanics, quantum mechanics, one that
describes a situation that is basically very interlinked, so that properties adhere to complete systems rather
than their individual parts. However as the size of a system increases much of the interlinking information
is dissipated into its neighbouring environment, but those bits of information that survive to give us our
familiar large-scale mechanics, seem to do so because of these same space and time symmetries.
The new mechanics of the very small employed a feature called quantum phase, a rotatory quantity which
determined the probabilities of different possible configurations of atomic scale systems and smaller. The
role of this phase helped explain much of the difference between the behaviour of small scale systems from
that of large scale everyday objects. In particular it explained why such tiny systems appeared in some
ways less constrained than everyday objects, in that they could disobey energy-momentum conservation
over small spacetime intervals, and in other ways more constrained, in that only specific closed loop
motions were possible.
Quantum phase exhibited a global symmetry whose corresponding conserved quantity bore a resemblance
to electric charge. Extending this to a local symmetry yielded, on the face of it, equations that were nonphysical. However a remarkable dovetailing of the properties of electromagnetic gauge invariance and a
unique symmetry between the quantum phase and its rate of change, allowed the equations to be rendered
sensible if a field matching the electromagnetic field in this new mechanics was assumed to exist in the
system.
This remarkable analytical result of the relationship between a force field and the mechanics of the world,
led to a project of extending the symmetries involved in an attempt to synthesise fields that would explain
the confusing and complicated nature of the different forces which dominate at the very tiny scale of the
atomic nucleus. The triumph of this approach has given us the following picture:At high energies, when the universe is small and very hot, it is structured according to the demands of a
local gauge symmetry of the form SU(3) x SU(2) x U(1). This requires that all forces be carried by
massless vector bosons and all matter particles are massless fermions. Eight of these bosons provide the
SU(3) gauge symmetry they are the coloured gluons. The SU(2)xU(1) part of the gauge symmetry is
provided by the four Electroweak bosons W+, W0, W-, and B0.
The universe is also filled with a uniform charged scalar field of two complex number components called
the Higgs field. The vacuum energy of this field is of the champagne bottle base type, i.e. higher than at
some finite field values, and having a minimum energy at some finite field magnitude, beyond which the
energy rises again. The Higgs field has no colour charge and so is invariant under the colour SU(3)
transformations. However it does carry the electroweak charges.
At high energies, Higgs field does not break the Electroweak gauge symmetry. However when the energy
falls below the Higgs field vacuum energy, this vacuum state becomes unstable and rolls off to one of a
continuous set of values of field components whose overall magnitude represents the minimum field
energy. This configuration of the Higgs field no longer respects three of the four symmetries of the
SU(2)xU(1) gauge symmetry. The resultant „spontaneous symmetry hiding‟ of three of the four
symmetries would, if the symmetry was purely global, produce 3 massless scalar bosons, but, in this local
symmetry, these merge with the SU(2)xU(1) vector gauge bosons. They do so in such a way that we get
three massive vector bosons, W+, W-, and Z0, thereby producing the observed very short range Weak
interaction, leaving one neutral massless vector boson, the photon, that compensates for the remaining
U(1) gauge symmetry, to give the electromagnetic interaction with respect to which, like with the colour
interaction, the Higgs is invariant. Thus, after this Higgs symmetry breaking process, the Electroweak
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interaction has become two separate interactions, the Weak interaction, appearing very weak and
extremely short-ranged because of the great mass of its field bosons, and electromagnetic interaction
mediated by the massless vector boson of the U(1) gauge symmetry, the photon.
The SU(3) gauge bosons – all 8 gluons mediating the Strong interaction, the colour force of QCD - do not
interact with the Higgs field, and so remain massless like the photon. They interact with the six elementary
matter fermions that carry colour charge, the quarks, but not with the six leptons, since they carry no
colour charge and are thus invariant under the SU(3) symmetry transformations.
This leaves a single massive neutral scalar boson, H0, the Higgs boson.
The fermion particles, that were also massless under the overall gauge symmetry at high energies, undergo
interactions with this remaining Higgs field, with coupling strengths proportional to their observed masses.
Well I think the case has been made that symmetry has proven a magnificent detective. It seems to underlie
much of the behaviour of the world we see. There seems to be a highly constraining set of symmetries that
the universe respects. The discovery of a stringent set of related gauge symmetries has been crucial in
enabling us to discern the very complicated forces that drive the universe at the nuclear scale. That we
have been able to predict the forms of these most complicated forces from pure symmetry considerations
indicates a profound deepening of the relationship of mathematics and the nature of the universe. Gauge
theory alone, however, still falls short of enabling complete derivation of these forces, we may now know
why the force fields have the relative coupling constants that they do, but not why their absolute values are
what they are. We do not know at all what governs the many very different couplings of the fermions to
the remaining Higgs field. It is also tantalising that gravity seems to satisfy a gauge symmetry – albeit one
of a qualitatively different type. However the fact that there are still open questions at sub-microscopic
scales, and that we cannot yet reconcile gravity with the mechanics that applies at these scales, serves to
tell us that we are far from the end of the story. Thus we can‟t say to what extent all will be revealed as
being down to symmetry.
Mendeleev‟s finding of the patterns of the Periodic Table allowed us to order the chemical elements and
predict the properties of elements yet unseen, but gave little clue of the teeming world of quantum physics
that would ultimately explain why those patterns appeared. He could list the properties of the elements and
group them into types according to chemical properties and mass, but without any explanation of why. One
can argue that we were, for a while, doing little better than this with the initial postulates of isospin, and
hypercharge, but our quantum gauge field theories have revealed reasons the fields might take the
complicated forms they do and have allowed us to calculate their consequences.
The Standard Model of Particle Physics is the most successful scientific model we have ever made. The
gold-standard test of a scientific theory is that it makes bold predictions and has them confirmed,
preferably by controlled laboratory experiment. It has made bold predictions, made even bolder by the fact
that it is predicting what force fields we should find rather than simply explaining them after we have
found them, (previously, we had to have our noses rubbed in a wealth of experimental data about the
electromagnetic interaction before we formulated an accurate theoretical model of the field). It has met a
myriad of experimental tests, so far without fail except in the curious case of neutrinos. Of course, it still
poses a number of open questions directly, e.g. what determines the coupling constants with the fermions,
and indeed what creates the Higgs potential in the first place.
From astronomy and cosmology rather than the laboratory we get questions on Dark Matter and Dark
Energy that we might expect the Standard Model, or extensions thereof, to supply answers to. On
cosmological questions, such as Dark Energy, we hit the great elephant-in-the -room question in physics:
how do we reconcile quantum field theory and general relativity? However it must be stressed that
although some of the theories tackling these questions at the moment can sound very grand projects, rich in
innovation, they are unfortunately almost completely unconstrained by any experimental evidence and so,
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whilst possibly taking the Standard Model-type mathematical synthesis to new heights, they run much
more heavily into the danger of being merely an exercise in mathematical philosophy rather than actual
science.
John S Wykes
1st Edn.
2nd Edn

December 2012
May 2014

Glossary of Terms
{Terms underlined in blue have links to a glossary entry of their own.}
A

The magnetic vector potential.

A

This is the 4-vector electromagnetic potential of electromagnetism, the combined electric and magnetic
potentials in spacetime. The time component is the electric potential, V, and the spatial components are the
magnetic potential A.

Abelian Group A group of operations in which the order in which different member operations are applied is irrelevant, i.e.
the operations commute. Rotations about a single axis form an Abelian group but those about two different
axes (or more) don‟t - if we apply the rotations about two different axes in the opposite order we get a
different result since these operations are non-commuting. Thus U(1) is an Abelian group, SU(2) and SU(3)
are non-Abelian groups.
Acceleration

The rate at which a body changes its velocity; it can be a change in speed, direction, or both.

Action

The value of the Lagrangian, L, over the trajectory of a system during a particular time interval of interest. It is
normally denoted by S. In classical mechanics, since L is basically an energy function, S is an energy
multiplied by a time. In spacetime this is modified to involve energy-momentum and the general spacetime
intervals rather than just the time component. In quantum mechanics the amount of rotation the quantum
phase of a system performs when moving along a given path is proportional to the action it takes moving
along that path. The constant of proportionality is Planck‟s Constant, h.

Alpha Decay

The emission of an alpha particle, i.e. two neutrons and two protons packed tightly together, as a result of the
Strong force versus electromagnetic interaction induced instability in large nuclei.

Anti-particle

The partner of each particle field in which the behaviour of the anti-particle is exactly the opposite of the
particle itself. Since the photon has no charge of any sort, and no chiral asymmetry, then its anti-particle is
indistinguishable from itself. Uncharged neutrinos being all left-handed are distinguishable from antineutrinos, which are all right-handed.

Atom

The tiny structure of which our everyday world is mostly made. Atoms are composed of electrons
orbiting around a very small central nucleus containing protons and neutrons, due to the electromagnetic
attraction of the negative charge on the electrons and the positive charge on the protons. Most of the mass of
the atom is held by the nucleus; most of the interactions of atoms with each other are down to the behaviour of
the electrons. Atoms tend towards having the same number of electrons in orbit as there are protons in the
nucleus; if there are less electrons then the field of the unbalanced positive charge of the nucleus will extend
far outside the atom and attract any free electrons within range – once they are in balance then the atom
appears neutral with a rapidly falling field outside of the atom.

B

The magnetic force field that is produced only when electric charges are moving.

B0

The massless vector boson that acts as the compensating field for the hypercharge part of the Electroweak
gauge symmetry.

Baryon

A particle composed of three quarks carrying a colourless combination of colour charge.
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Beta Decay

The emission of an electron and an anti-neutrino by a neutron to leave a proton as a result of the Weak
interaction. The reverse reaction of „beta-plus‟ decay sees a proton emit an anti-electron (positron) and a
neutrino to leave a neutron (this is not undergone by a free proton, which seems to be stable). The fast moving
electrons and positrons emitted in such a process were called beta and beta-plus particles respectively before it
was identified what they were.

Boson

Any particle whose total spin, in atomic units, is an integer, e.g. spin 0 (a scalar boson – e.g. Higgs boson) and
spin 1 (a vector boson - e.g. the photon). Collectively bosons are happy to congregate. The particles of
interactions, i.e. of force fields, are all bosons. {If there was a quantum field theory for gravity it would have
to be populated by bosons with spin 2 – which we would call „tensor‟ bosons.}

c

The scalar constant speed that relates the time dimension to the spatial dimensions of 4-d spacetime. It is the
speed that all zero mass particles must travel at in all reference frames, so it is the speed of light in free space.

Calculus

The mathematical techniques, first developed by Newton and Leibniz, to describe and handle changing
quantities. There are two primary branches of this approach:- The differential calculus, in which the change is
broken down into infinitesimal changes, e.g. those taking place over an tiny instant of time; the benefit being
that the tiny changes are often much simpler to describe and combine than the large scale changes; and the
integral calculus, which effectively shows how to add up the infinitesimal changes to give the overall change.

Champagne
Bottle-Base
Energy
Distribution

A field energy that, when plotted as a function of the strength or numbers of bosons present in the field,
produces a shape like that of the base of a champagne bottle (or of a Mexican hat). It has a high central dome
with a peak at the empty, vacuum, condition of the field, i.e. the energy it has when it has no bosons in it (also
called the zero-point energy). As we add bosons to the field, i.e. move away from the central vacuum peak,
the field energy actually falls until it reaches a particular finite value of field occupation where the energy is a
minimum. The name comes from the example of a two-component (i.e. a field supporting two different
bosons) field wherein the energy is plotted along a vertical axis against two horizontal axes representing the
numbers of each component boson. The energy surface so plotted looks like a champagne bottle base (or a
Mexican sombrero): there is a central dome and, when the combined numbers of the two components reach
the value at which the field energy is a minimum, we get a low lying ring or gutter in the plot, just as we get
near the edge of the champagne bottle base (or the brim of the sombrero). It is the basis of the energy
distribution assumed for Higgs fields.

Centre of
Mass

The inertial centre of the mass distribution of a system, whose movement is only influenced by forces
external to the system.

Chirality

Here taken to mean the relationship between the sense of spin (clockwise or anti-clockwise) and the direction
of motion of a particle. It is also referred to as handedness: right- or left-handed if the relationship is the same
as that which a right-, or left-handed screw has between the sense of its rotation and the direction of its
penetrating movement.

Charge

A property possessed by an elementary particle that enables it to produce a force field. It is also the property
that enables a particle to feel the force of that field. In quantum field theory the force is mediated by the
exchange of boson particles of the field, so the charge effectively is the property of the particle to emit and
absorb such bosons. Different force fields are mediated by different bosons and so involve different charges.

Colour

The charge responsible for the Strong interaction of QCD. It takes three forms termed red, green and blue
(plus three anti colours) and is the source of the SU(3) gauge field. The colour field is such that only particles
carrying no colour or colourless combinations can be separated enough from each other to be seen in isolation.
Such colourless combinations are triplets of charges (red, green, blue) as in baryons, or charge and anti-charge
pairs e.g. (red, anti-red) as in mesons.

Complex
Number

A number whose multiplication rule involves, geometrically, a rotation rather than just a change in size.
It in general composed of two ordinary numbers, one of which is multiplied by „i‟ the square root of minus
one. In the geometric view of arithmetic using numbers as „arrows‟, we take addition as adding arrows (tip to
tail) in the same direction, and subtraction as adding arrows that have been rotated by 1800. From the latter
case we see that multiplying by (-1) is to be seen as rotating the arrow through 1800. Multiplying by „i‟ twice
is the same as multiplying by (-1), so multiplying by i2 is the same as rotating by 1800, hence multiplying by
„i‟ once must be the equivalent of rotating by 900. A complex number rotates by an amount determined by the
relative size of the „real‟ number and the „imaginary‟ number in the complex number; for example if the
imaginary number i has negligible size then there is no rotation, only size change, if the real number is
negligible then the rotation is by 900; if both are the same size then the rotation is by 45 0.
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Clockhand U()

Our main use of complex numbers will be in a function U() that varies in the manner of a clock-hand – i.e.
its direction (or „phase‟) is given by the angle  it makes with the 12-o‟clock direction;  can be anywhere
within the clock circle, but U‟s length doesn‟t change. Quantum Mechanics says that if a system starts at A
and can go to B, and it can reach B by several different paths, we must add up the clock-hands, i.e. the
quantum phases, for each path to find out how likely it is that it will get to B. U() must not be confused with
the symmetry group U(1), whose label is related since the operators of this group are clock-hand numbers.

Component

The projection of a vector along a particular direction. Commonly we are interested in the vector‟s
components along all the dimensions of the space the vector lies in. For example, a 10cm arrow drawn
diagonally on a square piece of paper has components of approximately 7.07 cm along the vertical and
horizontal edges of the paper {then, since the sides of the paper and the diagonal form a right-angled triangle,
we can use Pythagoras to check its length by adding the squares of the two components, 7.07 2 + 7.072 ~102 }.
In 3-d space a vector will have three components, and in 4-d spacetime it will have four (but when working
out the total vector length in spacetime, the Pythagorean formula must be altered so that the squares of the
space components are added with the opposite sign to that of the square of the time component).

Commutation

If we have two different operations, for example rotations, A and B, then A and B are said to commute if the
result is the same whether we apply A followed by B, or in the opposite order, i.e. B followed by A. If the
result is different in these two cases, the operations are said to non-commuting. Rotations about a single axis
commute but rotations about two axes at right angles to each are non-commuting.

Conservation
Law

A law that says that a particular property of a system remains constant overall, any local variation
must be compensated by balancing variations elsewhere within the system.

Coupling
Constant

Basically, the quantity, gF, that relates how readily and how much of a given type of force field, F, is
produced by a given charge of the F field.

Covariant
Derivative 

A differential operator that contains within it a compensating field term designed to eliminate the
unphysical effects arising from extending some global symmetry to a local gauge symmetry. In the U(1)
gauge theory of QED it takes the form  = ( +i. q. A ).

curl

This is a geometrical property of fields that is essentially a measure of their rotational properties. A vector
field with curl will exhibit a rotational nature in which there is also „shear‟, i.e. neighbouring loops of the
field will have differing rates of rotation and so be sliding relative to each other. A vector field formed from
the curl of another field (in the way that the magnetic field B is formed as the curl of the magnetic potential
A), will form loops of constant curl around that parent field. Such a field can never be formed from a gradient
field, such as grad V since the curl of such a field must always be zero. If it was not zero, then we could have
a loop in which the gradient always went downwards, say, and yet the loop returned to the same point.

Differential
Operator

A mathematical operation that yields the rate of change of anything it acts on. If the operator is a spatial one
then it yields gradients, if a time one, like ∂t, it yields things like velocities and accelerations. If more than
one factor can change in the function the operator acts on then it yields separate terms describing the effect of
each factor‟s change whilst the other factors stay constant. I will often denote the use of a differential operator
by the symbol . I will sometimes refer to such operators as derivatives.

E

This is the vector electric force field that is created by, and exerts forces on, electric charges. It is the part of
the electromagnetic field that is produced by static electric charges.

Electric Field

The vector force field that is produced by static electric charges.

Electric
Potential

The potential field that contains the energy of the force field emitted by static electric charges.
Its rate of change with position, i.e. its gradient, determines how quickly energy may be removed or inserted
into the field and thereby gives the electric force field.

ElectroMagnetism

The electric and magnetic field combination synthesised by Maxwell and found to be the underlying
interaction of most of the everyday world. It is also responsible for light. The electromagnetic field is the
one in which we first discovered the property of gauge invariance which, once it was treated as a quantum
field, turned out to be the U(1) gauge symmetry. I will normally denote the electromagnetic field by its 4vector potential A.

Electromagnetic
Wave

An oscillation of the electromagnetic field giving a wide range of phenomena through radio waves, heat
light, x-rays and gamma rays. In quantum form its smallest excitation is the massless vector boson known
as the photon.
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Electron

The elementary particle that orbits the nucleus of an atom. It is the particle that most determines everyday life.
It is the lightest fermion apart from the neutrinos. It takes part in electromagnetic and Weak interactions but
has no colour charge.

Electroweak
Interaction

The combined gauge interaction arising from a gauge symmetry of the combined SU(2) and U(1) symmetries
of the postulated properties of weak isospin and weak hypercharge. It is the spontaneous breaking/hiding of
this symmetry by the Higgs mechanism that yields the Weak and the Electromagnetic interactions.

Elementary
Particle

A particle which we currently assume is a basic ingredient of nature, not a composite structure. It can
possess any of the basic properties of mass, spin and various charges.

EnergyMomentum

The vector in 4-d spacetime whose 3 spatial components are the momentum components and whose
time component is the energy (divided by c).

Energy

Broadly speaking energy is the capacity to do work (this is not the whole story since certain thermodynamic
considerations can effectively remove this capacity, but it serves here). It is a scalar quantity.
Kinetic Energy

The energy deriving from the motion of a body. It is given by one half of the mass multiplied by
the square of the speed.
Potential Energy The energy stored in force fields.
Equation of
Motion

A mathematical expression of the way a system evolves under the influence of its interactions. It basically
enables us to work out the detailed physical behaviour of a system once we have enough information to feed
into the variables of the equation, e.g. the starting values.

Fermion

Any elementary particle whose total spin, in atomic units, is a half-integer e.g. the electron with spin 1/2 (as
opposed to bosons such as the vector boson with spin 1 e.g. the photon). Collectively they act as loners, not
entering into the same state as other fermions. Elementary matter particles are fermions.

Field

An entity taking a value at every point of space (or spacetime). A scalar field is defined by a single numerical
value at each point; a vector field is defined by the size and direction of a vector at each point. The
interactions of nature are all described by fields.

Flavour

The supposed variable that determines elementary particle type, in particular the quark type. Each generation
has a pair of flavours - the three pairs are, in order of increasing mass, (u, d), (s, c) and (b, t). We can also
assign pairs of flavours to the associated leptons (e,e), (,), and (,). Flavour is a global symmetry of the
colour interactions of QCD, but is broken in the Electroweak interactions.

Force

In general anything that, when acting on a body, alters its velocity. It is measured by the amount of velocity
change per unit mass of the body, or, equivalently, by the rate of change of momentum. In particular it can
refer to one of the basic natural interaction mechanisms e.g. the gravitational force.

Force Field

A vector field in which the property involved at each point in space (or spacetime) is the force on a particle,
carrying the relevant charge, when it is at that point.

Force Law

Also known as an interaction law. A mathematical description of how a particular type of force behaves. The
first attempt at a detailed force law was for the force of gravity and was formulated by Newton.

Function

A mathematical object that takes a variety of values over the various points of some mathematical space.
Our main function of interest is the clock hand function U() which represents a clock hand that can point at
any angle given by the value of  - for example when  takes the value 00 the clock-hand function is a unit
length pointing at 12-o‟clock; when  takes the value 900 it is pointing at 3 o‟clock, and so on.

Galilean
Relativity

The physics of a closed system is unchanged if the velocity of everything in the system is changed by a
constant amount. It lies behind the experience that you sometimes can‟t tell that a very smoothly running train
behave is actually moving unless you look out of the window (when of course the system stops being a closed
one since you are interacting with something outside the system). It is a continuous global symmetry of
classical space and time.

Gauge Bosons

Bosons which carry the compensating gauge field which establishes the gauge symmetry.

Gauge Field

A field designed precisely to serve the purpose of establishing the local symmetry known as gauge symmetry.
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Gauge
Symmetry

Originally the local symmetry found in electromagnetism by which a 4-gradient of any scalar function
of spacetime could be added to the 4-vector potential A without any alteration to the force fields E and B.
It is also known as gauge invariance. It was later re-evaluated as the arising from the need for local symmetry
in quantum phase to be established by means of a compensating field A for this U(1) gauge symmetry. This
then becomes a tool for creating other gauge fields whose structures compensate for higher non-Abelian
symmetry groups such as SU(2) and SU(3).

Generation

The three groups into which the elementary fermions of the Standard Model fall. The stable particles are all in
the lightest generation in which we have the up and down quarks (u,d) and the electron and electron neutrino
lepton pair (e, υe); the next generation comprises the strange and charm (s,c) quark pair and the muon and the
muon neutrino (μ,υμ) lepton pair, and finally the heaviest generation of the top and bottom quarks (t,b) and the
tau and tau neutrino lepton pair (τ,υτ).

Generator

The infinitesimal displacement of a symmetry operation of a Lie group from which all such finite symmetry
operations can be arrived at by successive applications. For rotations, generators look particularly simple –
like tiny linear displacements. Independent symmetry operations, such as rotations about perpendicular axes,
need independent generators. A symmetry group will require as many different fields to provide gauge
invariance, as it possesses different generators.

Gluon

The massless vector boson fields that compensate for local changes in the SU(3) gauge symmetry of QCD.
Despite being massless, they do not roam freely in the manner of the other massless vector boson, the photon;
their colour charge makes this energetically unfavourable. Most of the mass we sense when we struggle to lift
something is due to collective gluon movement.

Gradient or
grad

In 3-d space this is the spatial rate of change of a scalar field. The height of the earth‟s
surface forms a scalar field, h, on the surface of a sphere; the colloquial use of gradient as „slope‟ is very
applicable to the gradient of this field. To be specific however, grad h at any point is a vector whose direction
is that of the steepest slope at that point and whose size is a measure of the actual steepness.

4-gradient

In 4-d spacetime the fourth component of the gradient 4-vector is the time rate of change of the field, ∂t F, and
we denote the whole 4-vector gradient as ∂ F; thus ∂ F stands for grad F - ∂t F.

Gravity

The force of attraction that all massive objects exert upon one another.

Ground State

The state of a system that has the lowest energy .

h

The symbol used for Planck‟s Constant.

Hadron

Any composite particle made up of quarks. Hadrons fall into two classes:- baryons, which are fermions made
up of three quarks in colourless combination, and mesons, which are bosons.

Handedness

I use this term and chirality somewhat interchangeably.

Higgs Boson

The single massive scalar boson left after the Higgs mechanism has done its work of partially hiding the gauge
symmetry of the Electroweak gauge fields. It is available for interaction with fermions to give them their
effective mass.

Higgs Field

A multi-component scalar field with champagne bottle energetics of interaction, existing everywhere at
uniform density throughout the universe. It is assumed to be the source of mass for the Weak field bosons via
the Higgs mechanism, leaving only a neutral real scalar boson, the Higgs boson, which interacts, via weak
isospin, with fermions to make them appear massive.

Higgs
Mechanism

The mechanism of adding a complex doublet Higgs field to the SU(2)xU(1) isospin-hypercharge
gauge symmetry in Electroweak theory. The field has a finite vacuum energy and a minimum energy at certain
excitation levels of the field. On spontaneous symmetry breaking of three of the generators, the NambuGoldstone bosons represent un-physical interactions, but by a gauge transformation are vanished, their degrees
of freedom reappearing as the third spin component of the originally massless two component gauge bosons,
which now behave as massive bosons.
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Hypercharge

Like isospin, this was first postulated in connection with the Strong interaction where it represents a flavour
symmetry, but then later the same term was re-used in the electroweak theory. In that formulation it represents
the U(1) symmetry component of the SU(2)xU(1) symettry.

Homogenity

A symmetry in which there is no dependence upon location.

Inertia

The property of mass that measures its resistance to changes in velocity.

Interaction

Here, this usually refers to a potential field and its associated force field for example the electromagnetic
interaction. But it can, more specifically, refer to the emission or absorption of a boson of that particular force
field – in the case of electromagnetism this would be the emission or absorption of a photon.

Isospin

First suggested as the SU(2) internal variable that explained the approximate identity of the neutron and
proton as far as the Strong interaction is concerned, it is now explained as essentially related to the u and d
quark contents of nuclear particles and the original apparent symmetry was down to the close relationship of
these two quarks. As an intrinsic internal variable name it is now used in the Weak interaction under the guise
of weak isospin to explain the alchemical properties of the W bosons.

Isotropy

A symmetry condition in which something appears the same in all directions.

Lagrangian

The energy or energy-momentum function which, when summed over a trajectory of system, gives the action
of that system. It is denoted by L and you can think of it as basically mapping the relationship between energy
of fields and energy of movement; in the classical least action principle, it is the function whose values at any
given point are given by the kinetic energy minus the potential energy at that point. It will play the central
role in determining the nature and motion of quantum fields.

Least Action
Principle

The re-formulation of Newtonian mechanics, in which the whole trajectory of a system‟s constituents is used
to determine the value of the action, S, over that trajectory. S is determined by summing (integrating) the
value of a special function, the Lagrangian, L, over the whole trajectory. The actual movement of the whole
system over the period in question is then given by that trajectory with the smallest value of S. {Although it
can also be that in which S takes the largest value.} I will often refer to this formulation as Lagrangian
Mechanics.

Lepton

A types of elementary particle. It is a fermion that has no colour charge. Leptons are usually lighter than the
colour-charge carrying quarks of the same generation. The two leptons in the first generation are the electron
and the electron neutrino.

Lie Algebra

The list of the differences in displacement between applying two symmetry group generators in one particular
order and the same two in the reverse order. If the difference is zero then the group is Abelian. In a gauge
field, a non-zero Lie algebra must be compensated by allowing the gauge bosons to interact with each other
appropriately. Abelian symmetry gauge bosons from a group with a zero Lie algebra and so do not interact.

Lie Group

A symmetry group whose operations form a continuously infinite set, such as the operations that allow us to
rotate about all possible angles, but which can all be generated from a finite set of infinitesimal generators.

Magnetic Field An additional part, B, of the electromagnetic field to the electric field, that is produced by, and acts on,
moving charges. It is a vector force field.
Magnetic
Potential

The potential energy field, A, whose curl, curl A, at any given point, gives the magnetic force field B.
It is a strange potential energy field in that it is a type of vector field, a situation forced by its dependence on
movement of charges for its existence. It is a somewhat artificial construct that attempted to allow for the
effects of spacetime geometry on the electric field before we knew of the existence of spacetime geometry.

Mass

This is a scalar constant of a system – i.e. unlike momentum and kinetic energy it does not change its value at
all under velocity changes. It is the measure of inertia and also acts as the charge of the gravitational field.
Being a scalar constant its value does not depend upon the motion of the system as a whole. In spacetime the
mass is the length (divided by c) of the 4-d energy-momentum vector. Individually, elementary particles have
a fixed mass, which can be zero or some finite value depending on the particle. Collectively, particles can
have additional mass via their collective spatial momenta increasing the length of their system energymomentum 4-vector.

Matrix

An array of numbers which operate on vectors via a particular multiplication rule. The unitary matrices we
are concerned with can all be viewed as simply altering the components of the vectors upon which they
operate in such a manner that the result is a rotation of the vector.
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Maxwell’s
Equations

The classical equations that unified the electric and magnetic fields into a single field, describing the
electromagnetic interaction. They did not seem to satisfy Newton‟s 3rd Law and pointed the way to a new
Relativity symmetry; this was discovered many decades later as Einstein‟s theory of Special Relativity. They
also exhibited a curious symmetry that became known as „gauge‟ symmetry, and would, a century later take
on the very deep significance in the construction of gauge fields. They can be expressed as equations of
motion of the two force fields E and B, or as a Lagrangian in V and A or, more generally, in A.

Mechanics

Here the term is mostly used as describing the manner in which objects move, and the constraints that nature
places upon such movement. Thus the evolution of the positions, velocities and accelerations of all the objects
within a system are its basic subject matter and its key concepts are properties such as momentum, angular
momentum, energy, energy-momentum etc. In Newtonian mechanics the objects of direct concern are usually
localised particles, and the local forces acting on them, in the classical Lagrangian formulation the interest is
somewhat more holistic examining the action along whole trajectories, in quantum mechanics the attention is
yet more holistic, focusing upon the states of whole systems.

Meson

Any hadron made up of a quark and an anti-quark. They are colourless bosons and form the Strong force, the
interactions between, rather than within, nucleons.

Momentum

The velocity of an object multiplied by its mass. You can think of it as the velocity scaled in such a way as to
give a measure of the impetus the motion has.

Angular
Momentum

The rotational momentum an object possesses about an axis of rotation. Its size is given by its momentum
perpendicular to that axis direction multiplied by the perpendicular distance from that axis. Thus if an object is
moving parallel to an axis, or is travelling directly towards the axis (and hence has zero perpendicular distance
from it) it has zero angular momentum about that axis. It effectively measures its rotational impetus about an
axis. Elementary particles can however possess spin, an intrinsic angular momentum about an axis through
itself that the particle always possesses no matter how it is moving.

NambuGoldstone

A mechanism whereby a doublet (or more) field with a finite vacuum energy and a surrounding
minimum energy „gutter‟ at some overall field occupancy (excitation) level, creates a massless scalar boson
when it spontaneously abandons the vacuum peak and fills up enough to arrive at some point of the gutter.
The massless boson is a Nambu-Goldstone boson and represents a field component that is aligned with the
constant value of the minimum energy „gutter‟ at that configuration point.

Neutron

One of the two constituent particles of the atomic nucleus. It is a fermion that takes part in the Weak and the
Strong interactions. It is a hadron made of two d quarks and a u quark.

Neutrino

The lightest fermion, long portrayed in the Standard Model as massless. Being created solely by the Weak
interaction only left-handed chirality exists and so interaction with the Higgs boson is prevented since, whilst
massless, it cannot reverse its chirality. It is however now thought to have a tiny amount of mass, many orders
of magnitude less than the electron, but the cause of this is still an open question. It is uncharged and partakes
only in the Weak interaction – it is therefore very elusive. It comes in three generations, each taking as
adjective the name of the heavier lepton in that generation, e.g. electron neutrino – denoted υe.

Newton’s Laws The three basic laws of motion formulated by Newton:The First Law says that a body will continue being at rest or moving with a constant velocity, unless acted on
by forces external to itself.
The Second Law says that when a force acts on a body it changes its momentum and the rate of change of
momentum is a vector that is equal to the vector force. If the mass of the body stays constant then this rate of
change is all down to the rate of change of velocity, i.e. the acceleration.
The Third Law says that when two bodies interact (i.e. exert forces on one another) the force on one is equal
in size but opposite in direction to the force on the other.
Newton’s Law
of Gravity

The gravitational force one body exerts on another is proportional to the product of their masses divided by
the square of the distance between them, and its direction is always attractive, i.e. towards the other body (this
means that the forces are equal and opposite as required by the First Law).

Noetherian

The flow of a quantity that is conserved as the result of a global continuous symmetry; it ensures local
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Current

continuity of the quantity such that loss/gain from any particular locale is due to the outflow/inflow of the
current.

Non-Abelian
Group

A group in which some or all of the operations are non-commuting, i.e. where pairs of operations, if applied in
a different order, produce different results.

Nucleon

The proton or the neutron. The original formulation of the isospin „internal‟ SU(2) property was to explain the
close similarity of the proton and neutron as far as the Strong force was concerned; it postulated that they were
in fact the same particle, the nucleon, but having a different „orientation‟ of this notional spin-type feature.

Nucleus

The tiny collection of nucleons that forms the centre of each atom. Most of the mass of the atom is in the
nucleus which is about one hundred thousandth of the diameter of the atom. The positive electric charge on
the protons within the nucleus attracts the negatively charged electrons into orbit around it.

Particle

In macroscopic physics this can mean any object small enough to be treated as having specific properties. At
the tiny scales of the atom and below, we distinguish composite particles as having a finite size and an internal
structure, from elementary particles which do not possess either of these properties.

Particle Field

Special relativity obliges quantum mechanics to become quantum field theory in which all particles are
described as excitations of particle fields whose property may be thought of as the number and energymomentum of that type of particle at each spacetime point; thus we have the electron field and the quark fields
etc. The field always comes with an equal partner field describing the anti-particle.

Path

In mechanics, if a system starts out in state A, e.g. having some configuration C1 at some particular time and
arrives at state B, having a different configuration C2 at some later time, then a „path‟ between A and B is any
set of trajectories that that the system might follow between the two; i.e. that start at C1 and finish at C2 over
this time interval. In classical mechanics the only path, of all these, that the system actually will take, is the
Least Action path. In quantum mechanics all paths play a role but it becomes clear that, as the system
increases in size (and hence action), all paths well away from the Least Action path become increasingly
improbable.

Photon

The particle that is taken as the basic excitation of the electromagnetic field. The photon is a vector boson with
no mass. It thereby travels at c and has only two degrees of handedness or chirality. It has no charge of any
sort.

Planck’s
Constant

The amount of action an object must cover to have its quantum phase make a complete rotation. It is normally
denoted by the letter h. It is very tiny compared to the actions involved in the motions of any macroscopic
objects - even ones as small as a single bacterium.

Positron

The anti-particle partner of the electron. It has positive electric charge.

Proton

One of the two particle constituents of the atomic nucleus. It is a fermion that takes part in all three particle
interactions, electromagnetic, Weak and Strong. It is a hadron made of two up quarks and a down quark.

Potential
Field

A field in which the property at each point is the energy stored by a force field there. The rate of change of the
potential field with position is a measure of the force that can be exerted by the field at that position.

Pythagoras’
Theorem

If the lengths of the two perpendicular sides of a right-angled triangle are given by x and y, then the length L
of the third side, the sloping side – the so-called „hypotenuse‟, is given by L2 = x2 + y2. In calculating the
length of a 2-d vector such as the clock-hand, the x and y are the two vector components and L is the overall
length. In 3-d vectors we do the same with its three components, so that L2 = x2 + y2 + z2; in 4-d spacetime the
vector length is given by L2 = x2 + y2 + z2 – t2 or L2 = t2 – (x2 + y2 + z2) depending upon convention.

QCD

Quantum Chromodynamics, the field theory of the colour interaction that binds the quarks together and
creates the Strong force. It is an SU(3) gauge theory, in which there are eight massless gluons compensating
for local changes in each of the eight symmetry generators of the group. The gluons interact with the colour
charges on quarks, and also with themselves since they carry combinations of colour and anti-colour. If one
attempts to stretch the fields too far they form quark- anti quark pairs, i.e. mesons.

QED

Quantum Electrodynamics -the „gold-standard‟ quantum field theory of the electromagnetic interaction and its
interaction with charged particles. It is verified more often, and to greater precision, than any other theory. It
provided the template for using gauge symmetry to construct fields after the discovery that its gauge
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invariance could be seen to just what was needed to provide U(1) gauge symmetry in local quantum phase
changes.
Quantum
Field Theory

The quantum mechanical theory of fields. To make quantum mechanics compatible with Special Relativity
we have to describe all forces and particles as quantum fields, but commonly here I will restrict the use of the
term to force fields and their associated potential fields.

Quantum
Phase

A complex number factor of the state vector, possessing clock-hand properties, i.e. it has a constant
magnitude but rotates in the complex plane. The rate at which the phase changes is basically governed by the
energy, or, more strictly, the energy-momentum. Its values form the unitary group U(1). {Mathematically, it
is a factor that is given by a complex function, U(), which is the mathematical constant „e‟ raised to the
power i.φ - normally written as exp{i.} - where  measures the angle, or „phase‟, of the clock-hand.}

Quark

The elementary particle constituents of baryons and mesons. Quarks come in pairs in three generations, of
which the lightest, and hence most relevant to our current existence (since higher generations ultimately decay
to the lightest), is the „up‟(u) and „down‟ (d) pair of quarks. They are spin-1/2 fermions. They undertake all
three interactions and so have electric and colour charges as well as weak isospin. The higher generations are
the strange (s) and charm (c), pair, and heaviest of all, the top (t) and bottom (b) pair. None of the higher
generations have isospin but the first mentioned in each pair has an electric charge +2/3 e and the other -1/3 e.

Scalar

A quantity that requires no other description than a single number or, in the case of a complex scalar, a single
complex number (which thereby requires two real numbers to specify). A scalar has no directional properties
(other than that in the complex number plane if it is a complex scalar).

Scalar Function A function whose values are scalars.
SO(2)

The symmetry group of rotations around a single spatial axis, for example the rotations around a disc such as
those of a clock-hand. It is identical in its properties to the group U(1).

SO(3)

The symmetry group of all operations that describe rotations around any axes in 3-dimensional space. It is
very similar in its properties to the group SU(2).

Spacetime

The four dimensional theatre in which all our physics takes place. It is a welding of time and space that was
found necessary to explain the constancy of the speed of electromagnetic waves. The geometry of spacetime is
not quite Euclidean; the square of the time component (multiplied by the time-to-space conversion factor c)
takes the opposite sign to the squares of the spatial components in calculations of the lengths of spacetime
intervals when using Pythagoras‟s theorem.

Special
Relativity

The equivalent velocity relativity symmetry to Galilean Relativity, but acting in 4-d Spacetime. It has the
effect of making the conversion factor between the spatial and time dimensions, the velocity c, a fixed point of
the transformation, so that it is the highest observable velocity, and the only velocity at which zero mass
particles, such as photons of light, can be observed. It reduces to Galilean Relativity at all relative velocities
that are small compared to c.

Spin

You can get away with thinking of this as some sort of intrinsic rotating motion of elementary particles that
they can never be without, no matter what their overall motion happens to be. Spin is described in terms of the
amount of angular momentum the spin represents, measured in tiny „atomic units‟ (h) such that a photon is
said to have spin 1(i.e. it has one atomic unit of angular momentum). This is the smallest amount that can be
roughly pictured as a tiny version of a spinning ball or bullet {but even there you should remember that, as far
as the maths is concerned, the basic elementary particle is a point with no actual size – so what is actually
turning?}. Matter particles tend to have an even smaller amount, 1/2 an atomic unit. It is harder still to picture
since the rotation of this is described by SU(2) rather than SO(3) and globally that means one must rotate by
7200 to get back where you started!

Spin-Statistics
Theorem

This is in effect a symmetry constraint forced on quantum mechanics by the symmetries of Special Relativity.
It requires particles with half-integer spins (like leptons and quarks) to be fermions, i.e. to obey the rules of
Fermi-Dirac Statistics which insist that no more than one fermion can occupy a given single state at any one
time. It also requires particles with integer spins to be bosons, i.e. to obey the rules of Bose-Einstein Statistics
which behaves in an opposite manner, i.e. the probability of a boson particle entering a given state increases in
proportion to the number of bosons already in that state. The reasons for this lie very deep in the relationship
between quantum theory and Special Relativity {which by now you should know is my code for saying that
although I could show how this comes out mathematically, I don‟t understand the physics well enough to give
you a convincing a non-mathematical explanation}.
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State Vector

A mathematical tool for capturing the properties of closed quantum mechanical systems. It occupies a multidimensional space encompassing all possible values of the properties of the system. As it „rotates‟, it alters the
property values of apparently disparate individual parts of the system in a highly correlated manner such that
their individuality vanishes. As a system becomes more open, some of its properties become entangled with its
surrounding environment and ultimately these correlations are dissipated by a myriad of environmental
particles and the original system becomes best described in terms of a probabilistic mix of values of the
remaining, more isolated, properties. These remaining properties are just those that we associate with
individual macroscopic objects.

Strong Force

The inter-quark force that was originally seen as the force holding nucleons together, now known to be a result
of the inter-quark colour interaction described by QCD.

SU(2)

The complex number Lie group that most resembles SO(3), the group of three dimensional rotations. It is
unitary since – like ordinary rotations – the member operations do not change the length of the object they
operate on, simply their orientation. Unlike its little brother, U(1), it is not Abelian, so if two operations are
applied, reversing the order of application will, in general, change the outcome. It has three generators. Its
smallest representation describes how spin 1/2 particles rotate. It is part of the gauge symmetry group of the
Electroweak interaction. {Mathematically it is the group of 2x2 unitary matrices.}

SU(3)

Big brother of SU(2). It is a non-Abelian Lie group of eight generators and it forms the gauge symmetry group
for the Strong Colour force of Quantum Chromodynamics. {Mathematically it is the group of 3x3 unitary
matrices.}

SU(2)xU(1)

The compound symmetry group assumed by Weinberg and Salam as underlying the Electroweak gauge
interaction assumed to exist when the universe was significantly hotter than now. This group has 4 generators,
three of which are broken by the complex doublet scalar Higgs field assumed to be uniformly present
everywhere in the universe at that time.

Symmetry

If aspects of a system are indistinguishable before and after some operation that displaces it in some way, then
the system has symmetry. Specifically it is symmetric under that operation.

Continuous
Symmetry

A symmetry in which all values of the symmetry operation displacement produce
indistinguishable states. A circle has continuous rotational symmetry about its centre.

Discrete
Symmetry

A symmetry in which only certain values of the symmetry operation displacement produce
indistinguishable states. A square has discrete 900 rotational symmetry about its centre.

Gauge
Symmetry

A continuous local symmetry originally seen in electromagnetic potential fields and now
used as a guiding principle in field theory modelling.

Global
Symmetry

A symmetry of a physical system in which the operation must be applied with a single value
of displacement throughout the system for the physics to be indistinguishable.

Homogeneous
Symmetry

A symmetry that exists when the system does not vary from location to location, for example
a perfectly uniform substance exhibits homogeneity.

Isotropic
Symmetry

A system shows isotropic symmetry when it does not vary with direction; whichever direction
one looks in, things look identical.

Local
Symmetry

A symmetry of a physical system in which the displacement of the operation may be varied
from place to place within the system.

Relativity
Symmetry

In general this refers to a global symmetry whose behaviour does not depend upon the absolute value
of some property of its constituents but simply their relative values of that property with respect to
each other. The property referred to in the important relativity symmetries of Galileo and of
Einstein‟s Special Relativity is velocity, so these state we should be able to alter the velocity globally
and leave the physics unaltered.

Symmetry
Group

The collection of operators that perform all the displacements of a particular type of symmetry. The study of
the group as a whole allows one to make predictions of the behaviour of systems obeying that symmetry.
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Lie Group

System

A group of all operators performing all possible operations of a continuous symmetry. Despite having an
infinite number of members, they can be derived from a finite number of generators.
By this I mean a collection of interacting bodies – for our purposes we consider two types:-

Closed Here the system is essentially self-contained - any interactions with particles or fields external to the system
can be neglected. Conservation Laws can be applied in closed systems.
Open

Here the system interactions with external bodies cannot be neglected and conservation laws may not apply.

U(1)

The unitary symmetry group of one-dimension. Its operations are represented by complex numbers of the
U(φ) clock-hand type, i.e. each can be taken to represent a rotating clock hand of fixed length rotating about a
single axis. It has the same properties as the rotation group SO(2). {Mathematically it is formed by factors of
the form exp{i.} where  represents the angle of rotation, or phase. These factors can be viewed as 1x1
unitary matrices when comparing to the higher forms of this type of symmetry, SU(2) and SU(3), wherein the
operations are represented by 2x2 and3x3 (special) unitary matrices respectively.}

U(φ)

The clock-hand function which described the phase factor of quantum states.

Unitary

As far as our purposes are conserved we can view any unitary operation as basically a complex number
operation that just rotates rather than stretches or contracts and rotates.

Vector

A quantity having both magnitude (size) and direction. A vector can always be represented by an arrow of a
given length from tail to tip (its magnitude), and a given direction. In general a vector has a component in each
dimension of the space it is in. Thus, in 3-d space, it takes 3 components to describe it. I use bold type to
indicate a vector quantity.

Vector
Addition

When we add two vectors together we place the tail of one vector on the tip of the other, whilst maintaining
their relative directions, and the resulting vector stretches from the tail of the first to the tip of the second,
wherever that ends up. The longest vector will result when the two vectors point in the same direction, and the
shortest when they point in exactly opposite directions. When the relative directions of the two vectors being
added are different from these aligned longest and shortest cases, the resulting vector will have a magnitude
somewhere between these two extremes and its direction will lie somewhere between that of the two vectors.

Velocity

The rate at which a body changes its location in space. Velocity is a vector quantity and therefore has both
magnitude (its speed – how much distance it is covering in unit time) and direction (the direction the body is
moving in).

V

This is the electric scalar potential energy field, V, whose gradient, grad V, at any point gives the electric
force, i.e. the value of the electric field E, at that same point.

W0

The third gauge boson enabling the weak isospin part of the Electroweak gauge symmetry.

W+, W-

The charged massive vector bosons of the Weak interaction. By carrying weak isospin they alter the
flavour of any elementary particle they are emitted or absorbed by. They now viewed as stemming from the
the two massless gauge bosons of the Electroweak with the same labels, but now have gained mass via the
Higgs mechanism.

Weak
Hypercharge

The property introduced in addition to weak isospin to form the Electroweak interaction. Whereas weak
isospin is possessed only by left-handed particles, weak hypercharge affects both, but not equally. Right
handed weakly interacting particles are deemed to have twice as much hypercharge as left handed ones (and
vice-versa for anti-particles). Neutrinos have no weak hypercharge.

Weak
Interaction

The interaction responsible for, among other things, the ability of a neutron to turn into a proton, an
electron, and an anti-neutrino. It appears extremely weak and short range due to the fact that it is carried by
the very heavy bosons W+, W- and Z0. It shows great chirality asymmetry with W+ and W- interacting only
with left-handed fermions (and right handed anti-fermions).

Weak
Isospin

The property, analogous to isospin postulated by originally as the source of Strong interaction, but now
taken as that which enabled particles to be subject to the Weak interaction. It is only possessed by weakly
interacting particles when they are in left-handed chirality states (and right-handed anti-particles). When the
„orientation‟ of the isospin changes then so does the type of particle; this gives us the alchemical properties of
the weak interaction. For example a d quark becomes a u quark after emission of W -, the orientation if its 1/2-
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isospin going from –1/2 to +1/2. This only happens with left-handed quarks since, as stated above, righthanded ones have no weak isospin.
Yukawa
Interaction

An interaction proposed between the Higgs field and fermions to give mass to the latter.
The interaction respects the gauge symmetry of the hot universe and leads to interactions with the Higgs boson
left after gauge symmetry breaking, to give masses to these particles. The size of the mass is determined by
the coupling to the Higgs field and so this appears to require as many different coupling constants as there are
different particle masses.

Z0

The massive vector boson responsible for neutral Weak interactions. It stems from a mix of the gauge bosons
W0 and B0 gaining mass via the Higgs mechanism. It interacts with both left- and right-handed fermions, but
asymmetrically.
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